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Disclaimer
This document has been produced in the context of the DeepCube Project.
The DeepCube project is part of the European Community's Horizon 2020 Program for research and
development and is as such funded by the European Commission. All information in this document
is provided ‘as is’ and no guarantee or warranty is given that the information is fit for any particular
purpose. The user thereof uses the information at its sole risk and liability. For the avoidance of all
doubts, the European Commission has no liability with respect to this document, which is merely
representing the authors’ view.
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Executive Summary
DeepCube is a Horizon 2020 Space project that will unlock the potential of big Copernicus data with
Artificial Intelligence and Semantic Web technologies, with the objective to address problems of
high environmental and societal impact.
This document presents the partners' expectations as requirements for the Use Cases, but also
precise diagrams of the architecture and the DeepCube software platform.
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1.

Introduction, objectives and structure of the document

1.1.

Introduction

The H2020 DeepCube project leverages advances in the fields of Artificial Intelligence and Semantic
Web to unlock the potential of Big Data from Copernicus. DeepCube aims to address problems of
high socio-environmental impact and enhance our understanding of Earth’s processes correlated
with Climate Change.
To achieve this, the project employs ICT technologies such as the Earth System Data Cube, the
Semantic Cube, the Hopsworks platform, and a state-of-the-art visualisation tool, integrating them
into an open interoperable platform that can be deployed in cloud infrastructures and highperformance computing. DeepCube will develop DL architectures that extend to non-conventional
data, apply hybrid modelling for data-driven AI models that respect physical laws, and open up the
DL black box with Explainable AI and Causality.

1.2.

Objectives

1.2.1. Objectives of WP2
WP2 aims at designing, developing, and integrating DeepCube’s technological components into one
platform that will be deployed on a cloud computing environment, including DIAS.
This WP will gather all types of requirements and specifications from different components, define
the system architecture, develop/enhance the individual models, and integrate them.
All tasks of WP2 run in two cycles: I) rapid prototyping and II) scale-up.

1.2.2. Objectives of T2.1
T2.1 defines system requirements, specifications, and architecture for all the development and
integration of the different technological components of DeepCube.
All technical partners contribute by providing technical documentation and specifications of their
components.
The partners involved in DeepCube UCs provide all the needed specs in terms of resources, s/w,
h/w, types and size of data and/or other needs.
The task defines the infrastructure (HPC, DIAS, or other) and negotiates with service providers for
resources.
This consolidated report is furnished by GAEL, assisted by most of the technological partners (MPG,
LC, UoA, TREA & INFALIA).

This project has received funding from the European Union's Horizon 2020
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1.3.

Structure of the document

This document presents the system requirements and specifications for all the technologies in
DeepCube, i.e., for all the Use Cases planned for the moment: extend Earth System Data Lab (ESDL)
data cube functionalities, semantic data cubes, visualization tools for EO data, visualization tools for
social media, H-P optimization, semi-supervised ML and unsupervised ML on EO-data, as well as the
system requirements and specification for the overall DeepCube architecture (first and second
version).
To make this more understandable, an overview of the different existing DIAS will be drawn up, as
well as a presentation of the technologies implemented: Terraform, Ansible, Docker. Also, the
12factors manifesto will be explained as well as its interest for being “container ready”.
Finally, the regulatory framework aspects relating to the GDPR will be mentioned.

This project has received funding from the European Union's Horizon 2020
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2.

System requirements and specifications for all the
technologies in DeepCube

This chapter describes each component of the scalable, modular, interoperable DeepCube Platform.
Using the existing task specification, the system requirements of each task should describe a
dedicated component of the platform. A component is an individual sub-system, working in an
autonomous manner and having some interaction with other components. As each task leader is an
expert in the domain of the developed component, the independence in the choice of the
technologies is complete. This chapter is focused on the joint between the components and how
each component is going to be integrated in the DeepCube Platform.
Functional requirements, design requirements, and performance requirements are mandatory for
the first iteration. Security requirements, interoperability requirements, and maintenance
requirements are optional for the first iteration and will be detailed in a second version.
Functional requirements (FRs) describe what the system should do (product features & user
requirements). The input is a functional requirement list (formal feature-based requirements
definition).
Design requirements (NFRs) describe what the system shall be. There are 6 types of categories:
performance & scalability, portability & compatibility, reliability, availability and maintainability,
security, usability.
Performance requirements describe what performances are expected from the System.
Each requirement should be considered with a "SMART" approach:
• Specific (What exactly needs to be done?)
• Measurable (How to identify that the goal is reached?)
• Attainable (Is the goal really attainable?)
• Relevant (Does it align with our goal?)
• Timed (When will the goal be delivered, and what are the key milestones?)

This project has received funding from the European Union's Horizon 2020
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2.1.

Requirements for extending ESDL data cube functionalities.

2.1.1. General presentation
The ESDL data cube provides functionalities for building multivariate data cubes from a variety of
sources. The current standard is to store large spatio-temporal datasets in NetCDF format, which is
optimized for local filesystems. However, with growing size of the datasets and more demand for
cloud-computing there is a growing demand for cloud-optimized storage formats for spatiotemporal
datasets. One option here is the zarr format which stores data and metadata in separate objects to
ensure quick access to subsets of the data in high-latency file systems or object stores.
During the data conversion, the input datasets are read from different sources and ingested into a
common data model so that multivariate analyses can be applied on a common spatio-temporal
grid. The resulting data cube is stored in the cloud-compatible zarr format and accessible to end
users through python or Julia APIs. Users can apply their own complex processing methods and scale
them in distributed environments using either xarray+dask (python) or YAXArrays.jl + Distributed.jl
(Julia). In addition to applying existing ESDL workflows we intend to extend the ESDL capabilities, in
particular regarding possible deep learning applications. There will be implementation of
improvements on efficient data shuffling, storing data in overlapping chunks and thereby facilitating
moving-window analyses.

Functional diagram of ESDL

2.1.2. Functional requirements (FRs)
2.1.2.1. Functional requirement list
The system must allow users to access input datasets from various sources, from the internet as
well as local datasets if the system is deployed on a DIAS. The individual Use Cases will decide which
source datasets they need access to. The system must allow users to create analysis-ready data
cubes from the datasets. The resulting data cubes will be in zarr format and will be stored either on
This project has received funding from the European Union's Horizon 2020
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a mounted drive or (preferably) in an object storage system. During this cube generation process
the data will be re-chunked. This means that storage units are transformed from images only to
spatiotemporal chunks for faster access in the Use Cases. The system must allow user to write data
onto a large storage backend, ideally an object storage.
The system must allow the user to run different software related to data-cube generation namely a
Python environment including xarray, xcube, zarr, rioxarray and a Julia environment including
YAXArrays.jl, Zarr.jl ESDL.jl, NetCDF.jl, ArchGDAL.jl
The system must allow user to upload data.

2.1.3. Design requirements (NFRs)
2.1.3.1. Performance & scalability
The system should create medium-sized data cubes (approx. 10-20GB) within a few minutes on a
single machine and large data cubes (tens or hundreds of TB) within a few days on a cluster of nodes.
The performance characteristics might differ depending on input and output chunking and
compression level.
The system needs fast access to both data sources and the data sink (Gb/s), both will probably
depend on the network connection.

2.1.3.2. Portability & compatibility
Python version 3.8 or higher is required on the system.
Julia 1.6 or higher is required on the system.

2.1.3.3. Reliability, availability and maintainability
The system shall work reliably during data cube creation for about one week, without the VM
crashing or being stopped. Maintenance downtimes are no problem since they are planned, and
data cube creation can be scheduled around these times.

2.1.3.4. Security
Consortium members involved in data cube creation would need a secure login to the system.

2.1.3.5. Usability
The data cube creation will be documented through an internal handbook.

This project has received funding from the European Union's Horizon 2020
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2.1.4. Performance requirements
2.1.4.1. System Requirements
The following requirements are only necessary during the creation phase of the data cube. This
means, there won’t be a server running all the time but UC partners should be able to launch virtual
machines where they do the cube generation and stop them when the processing is done.
For the mini-cube generation: 1 VM with 4CPUs, 16-32GB memory, 100GB of storage (either object
storage or mounted file system)
For the real data cube generation: 64 CPUs (either on a single node or multiple nodes connected to
a cluster), Memory should be increased accordingly (for example if running 16 nodes with 4 CPU
each, then 16-32GB RAM per core are needed). All the nodes shall have equal access to the
respective storage system.

2.1.4.2. Software Requirements
Either ability to run docker containers on the VMs or Python v3.8 or higher and xcube, xarray, zarr,
numpy, dask installed
Julia 1.6 or higher and Zarr.jl, ESDL.jl, ArchGDAL.jl
Platform: Preferably Linux OS

2.2.

Requirements for semantic data cubes

2.2.1. General presentation
The central component is the Ontop-spatial system for geospatial Ontology-based Data Access,
which performs GeoSPARQL to SQL query translation, where an initial GeoSPARQL query over an
ontology is automatically translated to SQL and sent for execution. The ontology represents a data
model of a specific domain using a vocabulary (terms for classes and properties) which is familiar to
the user. Ontop-spatial is connected to an external database which acts as an endpoint. In our case
this is the PostgreSQL RDBMS with the PostGIS spatial extension module enabled.
Currently, Ontop-spatial works with geospatial data that have been imported in PostGIS, which
contain vector geometries. In DeepCube the system will be extended in order to handle two kinds
of data. First, we will deal with vector geospatial data (e.g. shapefiles, CSV files etc.) that will be
imported in PostGIS and stored as regular (materialized) tables, as Ontop-spatial already handles
this case. Then, we will also add support for data coming from the data cube component of
DeepCube. The difference here is that this information is not permanently stored in the database.
Instead, requests are sent to the data cube component during query execution using the Python API
or the Web API of xcube. Also, the spatial information in this case is in the form of raster data. To
achieve integration of this second kind of data, the Foreign Data Wrapper mechanism of PostgreSQL
will be used. Specifically, we will use the MUTLICORN PostgreSQL extension, that facilitates the
creation of these data wrappers using the Python language. Once the endpoint has been set up with
This project has received funding from the European Union's Horizon 2020
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the appropriate data, Ontop-spatial is ready to connect to the endpoint for query answering. In
order to do that, we provide the system with an OWL2 QL ontology and a set of mappings that relate
terms in the ontology with data in the tables of the endpoint. After system initialization, Ontopspatial is deployed as a SPARQL-endpoint and accepts requests in the form of GeoSPARQL queries.
For example, in our setting these requests come from a user that poses these queries to the Sextant
Web Application. After query translation and execution, the results that have been transformed to
ontology terms in the RDF language, are sent back to Sextant for visualization.
As mentioned, in DeepCube, we will extend Ontop-spatial with the ability to handle raster
geometries imported from the data cube and perform geospatial analytics by combining this
information with other vector geometries that have been imported in PostGIS. As an example,
consider that we have a dataset stored in xcube, that contains sea observations of a specific variable
for different timestamps and different points (defined by their respective latitude and longitude).
Also, consider that we have a dataset with the vector geometries of specific geopolitical entities,
like for example countries. Then, as an example, the user will be able to submit a GeoSPARQL query
that will ask for the values of the observations that are in less than 100 kilometres distance from
Italy, along with the corresponding distance, where the value is greater than 280, the observations
have been taken in 2017-06-05, and ordered by this distance:
SELECT ?value ?distance
WHERE {
?observation geo:asWKT
?observation :hasValue
?observation :dateTaken
?country
?country
?country

?wkt1 .
?value .
"2017-06-05T12:00:00.000000000"^^rdf:Literal .

a
:Country .
geo:asWKT
?wkt2 ;
:hasOfficialName
"Italy"^^rdf:Literal .

BIND(geof:distance(?wkt1,?wkt2,uom:metre) as ?distance) .
FILTER(?distance < 100000 ).
FILTER(?value > 280).
}
ORDER BY ?distance

As SPARQL operates on RDF graphs, its main functionality is expressed through triple pattern
matching. For example, ?observation geo:asWKT ?wkt1, is a triple pattern, which has the variable
?observation as subject, the constant geo:asWKT as predicate and the variable ?wkt1 as object.
asWKT is a property defined in the GeoSPARQL vocabulary, that returns the geometry of a feature
in the well-known text representation. This triple pattern will be matched against triples in the RDF
graph that have geo:asWKT as predicate, and bindings for ?observation and ?wkt1 will be obtained
from the specific triples. As more triple patterns are evaluated, only bindings for each variable that
is valid in all triple patterns are kept. In our example, the first three triple patterns that have
?observation in the subject position, would return all observations from the data cube that have
been taken in 2017-06-05, along with the corresponding value and the point geometry (latitude and
longitude). The next three triple patterns that have the variable ?country in the subject position, will
This project has received funding from the European Union's Horizon 2020
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return the vector geometry of Italy. Then, we compute geof:distance, which is a function defined in
GeoSPARQL language, and it will return the distance of each point geometry from the geometry of
Italy, in meters. The results are filtered based on distance and value, and an ordered resultset is
returned. During DeepCube we will add support for this kind of queries that involve both raster and
vector geometries. Also, as mentioned, we will investigate the possibility to extend the GeoSPARQL
language with constructs and operators regarding processing of information in the data cube, using
the use-cases requirements as a driving force. For example, if we have a data cube that contains
observations about two different variables, maybe it would be useful to have a construct in the
query language that defines an operator that performs some arithmetic computation between these
variables, and then during query parsing and optimization, push this operation to the corresponding
functionality of the data cube, where such computations can be performed efficiently, and only
import the final result of this operation using the virtual table mechanism.

Functional diagram of the ontology-based data access: Ontop-Spatial

This project has received funding from the European Union's Horizon 2020
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2.2.2. Functional requirements (FRs)
2.2.2.1. Functional requirement list
The system should provide the user with a familiar conceptualization of a specific domain through
an ontology and the ability to submit queries over the ontology terms.
The system should map the ontology terms to data stored in a PostgreSQL backend (local data), as
well as data from external data cubes, providing the user with unified access to these data sources.
Access to external data sources will be performed using Foreign Data Wrappers to create virtual
tables of the datacubes in real time (during query execution).
The input queries posed by the user will be in the GeoSPARQL language, extended with constructs
and operators to support data processing from the data cube.
The system must be able to communicate through a high-speed network with the ESDC installations
and with the visualization tools of T2.4.
In case of an error, the system must provide detailed error messages that explain what went wrong
with the user’s query.
The system should be made available as open source and maintained during the project. It should
be distributed as open source by partner UoA after the project’s end.

2.2.3. Design requirements (NFRs)
2.2.3.1. Performance & scalability
System start-up time (initialization of the system to the state that it is ready to accept queries)
should be less than 30 seconds.
Communication with ESDC datacubes (remote), in real time (milliseconds).
Answering GeoSPARQL queries over 100 GB of local data (data already imported and indexed in
PostgreSQL database) in less than 5 seconds.
Answering GeoSPARQL queries over a federation of local data and remote data from an ESDC
datacube should be performed in less than 60 seconds.

2.2.3.2. Portability & compatibility
The system should be compatible with the following:
PostgreSQL 12+
Multicorn 1.4.0 (beta version for PostgreSQL 13+)
Python 3.7+
The system should be easily deployed packaged as a Docker container, or other similar technology.

This project has received funding from the European Union's Horizon 2020
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2.2.3.3. Reliability, availability and maintainability
Assuming 100% availability of external data sources, excluding external components downtime of
semantic data on which Data Cube relies, we anticipate high reliability, availability and
maintainability scores from the semantic Data Cube given that it is uses the robust and reliable
PostgreSQL database as a backend. Specifically:
The system should have at least 99% availability.
The system should have more than 90% chance to run continuously for a month without a critical
failure.
Critical issues and bugs should be addressed in less than 24 hours.

2.2.3.4. Security
Read access (submitting GeoSPARQL queries) and write access (modifying the data stored in the
PostgreSQL backend) should be assigned to users using a secure authentication method.

2.2.3.5. Usability
The system should come with a built-in documentation for the provided features.

2.2.4. Performance requirements
2.2.4.1. System Requirements
vCPU: 2-4
RAM: (Minimum) 8GB
Disk:
Type: Regular
Size: Depends on the size of the data
Internet connectivity: No
Database: PostgreSQL with PostGIS extension

2.2.4.2. Software Requirements
Build Requirements: PostgreSQL 12+, PostGIS 3+, Multicorn 1.4.0 (beta version for PostgreSQL 13+),
Python 3.7+
Runtime Requirements: Python 3.7+, Java 8+
Platform Requirements: - (Preferably Linux OS)
Network requirements: Communication with ESDC and the Visualization tools of T2.4

This project has received funding from the European Union's Horizon 2020
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2.2.4.3. Miscellaneous

Query Response Times
Statement of requirement

The average response time for a GeoSPARQL query on
PostgreSQL virtual tables of datacubes should be less than 60
seconds. The queries used should reflect the user
requirements in the relevant Use Cases of DeepCube.

Supporting commentary

The response time is affected by the foreign data wrapper
used to create the views, the user’s network connection as
well as the execution time of the SPARQL endpoint.

List of precedents, sources, Multicorn 1.4.0
standards
PostgreSQL 12.6
HTTP/1.1 protocol
SPARQL 1.1 protocol
Derivation of quantities

The measured response time is equal to the sum of the HTTP
request to the endpoint and the execution time of the query.

List of dependent requirements

The system has been initialized with the relevant ontology,
and access to a data cube with the relevant data has been
established.

List of assumptions and We assume that the endpoint is up and running.
precedent
performance We assume the user has a stable network connection.
requirements
Sources of measurement data

The response time is measured by the endpoint
communication module in the server component of the
endpoint’s system.

Name of a subject matter Prof. Manolis Koubarakis,
expert on this requirement*
National and Kapodistrian University of Athens,
Department of Informatics and Telecommunications
Indicator if the requirement is Requirement is dependent on specifications regarding task
independently modifiable, or if 2.3
not, why not
Indicator that the requirement Forward traceable requirement.
is traceable

This project has received funding from the European Union's Horizon 2020
research and innovation programme under grant agreement No 101004188

Page 19 / 59

Query Response Times
Indicator that the requirement The requirement has only one interpretation, so it is
is unambiguous, or if not, why unambiguous.
not
Indicator that the requirement The requirement is specified in measurable terms, it is
is correct, or if not, why not
unambiguous and is derived with a mathematical formula.
Indicator that the requirement The parameters for the requirement are the HTTP request
is complete, or if not, why not
time and the query execution time that are specified. The
context is specified as the response time for the user to
retrieve the results of a SPARQL query in the system.
Indicator that the requirement Pass. The requirement meets the S.M.A.R.T. criteria and is the
has passed or failed review, and key performance indicator for successful user interaction.
why
* If this is meant to be outside the consortium: Prof. Vassilis Christophides, University of Crete.

2.3.

Requirements for visualization tools for EO data

2.3.1. General presentation
Sextant is a web-based application for exploring, interacting and visualizing time-evolving linked
geospatial data. Sextant has been developed by partner UoA over the past years and was used to
build and promote the use cases in the projects LEO, MELODIES, Big Data Europe, Copernicus App
Lab, AI4EU and ExtremeEarth. The tool offers interoperability with existing GIS technologies and
brings in an arsenal of features to assist in mapping linked geospatial data. In DeepCube, Sextant
will be extended with new features to assist the new use cases and allow non-expert users to create
maps over the Semantic Data Cube.
Sextant is built using a client-server architecture model as depicted below. We used Bootstrap
framework to implement a responsive single code base user interface (UI), that is used in both the
web application and the mobile application. For map rendering we use OpenLayers JavaScript
Mapping Library, that enables us to run the application in a local environment and supports a great
variety of GIS file formats. To handle the evolution of geospatial data through time, we use Timemap
JavaScript library, that integrates the SIMILE Timeline widget with OpenLayers, to allow visualization
of KML files enriched with temporal information. A lot of effort was put in designing a user-friendly
and flexible environment for the end-user, that is developed using HTML 5, CSS and JavaScript
technologies.
The core feature of Sextant is the ability to create thematic maps by combining geospatial and
temporal information that exists in a number of heterogeneous data sources ranging from standard
SPARQL endpoints to SPARQL endpoints following the GeoSPARQL standard defined by the Open
Geospatial Consortium (OGC), or well-adopted geospatial file formats, like KML, GML and GeoTIFF.
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Users can create different layers on the map by either uploading a supported file or posing
GeoSPARQL/stSPARQL queries to SPARQL endpoints. All layers and map metadata are automatically
translated to RDF graphs using the Map and Temporal Ontologies, that allows us to store, search
and retrieve the created maps.

Performance requirements table of the ontology-based data access: Sextant

2.3.2. Functional requirements (FRs)
2.3.2.1. Functional requirement list
The system must allow users to submit GeoSPARQL queries to Ontop-spatial endpoints in order to
visualize the results as layers on the map. To do so, they must provide the URL of the endpoint, the
query text and a name for the layer that will be created.
The system must allow users to connect to a SPARQL endpoint in order to view the underlying
ontology in a treemap. To do so, they must provide the URL of the endpoint.
The system must allow users to explore the ontologies in the treemap view, in order to view the
different classes and properties.
The system must allow users to select a class in the treemap view with a spatial representation and
apply filters in order to view the results as a layer on the map. To do so, they must first select the
desired properties in the treemap view, then select from the available filters for these properties
and provide filter values. Finally, they must provide a name for the layer to be created.
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2.3.3. Design requirements (NFRs)
2.3.3.1. Performance & scalability
Communication with SPARQL endpoints in real time (milliseconds).
Retrieve the ontology of a SPARQL endpoint in real time (milliseconds).
Visualize GeoSPARQL queries in real time (seconds). This requirement measures the time needed to
visualize the results of the query and includes the execution time for the query in the underlying
endpoint and the HTTP request/response times.

2.3.3.2. Portability & compatibility
The system should run Java7+.
The system should be compatible with Apache Tomcat version 8+.
The deployed web system should be compatible with the browsers: Chrome, Firefox and Safari.

2.3.3.3. Reliability, availability and maintainability
The system will be made available as open source and maintained during the project. The system
will be distributed as open source by partner UoA after the project’s end.

2.3.3.4. Security
No login is required. The web application can be securely deployed using HTTPS protocol on the web
server.

2.3.3.5. Usability
The system should come with a built-in documentation for the provided features.

2.3.4. Performance requirements
2.3.4.1. System requirements
vCPU: 1
RAM: 8GB
Disk:
disk type: regular
disk size: 10GB
Node clustering: Network capabilities: 100Mb/s private
Internet connectivity: Yes
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Database: -

2.3.4.2. Software requirements
Build requirements: java7 or later, maven 3.0.5 or later, git 1.9.1 or later, tomcat 8.0.23 or later
Runtime requirements: java7 or later, tomcat 7 or later
Platform requirements: Linux OS
Network requirements: external networks
Database requirements: Kernel modules requirements: -

2.3.4.3. Miscellaneous

Query Response Times
Statement of requirement

The average response time for the visualization of the results
of a query shall be 10 seconds or less.

Supporting commentary

The response time is heavily affected by the internet
connection of the user and the query execution time of the
SPARQL endpoint.

List of precedents, sources, HTTP/1.1 protocol
SPARQL 1.1 protocol
standards
Derivation of quantities

The measured response time is equal to the sum of the HTTP
request to the endpoint and the execution time of the query.

List of dependent requirements

-

List of assumptions and
We assume that the endpoint is up and running.
precedent
performance
We assume the user has a stable network connection.
requirements
Sources of measurement data

The response time is measured by the endpoint
communication module in the server component of the
endpoint’s system.

Prof. Hadjiefthymiades Stathes,
Name of a subject matter
National and Kapodistrian University of Athens,
expert on this requirement
Department of Informatics and Telecommunications
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Query Response Times
Indicator if the requirement is
The requirement is independently modifiable as it is not
independently modifiable, or if
dependent to any other requirements of the system.
not, why not
Indicator that the requirement
Forward traceable requirement.
is traceable
Indicator that the requirement
The requirement has only one interpretation, so it is
is unambiguous, or if not, why
unambiguous.
not
Indicator that the requirement The requirement is specified in measurable terms, it is
is correct, or, if not, why not
unambiguous and is derived with a mathematical formula.
The parameters for the requirement are the HTTP request
Indicator that the requirement time and the query execution time that are specified. The
is complete, or if not, why not
context is specified as the response time for the user to view
the results of a SPARQL query in the system.
Indicator that the requirement Pass. The requirement meets the S.M.A.R.T. criteria and is the
has passed or failed review, and key performance indicator for successful interaction with the
why
users.

2.4.

Requirements for visualization tools for social media

2.4.1. General presentation
The Social Media Web Application and Social Media API will be developed with Django framework
and will run on an Apache Web Server. In order for the Social Media Web Application to populate
its visualization tools, it will call the Social Media API with HTTP GET/POST requests (access key is
required). Then the Social Media API will query the MongoDB where the data from the Instagram
and Twitter posts will be collected, analyzed and stored by the Social Media Crawler of T3.2 and it
will send them back in JSON format to the Social Media Web Application where the posts will be
visualized in a map and a timeline. The web application will also involve analytics (pie charts, line
plots) and filtering options, such as use case and language, time period (start/end date), bounding
box, concept, and sentiment.
Concept Learning architectures for social media data will be responsible for collecting and analyzing
social media posts and finally storing them in a MongoDB. Posts from Twitter and Instagram will be
stored in MongoDB collections with a common representation that will include fundamental
attributes such as text, image, timestamp, location, source (Instagram /Twitter) and additional fields
deriving from analysis.
The Twitter crawler will retrieve tweets in real time, while the Instagram crawler will perform
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queries as frequent as possible, likely every several minutes (the public APIs provided by these
platforms will be used).
Before storing in the database, the crawlers will involve various analyses of the social media posts.
Sentiment analysis will be performed on English posts to extract the sentiment they express
(positive, negative, neutral) and an NER technique will automatically geotag them. Also, visual
concepts will be extracted from the images contained in posts.

Functional diagram of the Social Media Data Visualization

2.4.2. Functional requirements (FRs)
2.4.2.1. Functional requirement list
The system must allow users to submit queries to the API (endpoint URL, query text, and access key
are required).
The system must allow users to view retrieved social media data on an interactive map, on a timeline
and on graphs.
The system must allow users to filter what social media data are displayed, e.g. based on
spatiotemporal criteria and Use Cases.

2.4.3. Design requirements (NFRs)
2.4.3.1. Performance & scalability
Communication with API endpoints in real time (seconds).
Retrieval of social media data via API endpoints in real time (seconds).
Visualization of social media data (query results) in real time (seconds) in alternative views (map,
timeline, graphs).
Query response and rendering time have to remain low while the amount of collected social media
data increases. The original Twitter data will be stored in a password-protected database. After a
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period of six months (t.b.c.) the original data will be deleted and only a reference to the respective
tweet (an ID) will be kept along with any extracted knowledge, such as detected locations, concepts,
sentiments, etc.

2.4.3.2. Portability & compatibility
The API and the web application should run with any OS.
The API and the web application should be fully compatible with Docker.
The API should run with Python 3.
The social media API should have access to a MongoDB database.
The web application should run with Apache Web Server compatible with Django framework.
The web application should be compatible with any modern browser.

2.4.3.3. Reliability, availability and maintainability
The API should be available only upon request (access key to be produced and provided).
The web application should be publicly available.
The web application should call the API without exposing the access key.

2.4.3.4. Security
Access to the API is protected with a key.
If deemed necessary in the future, the public web application could change to be visited only with
login.

2.4.3.5. Usability
The API should come with a built-in documentation for the provided endpoints.
The web application should be user-friendly and intuitive; if deemed necessary, an instructions page
could be added.

2.4.4. Performance requirements
2.4.4.1. Social Media API
• Abstract
The Social Media API is an interface for querying and retrieving collected and analyzed social media
data. It is primarily related to the Social Media Web Application, but it can also be used by technical
partners inside DeepCube, who wish to include social media data into their modules.
• Background
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The Social Media API offers a multitude of endpoints which are translated into queries to the
database where social media data are stored. The filtering options include -among others- selection
of use case and language and definition of areas and time periods of interest. A key has to be
generated per interested user, to prevent uncontrolled access.
• Proposal
The Social Media API will be probably developed as a Python service with the Django REST
Framework. The various endpoints will be initially based on the filters and visualizations that have
to be supported by the Social Media Web Application but can be extended to cover the needs of
other partners who wish to use it. The endpoints will then be mapped to the respective MongoDB
queries and properly respond in JSON format.
• System requirements
vCPU: 1
RAM: 1GB
Disk:
Type: regular
Size: <1GB
Node clustering: Network capabilities: 100Mb/s private
Internet connectivity: Yes
Database: MongoDB
• Software requirements
Build requirements: Python 3
Runtime requirements: Python 3, Apache Web Server, Django
Platform requirements: Preferably Linux OS
Network requirements: external networks
Database requirements: MongoDB
Kernel modules requirements: -

2.4.4.2. Social media web application
• Abstract
The Social Media Web Application is a web user interface for filtering and displaying the collected
social media data and their analysis. It is an online, user-friendly application and targets both expert
and non-expert users. Different search options and alternative visualizations are offered.
The Social Media Web Application will offer a map-based view of posts as pins and sentiments with
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different colors, a timeline view, and other analytics, such as a pie chart with sentiment rate and a
line chart with the fluctuation of collected posts per sentiment. The user will be able to filter the
posts by use case and language, time period, location, sentiment, and concepts. Also, quick buttons
will retrieve posts from predefined areas of interest.
• Background
The Social Media Web Application is built with common Web technologies (HTML, CSS, JavaScript,
JQuery, etc.), Django and other libraries. The application utilizes the Social Media API in order to
retrieve social media data. The filtering options of the end users are considered in order to call the
proper API endpoint and the API response is used for visualization.
• Proposal
The Social Media Web Application will be implemented as a standalone website, which can be
launched by any Apache Web Server, e.g. the one of the final system. The user interface will include
various filtering options for the user and three main views: an interactive map, a timeline, and a
collection of graphs.
• System requirements
vCPU: 1
RAM: (the web application itself does not consume RAM, but the Apache Web Server does)
Disk:
Type: regular
Size: <1GB
Node clustering: Network capabilities: 100Mb/s private
Internet connectivity: Yes
Database: • Software requirements
Build requirements: Runtime requirements: Apache Web Server, Django, JavaScript, jQuery
Platform requirements: Preferably Linux OS
Network requirements: external networks
Database requirements: Kernel modules requirements: -
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2.4.4.3. Miscellaneous

Query Response Times
Statement of requirement

The average response time for the visualization of the results
of a SPARQL query shall be 10 seconds or less.

Supporting commentary

The response time is heavily affected by the internet
connection of the user and the query execution time of the
API endpoint. It is also (much less) affected by the
visualization rendering time.

List of precedents, sources,
HTTP/1.1 protocol
standards
Derivation of quantities

The measured response time is equal to the sum of the HTTP
request to the endpoint, the execution time of the query, and
the visualization rendering time.

List of dependent requirements

We assume that the endpoint is up and running.

List of assumptions and
We assume that the MongoDB is up and running.
precedent
performance
We assume that the web application is up and running.
requirements
We assume the user has a stable internet connection.
Sources of measurement data

The response time can be measured with internal
experiments.

Name of a subject matter
expert on this requirement
Indicator if the requirement is
The requirement is independently modifiable as it is not
independently modifiable, or if
dependent to any other requirements of the system.
not, why not
Indicator that the requirement
Forward traceability.
is traceable
Indicator that the requirement
The requirement has only one interpretation, so it is
is unambiguous, or if not, why
unambiguous.
not
Indicator that the requirement The requirement is specified in measurable terms and it is
is correct, or, if not, why not
unambiguous.

This project has received funding from the European Union's Horizon 2020
research and innovation programme under grant agreement No 101004188

Page 29 / 59

Query Response Times
The parameters for the requirement are the HTTP request
time, the query execution time and the visualization
Indicator that the requirement
rendering time that are specified. The context is specified as
is complete, or if not, why not
the response time for the user to view the results of an API
query in the web application.
Indicator that the requirement Pass. The requirement meets the S.M.A.R.T. criteria and is the
has passed or failed review, and key performance indicator for successful interaction with the
why
users.

2.5.

Requirements for H-P optimization, semi-supervised ML and unsupervised
ML on EO-data

2.5.1. General presentation
The diagram below visually represents the interactions of the technologies used in the Hopsworks
platform.
Hopsworks is a managed platform for scale-out data science, with support for both GPUs and Big
Data, in a familiar development environment. Hopsworks can be used either through its User
Interface or via a REST API. Hopswork’s unique features are:
• a user-friendly UI for development with the latest open-source platforms for Data Science (Jupyter,
Conda, etc),
• Github-like Projects to manage teams/products/workflows/data,
• managed GPUs as a Resources - scale out Deep Learning training and hyperparameter
optimization,
• the world’s fastest, most-scalable distributed hierarchical filesystem,
• a REST API for the whole Hopsworks Platform,
• a TLS Certificate based security model with extensive auditing and data provenance capabilities,
• end-to-end support for Python-based Deep Learning workflows with a Feature Store, Data and
Model Validation, Model Serving on Kubernetes, workflow orchestration in Airflow.
Hopsworks supports the following open-source platforms for Data Science:
• stream processing: Spark streaming, Flink, Kafka
• data analytics and BI: SparkSQL, Hive
• development: Jupyter, plugin to IDEs (via the REST API), Conda/Pip
• machine learning frameworks: TensorFlow, Keras, PyTorch, ScikitLearn
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• model serving: Kubernetes/Docker
Beginning from the left, a brief description of each technology used is provided. Data sources are
typically different and therefore Hopsworks provides support for Raw Data, Event Data and Data
Lake, using various technologies, for example Amazon S3. Kafka is used for data ingestion and
stream processing, the user can alternatively work with Spark Streaming and Flink. Data preparation,
Model Analytics, Model Training and Analytics together with other experiments can be performed
using Apache Spark. The development environment is Jupyter and we have support for multiple ML
frameworks like TensorFlow, Keras, PyTorch and ScikitLearn. Finally, Model Deployment is achieved
via Kubernetes and Docker. All the platforms introduced are orchestrated by Apache AirFlow.

Functional diagram of Hopsworks platform

2.5.2. Functional requirements (FRs)
2.5.2.1. Functional requirement list
The system must allow the user to input EO data.
The system must run hyper-parameter optimization operations in an asynchronous distributed
fashion on the model and data given by the user.
The system must support scalable, user-friendly training of models for semi-supervised ML and
unsupervised ML.
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2.5.3. Design requirements (NFRs)
2.5.3.1. Performance & scalability
The system can horizontally scale to the storage needs of the DeepCube project (TBs-PBs of data).
The system can horizontally scale to the computing needs of the DeepCube project, distributing
compute across cluster nodes (one to thousands of nodes).
Communication with the system’s HTTP REST API in real time (milliseconds).
Fetching data from the system’s in-memory database in real time (milliseconds).

2.5.3.2. Portability & compatibility
The system should run Hopsworks 2.2+.
The system should be compatible with the Anaconda version 4.8.3+ distribution platform.
The system should run Ubuntu 18.04+ or Centos 7.6/7.7.
The system is shipped with its own install software, Karamel.
The system can be installed on cloud infrastructure such as OpenStack, Amazon AWS, Microsoft
Azure and Google GCP.

2.5.3.3. Reliability, availability and maintainability
The system will be made available as open source and maintained during the project. The system
will be distributed as open source by partner LC.

2.5.3.4. Security
Hopsworks supports the following authorization methods:
Username/password with two-factor authentication
LDAP integration with Kerberos
OAuth2
The system uses username/password for user authentication and users can optionally enable twofactor authentication.
The system uses a short-lived certificate TLS based security system for authorization and
authentication of internal services.
Details in: https://hopsworks.readthedocs.io/en/stable/admin_guide/hops_admin_guide.html

2.5.3.5. Usability
The system should come with a built-in documentation for the provided features.
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2.5.4. Performance requirements
2.5.4.1. System requirements
vCPU: 8
RAM: 32GB
Disk:
Type: regular
Size: 100GB
Node clustering: Network capabilities: 1Gb/s
Internet connectivity: Yes
Database: -

2.5.4.2. Software requirements
Build requirements: Runtime requirements: Platform requirements: Ubuntu 18.04, Centos 7.6/7.7
Network requirements: external networks
Database requirements: Kernel modules requirements: -

2.5.4.3. Miscellaneous

Hyper-parameter optimization time
Statement of requirement

The time it takes to find the optimal hyper-parameters for a
deep learning architectures decreases as the parallelization
factor increases (multiple GPUs across multiple workers).

Supporting commentary

The optimization time is heavily affected by the graphical
processing units (GPUs) specifications, the network
specification and bandwidth between the cluster’s machines
and the user-provided search-space parameters.

List of precedents, sources,
standards
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Hyper-parameter optimization time
Derivation of quantities

The hyper-parameter optimization time is calculated as the
elapsed time between starting the first experiment and
stopping the last experiment.

List of dependent requirements

-

We assume that the Hopsworks services are up and running.
List of assumptions and
We assume there is no network congestion in the cluster from
precedent
performance
other services running on the cluster.
requirements
We assume GPUs are not used by other processes.
Sources of measurement data

The hyper-parameter time is measured by the
Hopsworks Maggy framework.

Name of a subject matter Jim Dowling,
expert on this requirement
Logical Clocks
Indicator if the requirement is
The requirement is independently modifiable as it is not
independently modifiable, or if
dependent to any other requirements of the system.
not, why not
Indicator that the requirement
Forward traceable requirement.
is traceable
Indicator that the requirement
The requirement has only one interpretation, so it is
is unambiguous, or if not, why
unambiguous.
not
Indicator that the requirement The requirement is specified in measurable terms, it is
is correct, or, if not, why not
unambiguous and is derived with a mathematical formula.
The parameters for the requirement are the time it takes to
Indicator that the requirement
complete asynchronous experiments that attempt to find the
is complete, or if not, why not
best hyper-parameters for a given deep learning architecture.
Indicator that the requirement Pass. The requirement meets the S.M.A.R.T. criteria and is the
has passed or failed review, and key performance indicator for successful interaction with the
why
users.

This project has received funding from the European Union's Horizon 2020
research and innovation programme under grant agreement No 101004188

Page 34 / 59

3.

System requirements and specification for the overall
DeepCube architecture

3.1.

Generic cloud resources

The DeepCube Platform shall use state-of-the-art technologies and shall remain cloud provider
agnostic, which means not relying on provider-specific functions or APIs that would prevent the use
on other cloud platforms.
However, when relevant, specific interesting features may be proposed as optional modules or
plugins to offer additional functionalities.
The cloud providers usually propose a wide range of solutions and resources, from empty racks with
electric power, cooling and network connection to host the customer’s own material (housing
service), rented hardware to be directly managed at low-level by the customer (bare-metal servers),
to virtualized or containerized environments where administration can be delegated to the cloud
provider as partially or fully managed services.
Depending on the administration level, underlying infrastructure or service granularity, various
managed solutions can be proposed like Infrastructure-as-a-Service (IaaS), Platform-as-a-Service
(PaaS), Software-as-a-Service (SaaS), Function-as-a-Service (FaaS), together with more specialized
offers like Database (DBaaS), Storage (STaaS), Load-Balancer (LBaaS), Firewall (FWaaS), etc.
The cost of cloud resources is usually based on Subscriptions or Pay-as-you-Go business models.
Subscriptions are payment in advance for a fixed period (month, quarter, year etc.), offering a
predictable capacity, which can be scaled up and down (or in/out, depending on vertical vs
horizontal scalability models), step by step on a low frequency basis. This is mostly used for stable
or long-term resources such as back-end servers or databases. Pay-as-you-Go is useful when needed
capacity is less known in advance, the cost is related to usage (e.g. hourly rate for computing, volume
of data stored, network traffic). It can offer more elasticity, provisioning temporary resources when
required, for instance more computing nodes for few hours/days during a specific processing
campaign or to absorb some peaks resulting from a higher number of parallel on-demand requests.
Combination of the two models is often used to answer both stable and variable needs.

3.1.1. Computing
The computing resources can be physical servers (often called bare-metal or dedicated servers),
where operator has a low-level access to the hardware such as the BIOS or the RAID controller, to
configure disks and to install its preferred operating systems, hypervisor, or low-level kernels to
build a multi-machine cluster. The dedicated term is also used in this case to highlight that hardware
resources are not shared with any other customer. However, such bare-metal servers need more
administration skills from the customer.
Another kind of computing resource is the Virtual Machine (VM) or Cloud instance, which is a logical
unit resulting from the virtualization of a computer, including virtual CPU(s), RAM, disk and network
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interface(s). Depending on the hypervisor or Infrastructure-as-a-Service on which the virtualization
is relying, the operator may be able to define and create its customized VM, choosing the number
of vCPUs, RAM, disks (e.g. with VMware/vSphere), or may have to select a predefined “flavour” in a
catalogue, with a fixed number of resources. A private cloud instance may refer to dedicated
resources relying on non-shared hardware, while public cloud instance may have reserved
resources, but on a mutualised hardware. Other kind of instance can have non-warranted resources,
mostly used for simple tests, sandbox or non-demanding process.
Depending on the needs, the type of instance can be selected among well balanced CPU/RAM
flavours for multi-purpose usage, or more RAM for memory-intensive applications, or faster CPUs
or GPUs for applications requiring high computing power, or other specialized for IOPS with fast disk
transactions.
A list of available Operating Systems images or more specialized pre-built distribution with
embedded applications may be proposed in what could be called Image Service. The selection of the
image to deploy on a new VM is made during the creation or can later be reconfigured.
The automation of the deployment can be done via several Infrastructure-as-Code technologies (see
Terraform in section §3.5.2), using the IaaS APIs or its orchestration service, in charge of provisioning
the needed cloud instances, resources, flavour, and the image to deploy and later to configure it
(see also Ansible in section §3.5.3).
A Backup Service may also propose to store images and make snapshots of virtual machines and
cloud instance to a specific storage space (see next section) and later to enable restoring them in
case of failure, rollback or to clone as new instance.

3.1.2. Storage
The storage resources can be made available from different physical and virtualized means.
Bare metal servers have usually their own physical disks, from one to many, with optional attached
disk racks (e.g. 3 racks with 12 disks each). The customer can define how to assemble them in a
single volume or not, which RAID level to use (mirroring, replication, both), partitioning, etc.
Customized virtual machines can have one or more virtual disks, which are kind of big file emulating
the disk blocks. These virtual disks may be directly hosted on the physical host where the VM is
running (not recommended for resilience in case of host failure) or stored in a high availability
datastore shared among the physical hosts of the infrastructure.
Predefined cloud instances are often delivered with a fixed size root partition. In case the customer
needs more disk, additional volume(s) can later be attached to the instance. These volumes are
provided by a Block Storage service of the Infrastructure-as-a-Service (e.g. OpenStack). The Backup
Service may also allow instant snapshots of these volumes to go back in time when needed.
The underlying physical disk technology can be based on classic magnetic hard drive (HDD), fast
solid-state SSD, or even faster NVMe SSD.
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Non-directly attached storage is also proposed, such as shared volumes or partitions from a NAS,
which access can be granted to multiple VMs at the same time using various protocols (NFS, CIFS),
via mounting points as read/write or read-only filesystems.
Another solution that takes a different approach to the classic file system is the Object Storage,
which offers a scalable solution to store up to petabytes of data as objects in containers (or buckets).
A dedicated service (HTTP REST API) with authentication is used to access the data and a set of
command line tools and APIs in various programming languages enable administrating the content
of the storage space. Data replication factor, scalable frontends and load-balancing allow very good
performances with concurrent access. Such data can still be considered Online with a synchronouslike access.
Another variant is the Cold Storage or Cloud Archive service, where data is archived in less expensive
disks, with different data replication approach or other kind of media such as magnetic tapes. Similar
APIs to the Object Storage can be provided but retrieving the data may need to first place an order
to unarchive/unseal the data from the Offline or Near-Online storage to a dedicated cache prior to
downloading it back. The cost model of such service is usually more oriented for long-term and less
expensive than Object Storage but may not be adapted for too frequent access.

3.1.3. Network
The Cloud providers offer both private and public networks. The private network is an isolated
Virtual Network where the customers can define for one or multiple project its own IP ranges and
subnets with fixed or dynamically served (DHCP) IP addresses to interconnect the virtual machines
or cloud instances, to offer a default gateway and a naming service (DNS). Internal traffic among
private networks or between cloud provider managed services is often called East-West traffic.
Some cloud provider may propose additional layer such as Virtual Racks, to interconnect multiple
projects, even from different IaaS technologies or datacentre regions, with a common private
network (same VLAN ID).
The public network is related to Internet Access, some virtual machines may need to connect to the
Internet for outgoing traffic only (e.g. collecting data, updating application etc.) or to have a service
exposed to external users via a public IP (e.g. portal, frontend etc). Network traffic from/to Internet
is often called North-south traffic. The cloud providers have numerous public IP ranges available and
can deliver a fixed IP for a specific virtual machine.
The virtual machines may have multiple virtual network devices/interfaces to allow connecting
several networks from the same VM (e.g. one public, one private for internal data circulation, one
private for service administration).
A Floating IP can also be provided for more flexible assignment of one public IP to one VM or
another. This is useful for instance for failover mechanism, where the floating IP can point to an
active server and switch automatically to a backup server when the active one is failing. This also
avoids changing the DNS records, where a domain name is already associated to a known IP, which
doesn’t need to be updated even if the underlying virtual machine has changed.
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Virtual Routers may help connecting several private networks and public networks together,
defining NAT rules, specific routes and gateways.
Additional network services such as Load-Balancer can help distribute the incoming traffic across
multiple cloud instances, and anti-DDOS to protect resources from external attacks, absorbing and
filtering the non-legitimate traffic to a mitigation platform in order to maintain an optimal level of
the customer’s exposed services.

3.2.

Introduction to Data and Information Access Services (DIAS)

To facilitate and standardise access to data, the European Commission has funded the deployment
of five cloud-based platforms. They provide centralised access to Copernicus data and information,
as well as to processing tools. These platforms are known as the DIAS, or Data and Information
Access Services.
The five DIAS online platforms allow users to discover, manipulate, process and download
Copernicus data and information. All DIAS platforms provide access to Copernicus Sentinel data, as
well as to the information products from the six operational services of Copernicus, together with
cloud-based tools (open source and/or on a pay-per-use basis).
Each of the five competitive platforms also provides access to additional commercial satellite or
non-space data sets as well as premium offers in terms of support or priority. Thanks to a single
access point for the entire Copernicus data and information, DIAS allows the users to develop and
host their own applications in the cloud, while removing the need to download bulky files from
several access points and process them locally.

DIAS infrastructure operators

The DeepCube platform is designed to be cloud agnostic and interoperable. In order to prove its
portability, a main objective is to deploy it on one or more DIAS environment(s), leveraging from
DIAS provided resources, tools and data offer.
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3.3.

ONDA DIAS

The first selected target DIAS environment, where to deploy the DeepCube platform and
demonstrate its potential, is ONDA DIAS.

ONDA DIAS proposes various cloud resources, free and
open access to data and information from different sources
such as Copernicus Missions and also commercial Very HighResolution data. Several Earth observation related services
are also available, such as a Catalogue, Data Access APIs or
pre-built images including tools.

3.3.1. User account
In order to have access to the ONDA cloud
resources, users shall register and create an
account, selecting the preferred plan
(Standard or Premium) depending on their
needs.
The Standard plan needs to recharge credit
on a Wallet before starting cloud instances,
selecting them among a predefined list.
This ensures not exceeding the allocated
budget.
The Premium plan offers more flexibility in
managing the cloud resources and more support from the Service Desk. A signed agreement with
the ONDA Team is therefore needed, since a dedicated cloud project (tenant) may be provided, and
billing may be done on a monthly basis.
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3.3.2. Cloud resources
ONDA DIAS provides several options to meet
different needs, from entry level machines to
high performance platforms, to processing
clusters, based on the operating system of
user’s choice - Linux or Windows.
Once their account has been created, the user
can select the type of instance which suits the
most among the following categories:
General purpose virtual servers with balanced
CPU and memory resources. Ideal for entry
level or generic computing requirements.
High frequency CPU virtual servers for powering user’s computational work. Ideal for large data
processing.
Memory optimised virtual servers for fast processing. Ideal for distributed parallel computing
requirements.
GPU instances, the most powerful public Cloud instances, up to 1,000 times faster than the
Computing Intensive ones. Ideal for parallel processing.
Sandbox small instances at a low cost with shared resources, perfect for test and development
environments.
In addition to the selected virtual server(s), the user can attach storage volumes with sizes from
10GB to 2TB.

3.3.3. OpenStack administration interface
ONDA DIAS is mainly relying on virtualized cloud
resources using the OpenStack technology, which is a
standard and can be found in many cloud providers.
Selecting the Premium plan, a dedicated Tenant
(cloud project to which cloud resources are attached)
can be provided with associated credential, which
enables using the OpenStack Horizon interface to
administrate the cloud resources: computing, storage,
network, security rules etc. A command line interface
(CLI) is also available for scripting the operations.
In the framework of the DeepCube platform, this will allow automation of the provisioning of the
needed resources and their configuration, what can be called Infrastructure-as-Code, using tools
such as Terraform and Ansible (presented in next sections).
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3.3.4. Custom Templates and Tools
In addition to standard operating system
images, Custom Templates can be
proposed when creating a virtual machine,
in order to deploy a set of pre-configured
virtual environments, such as processing
tools, development tools or remote
desktop.
Available free-of-charge for all users of the
ONDA Cloud Resources, these tools are
distributed in accordance with the native
licenses, whose terms and conditions shall
be acknowledged by user.

3.3.5. Data Portfolio
A very large data offer of Earth Observation
products is available in ONDA DIAS, nearly
40 million products from Copernicus
Missions, 10 million of other Information
products, representing 32 Petabytes.
This will be accessible form the DeepCube
platform thanks to various data access and
retrieval interfaces, such as download from
the Catalogue or direct access from a
mount point connected on the virtual
servers.

3.3.6. ONDA Catalogue
ONDA has a Catalogue GUI acting as Discovery
Service of the Data portfolio. It allows to browse
all data and information available from the ONDA
platform, through standard interfaces.
The user can view the list of geospatial datasets
and filter the data to display by using the
geographic query tool, performing full-text
searches on the Search bar, or use the Advanced
Search available filters to narrow the search, and
have the results displayed on the world map. The
chosen products can be downloaded via the GUI or via a direct URL.
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3.3.7. Search, Metadata & Data Access APIs
In addition to the Catalogue GUI, ONDA DIAS offers various Search and Data Access APIs, based on
open standards such as HTTP REST, OData and NFS, and the Metadata can be returned in the Inspire
compatible format.
For instance, the data products metadata can be explored via OData Entities & Attributes like that:
https://catalogue.onda-dias.eu/dias-catalogue/Products(1307ac04-597e-4b97-8812-81fa52d6bd1a)/Metadata?$format=json

OData Search enables filtering results as the following example (more details are available at
https://www.onda-dias.eu/cms/knowledge-base/odata-how-to-create-onda-odata-queries/ ) :
https://catalogue.onda-dias.eu/dias-catalogue/Products/$count?$search=”beginPosition:[NOW-30DAYS TO NOW]”

Another search engine follows the OpenSearch standards, for instance:
https://catalogue.onda-dias.eu/opensearch/OpenSearch?instrumentShortName=MSI

One more direct access solution is the Elastic Node Server (ENS), which provides a NFS mount point
with a read-only access to the online products from the ONDA data offer. More explanation about
how data is organized is available at https://www.gael-systems.com/ens-virtual-paths/
ENS is an Open-Source software providing a simple and scalable frontend to one or more Data
Storages for use with client Computing Instances. ENS extends traditional File or Object Storages by
exposing not only standard Directories and Files but breaking them down further in a logical tree of
Nodes up to the tiniest piece of information.

This is thus thought to allow efficient access to portions of products. The dedicated ENS access point
exposes products in their native, unchanged format, in order to use legacy tools, e.g. SNAP, to
directly access and process them.
Note: some of the products available in the ONDA Catalogue are stored in ONDA Archive service.
Those products are visible in the ONDA Catalogue but, to access them through ENS, users must first
order them on the Catalogue or through OData API. It shall also be noted that ENS is Linux-based
and Windows operating system is currently not supported.
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3.4.

CREODIAS

In the second phase of the project, with consolidation and scaling-up of the DeepCube platform,
CREODIAS will be used as second cloud provider to demonstrate the compatibility of the platform
with multiple environments.
This section will be more detailed in the future version of the document for the second phase. As a
summary, the cloud resources available at CREODIAS are the following:
Several main categories of commercial services are proposed:
•

Computing services: cloud based Virtual Machines (VMs), dedicated baremetal servers,
containers, operating system and software images; At the initial moment the CREODIAS
Platform will provide 2 500 vCores and 12,5 TB of RAM for VMs; The size of the resources
will be increased with the users’ needs.

•

Storage related service: volume storage (divided into magnetic HDD storage, solid state fast
SSD storage, HDD storage placed in remote locations (Warsaw, Frankfurt), backup solution
(in remote locations), image service (OpenStack Glance), snapshots, object storage and free
access to Earth Observation (EO) big data storage with satellite data and additional data
services like data disk upload and download.

•

Data related services: free CREODIAS Data Offer interface and EO Browser, extended OGC
WMS processing of EO Data (as opposed to basic OGC WMS service which is a part of a free
CREODIAS Data Offer), and Catalogue Services.

•

Virtual networking services: virtual networks, virtual routers, Internet connectivity, public
IP numbers, Load Balancer as a Service virtual (LBaaS) appliance, fixed bandwidth Internet
connectivity.

•

Security services: authentication and authorization service (OpenStack Keystone), access
groups, Firewall as a Service (FWaaS) virtual appliance, VPN as a Service (VPNaaS) appliance,
software upgrades.

•

Additional services comprise currently: cloud orchestration solution, general reporting and
monitoring services, direct data connections to the platform, data marketplace application,
elements of application marketplace, engineering support and engineering consulting and
project implementation.
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3.5.

A first platform as a starting point (first version of the platform)

3.5.1. General presentation

DeepCube Platform presented as a package

This diagram is the result of exchanges and discussion with the different task leaders and the
industry state-of-the-art of the platform building.
The presentation of the platform is "technology oriented" as it presents technologies in response of
technical challenges and not the opposite.

3.5.1.1. Step 0: Choose a cloud provider.
The platform should be cloud agnostic, meaning it can be run on any industrial cloud provider.
Therefore, the first step is to choose a cloud provider. It is recommended to use one of the DIAS
environments in order to a have direct access to the EO data.

3.5.1.2. Step 1: Terraform creates the servers.
It is necessary to choose a cloud provider that provides an API compatible with Terraform.
The cloud provider implements the operations for the modifications and addition of resources.
The system administrator simply has to select the operations of interest to describe the expected
state of the cluster.
In this case, the platform will be described using Terraform on the possible different clusters (ONDA
DIAS or CREODIAS). These two platforms using the OpenStack opensource standard (described
previously).
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3.5.1.3. Step 2: Ansible deploys each pre-defined software.
Ansible is a tool that enables deploying software thanks to a list of instructions. It requires to write
the needed instructions then it can be executed on any server running Python.
In the case of Hopsworks, Ansible will be used to prepare the deployment of Hopsworks using
Karamel. Ansible will make the calls to Karamel and Karamel will perform the deployment.
Ansible replaces the interactions between the system administrator and the machines and does it
instead.

3.5.1.4. Step 3: Docker makes deployments software agnostic.
Docker is a tool enabling to deploy any software using a list of standardized instructions. It helps
system administrators to deploy a various amount of software in a seamless way and without the
potential specific requirements of some technologies (software).
This can be achieved using a collaboration between the operational team and the development
team: in order to run on Docker, a software must be designed according to a list of requirements as
described in the 12 factors section below.
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Functional diagram of the DeepCube platform v1

3.5.2. Presentation of Terraform
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3.5.2.1. General presentation
Terraform is an open source “Infrastructure as Code” tool, created by HashiCorp. As a declarative
coding tool, Terraform enables developers to use a high-level configuration language called HCL
(HashiCorp Configuration Language) to describe the desired “end-state” cloud or on-premises
infrastructure for running an application. It then generates a plan for reaching that end-state and
executes the plan to provision the infrastructure.

Functional diagram of Terraform deployment

3.5.2.2. Terraform allows:
• to have an omniscient inventory of all the infrastructure it manages: servers, networks, storage,
policies
• to obtain a desired state of one or more cluster from declarative files (.tf)
• to create or delete the machines (with a particular OS and possibly a preconfiguration)
• to create or delete networks, storage, etc.
The system admin can concentrate on what is wanted and Terraform is doing it.

3.5.2.3. Functional description
Terraform keeps the state of the entire cluster in memory. It therefore needs to be the only one to
operate on the cluster, no manual operation allowed (full delegation).
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3.5.2.4. Detailed explanation
We choose a cloud provider that provides an API compatible with Terraform.
The cloud provider implements the operations for the modifications and addition of resources.
The system administrator simply has to select the operations of interest to describe the state of the
cluster he wants.
In our case, the platform will be described using Terraform on the possible different clusters (ONDA
DIAS or CREODIAS), these two platforms using the OpenStack opensource standard (described
previously).

3.5.3. Presentation of Ansible

3.5.3.1. General presentation
Ansible is a software tool that provides simple but powerful automation for cross-platform
computer support. It is primarily intended for IT professionals, who use it for application
deployment, updates on workstations and servers, cloud provisioning, configuration management,
intra-service orchestration, and nearly anything a systems administrator does on a weekly or daily
basis. Ansible doesn't depend on agent software and has no additional security infrastructure, so
it's easy to deploy.

Functional diagram of Ansible deployment engine
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3.5.3.2. Ansible allows:
• to centralize the configuration of all servers (the list of servers is in the inventory)
• to centralize the configuration of all applications
• to obtain the same status on all servers: update, add dependencies, add users, networks, etc
(playbooks are the operations that Ansible will do)
• to deploy any type of application (playbooks are the operations that Ansible will do)

3.5.3.3. Functional description
Ansible reads its inventory to find out what each server needs: a web server, a firewall, a database,
etc.
Then it retrieves generic information on each server: IP, uptime, OS, etc.
Finally for each server in each group (web servers, data servers etc.) Ansible will execute in parallel
in SSH (protocol) the commands on the servers.
At the end of the execution of the role(s), the server has the desired configuration.

3.5.3.4. Detailed explanation
There are roles (set of instructions) available to everyone on Ansible Galaxy (open source)
If the role does not exist then the role must be created yourself, for example this is the case for an
application developed in-house.
In the case of Hopsworks we will use Ansible to prepare the deployment of Hopsworks using
Karamel. Ansible will make the calls to Karamel and Karamel will perform the deployment.
Ansible replaces the interaction between the system administrator and the machines and does it in
parallel.
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3.6.

Going further with the standardization (second version of the platform)

3.6.1. General presentation

Functional diagram of the DeepCube platform v2

We have seen in the previous section a first implementation of the platform, using cloud computing
management technologies such as Terraform and Ansible. Ansible is powerful for deployment of
software but lacks opinions regarding a standardization of the deployed software.
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One of the major technologies in the past ten years for building standardized software is Docker.
This second iteration of the DeepCube platform is aimed to integrate docker in its core in order to
have an easy extendable platform, a promise for the future of the DeepCube project.

3.6.2. Presentation of Docker

3.6.2.1. General presentation
Docker is an open-source containerization platform. Docker enables developers to package
applications into containers—standardized executable components that combine application
source code with all the operating system (OS) libraries and dependencies required to run the code
in any environment.
A Dockerfile allows standardization of each software.
The tasks will have several software, which will be grouped in stacks (docker-compose).
The communication takes place by network which is managed by Docker VLAN (automated).
The deployment of stacks (set of containers) is standardized by Docker and carried out in a simple
way by Ansible (role and execution of generic tasks).

3.6.2.2. Benefits
Each task leader chooses preferred OS and associated dependencies without impacting other
applications (isolation principle).
Each software iteration gives rise to a version and this version finds its equivalent in Docker images.
A docker image (BUILD) is a frozen version of the application with its system dependencies.
When Docker creates an instance of the application (a container) it uses the image as a base.
Therefore, by versioning, we obtain a version of the application frozen with the operating system.
Docker makes it easy to create other containers (RUNs) that are instances of the application to have
redundancy if a container were to stop.

3.6.2.3. Disadvantages
This requires the adoption of a Dockerfile in the project which lists all the requirements of the
application.
This requires compiling the images with each new version (Docker technology has been integrated
for a few years on Gitlab and Github, so this is not an obstacle)
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3.6.3. Being “container ready”
Our build of services will rely on the industry's standards already established by the company
Heroku: https://12factor.net

3.6.3.1. The origin of this need
Use declarative formats for setup automation, to minimize time and cost for new developers joining
the project (standardization), to be suitable for deployment on modern cloud platforms, obviating
the need for servers and systems administration (cloud-agnostic), and be able to scale up without
significant changes to tooling, architecture, or development practices.
According to the guide, the target audience is any developer building applications which run as a
service and Ops engineers who deploy or manage such applications.

3.6.3.2. The fields of application of 12factor
Codebase (one codebase tracked in revision control, many deploys): Not suitable for us because we
only host applications (but useful for task leaders).
Dependencies (explicitly declare and isolate dependencies): Applicable. We want the DCP
applications to provide their dependencies explicitly: a file that exhaustively lists them with the
version.
Configuration (store config in the environment): Applicable. The configuration of the applications
must be an environment variable. In this way all applications provide a uniform configuration
interface. The environment format is quite simple: KEY = VALUE (the KEY being unique).
Backing services (treat backing services as attached resources): The connection to services must be
standardized and respect the standard URL:
{service}: // {username: password} @ {host: port} [/ path_to_resource]
Build, release, run (strictly separate build and run stages): Not applicable but better, easy to do with
Github.
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Services as resources of a software paradigm

Processes (execute the app as one or more stateless processes) ➔ Applications must save their data
in dedicated services for this purpose. An application is considered perishable (can be deleted at any
time).
Port binding (export services via port binding) ➔ The application exposure port is configurable, for
example a web server can run on port 6500.
Concurrency (scale out via the process model) ➔ Out of context, the partners have the expertise.
Disposability (maximize robustness with fast start-up and graceful shutdown) ➔ Applicable. An
application should be able to be killed at any time without impacting its ongoing transactions.
Dev/prod parity (keep development, staging, and production as similar as possible) ➔ Good
recommendation but it is not applicable.
Logs (treat logs as event streams) ➔ Logs must be written into STDOUT for collection, no log to file
(possibly allowed via configuration).
Admin processes (run admin/management tasks as one-off processes) ➔ Applicable. Application
administration tasks must be stand-alone and in a separate process. For example, the application
must update its database schema on its own.

3.7.

Platform requirements

The next step is a PoC of the platform. The implementation is an opportunity for all partners to
confirm their compliance regarding the platform for the developed components.

This project has received funding from the European Union's Horizon 2020
research and innovation programme under grant agreement No 101004188

Page 53 / 59

The first target will run with the minimal resources needed:

Task

Component

vCPU

RAM (GB)

GPU

Storage
(GB)

Network

2.2
(DataCube)

MPG

4

32

0

100

1 Gb/s

2.3
(Semantic
DataCube)

UOA

4

8

0

200

1 Gb/s

2.4a
(EO)

UOA

1

8

0

100

100 Mb/s

2.4b
(Non-EO)

INFALIA

1

8

0

100

100 Mb/s

2.5
(Hopsworks)

LC

8

32

0

100

1 Gb/s

2.6
(Platform)

GAEL

2

4

0

100

1 Gb/s

TOTAL

WP2

20

92

0

700

10 Gb/s

Estimation of the required cloud computing ressources

In this first iteration, the platform will be human supervised and eventually monitoring tools will be
added and tested as it has been presented in the previous figures.
Source: https://www.hopsworks.ai/open-source-hopsworks
Planned virtual machines ONDA DIAS: https://www.onda-dias.eu/cms/services/catalogues/virtualservers/?wdt_column_filter%5B1%5D=#offer
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3.8.

Big picture: presentation of the platform

3.8.1. General scheme

User-oriented DeepCube platform functional diagram

The DeepCube platform will offer an integrated environment for EO and AI specialists to create value
chains from a wide offer of raw EO and non-EO big data. The platform will be designed to be
interoperable and deployed seamlessly in different cloud computing environments, including DIAS
ONDA.
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The embedded technologies are already mature and have their own installation procedures. In the
context of the DeepCube platform, efforts will be made to extend them to better scale to big
Copernicus datasets, to share resources and to define dataflows in a coherent integrated solution.
Data engineers will have access to both data and metadata from distributed EO and non-EO sources
via download service acting as a broker. Specific connectors will be implemented to deal with the
various input interfaces. They will be able to collect these datasets, extract metadata and apply preprocessing routines to ARD, in particular during ingestion to the Data Cube.
In the first version of the platform, the Data Cube may not be directly embedded within Hopsworks,
but more considered as an external data source to it, which has been populated with ARD by a
scientific user. However, being part of the same platform and infrastructure, this will ensure
seamless communication between the components, with no particular overhead for data transfer.
The second version of the DeepCube platform will focus on a more coupled integration and
optimized end-to-end dataflows between the various components, from the data preparation to the
visualization.
The provisioning of computing nodes, storage back-ends and network will be automated to help
deploying and scaling the necessary cloud resources, depending on the demonstration UC. Such
“Infrastructure as Code” mechanism will be adapted to the selected cloud environment (e.g.
OpenStack or cloud provider specific APIs). These scripts will be modular, to allow resizing specific
parts of the platform independently, since the different stages of a processing chain may not all
have the same scalability needs.
Data will be stored in various storage backends, for instance the zarr files of the Data Cube will be
stored in the Object Storage layer, which offers a scalable storage with potentially “infinite” size. In
the Hopsworks technology, the basic unit for HopsFS is a datanode, to which is attached to a volume.
By adding more datanodes and bigger volumes increases HopsFS capacity. Depending on the I/O
needs, different underlying technology could be used for these volumes, for instance normal disks,
SSD or even NVMe for databases or intensive reading and writing process. HopsFS also supports
storing files directly in object storage instead of a local persistent storage. Other shared storage such
as NAS may also be used for the data cubes and for some Hopsworks applications, such as Python
or PySpark programs.
For computing power, cloud providers are generally proposing a wide offer of virtual machines or
instances. The platform deployment will enable selecting the most appropriate node flavor with
more CPUs or RAM depending on the needs, for instance for the data cubes, the visualization tools
or the Hopsworks master nodes. For more intensive computation needs, such as Dask workers or
Hopsworks processing nodes, advanced technology like GPUs will also be proposed.
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4.

General Data Protection Regulation (GDPR)

4.1.

What is the GDPR

The GDPR is the new General Data Protection Regulation. It is an EU-wide regulation. By definition,
it applies to every country in the European Union (EU)

4.2.

Purpose of this new data protection regulation

It creates a reinforced and harmonized data protection framework taking into account the recent
technological developments (Big Data, Devices connected via Internet, Artificial Intelligence) and
the challenges that arise with these developments.
Individuals are placed at the heart of the new law, which strengthens their rights.

4.3.

Scope of this regulation

The GDPR applies to any company that processes personal data, provided the company is
established within the EU, or a non-EU company processing data that relates to individuals located
in the EU.

4.4.

Entry into force of this regulation

The GDPR has been in force since 25 May 2018.

4.5.

Description of personal data

A personal data is any information relating to an identified or identifiable natural person.
The GDPR strengthens the protection of personal data.

4.6.

Ethics in DeepCube

The ethics requirements for the DeepCube project are described in the deliverable “D7.1 POPD
Requirements No 1” in order to ensure that all activities within the project comply with the
legislation and regulation set out by the EC. This D7.1 document presents all essential information
about the legal framework and the processes that have to be followed by all partners in order to
comply with the ethics requirements set out by the EC. These include information about
involvement of humans and data protection measures such as the Informed Consent Procedures for
the conduction of interview, workshops, focus groups etc. It also includes information about the use
of social media data and the protection of the data producer’s identity.
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5.

Conclusions

The Deliverable document "D2.1 DeepCube platform requirements, specs and architecture" presents
partners expectations as requirements, together with precise diagrams of software architecture and
platform, specifications, interactions between components, and data flows.
The DeepCube platform uses high-level principles and remains open as we do not know what the
needs of future Use-Cases will be ("Use Cases agnostic" and interoperable platform).
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