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Disclaimer 

This document has been produced in the context of the DeepCube Project. The DeepCube project 

is part of the European Community's Horizon 2020 Program for research and development and is as 

such funded by the European Commission. All information in this document is provided ‘as is’ and 

no guarantee or warranty is given that the information is fit for any particular purpose. The user 

therefore uses the information at its sole risk and liability. For the avoidance of all doubts, the 

European Commission has no liability with respect to this document, which is merely representing 

the authors’ view.  
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Executive Summary 

This deliverable presents the technological components of the DeepCube platform from Work 

Package 2 (WP2). This work package aims at designing, developing and integrating DeepCube’s 

technological components into one platform that will be deployed on a cloud computing 

environment. All tasks of WP2 run in two cycles, i) rapid prototyping and ii) scale-up. 

In this deliverable, we will present the developments of the technological components of DeepCube 

platform, as they evolved during the first cycle. The work is divided into four sections, corresponding 

to the tasks: T2.2 Extend ESDL Data Cube functionalities, T2.3 Semantics data cubes, T2.4 

Visualization tools for both EO & non EO-data and T2.5 Hyper-parameter optimization, Semi-

Supervised ML & Unsupervised ML on EO-data. 

This deliverable presents only the work done in each of the tasks to develop the first rapid prototype 

of the respective technologies. The integration of the components and the overall architecture of 

the DeepCube platform was described in the deliverable D2.1 DeepCube platform requirements, 

specs and architecture – v1. 
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1. Introduction 

This deliverable reports on the first version (rapid prototyping) of the technological components of 

the DeepCube platform. The DeepCube platform unifies the technological advances and Use-Case 

specific developments made during the DeepCube Horizon 2020 project. Broadly speaking the 

DeepCube platform is a collection of tools developed by various partners within the DeepCube 

project. Thus, during the current rapid prototyping phase, we mainly discuss advances within each 

tool. The architecture of the first version of the full platform has already been documented in 

Deliverable D2.1 “DeepCube platform requirements, specs and architecture”. Accordingly, the 

organization of this deliverable is as follows:  

In Section 2 we discuss extensions to the Earth System Data Lab (ESDL) Julia package. We first give 

a basic introduction on the capabilities of the software and then highlight in detail what has been 

added in the context of the DeepCube project. 

In Section 3 we describe the developments on the semantic data cube functionality of the platform. 

Specifically, in Section 3.1 we discuss state of the art techniques, tools and models regarding 

semantic technologies for management of raster and array data and we give an overview of systems 

and languages for management of array databases. Then in Section 3.2 we describe our first 

implementation which is based on the Ontop system for Ontology-based Data Access, using PostGIS 

enhanced with virtual tables (foreign data wrappers) as a backend.  

In Section 4 we present the visualization tools for EO data (Section 4.1) and non-EO data (Section 

4.2). For visualization of EO data we present the Sextant tool and the first version of the visual query 

builder, whereas for the non-EO data we present the Social Media API and the Social Media Web 

Application. 

In Section 5 we present the developments regarding the module for machine learning techniques. 

Specifically, we present the Hopsworks data-intensive AI platform for machine learning at scale 

(Section 5.1) and the Maggy framework that facilitates the writing and maintaining of distributed 

machine learning models through Jupyter notebooks in Hopsworks (Section 5.2).  

Conclusions are presented in Section 6. 
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2. Extend ESDL Data Cube functionalities 

In this section we describe the functionalities provided by Earth System Data Lab (ESDL) and the 

improvements that have been implemented so far in the scope of the DeepCube project. From the 

statement of work the task is defined as follows: This task builds upon the existing data cube of the 

ESDL, and will add functionalities relevant to DeepCube. We will extend the ESDL software to 

naturally handle datasets with different resolutions by applying on the fly the user-defined 

projections. We will also extend the ESDL capabilities to enable efficient creation of shuffled batches 

for training applications. Finally, we will implement an extension to the zarr data model to allow 

data in overlapping chunks, so that n-nearest neighbour data retrievals will be efficient across chunk 

boundaries and therefore allowing efficient exploitation of the data along both the temporal and the 

spatial dimensions. 

We have decided to implement these extensions in the Julia implementation of the ESDL, i.e., the 

ESDL.jl package. In the background section we will provide a short introduction on the capabilities 

of this software package while the following section describes the improvements implemented so 

far. 

 Background 

 Introduction to the Julia ESDL software 

The aim of the ESDL.jl data cube is to allow for the seamless analysis of large multivariate and 

multitemporal datasets. These datasets are often much larger than RAM. To work with such 

datasets, ESDL enables to lazily load them and only to access the chunks that are needed for the 

computation. 

To use the ESDL.jl and the package you would have to load it into your current Julia session by doing 

using ESDL, YAXArrays 

 
In addition, we load the YAXArrays package, which ESDL is based on. To load a data cube into ESDL 

you can either load data from your local disk by using 

mycube= Cube("path/to/mycube.zarr/") 

 
or we can load data from a URL 

myurlcube= Cube("https://path/to/somezarrfile.zarr") 

 
In the following we are going to use the ESDC datacube which we can load as follows: 
 
c = esdc(res="high") 

 
This loads only the axes and metadata information which is given as follows. The size indication is 

an estimation of the maximal size of the whole dataset.  

 

https://path/
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YAXArray with the following dimensions 

lon              Axis with 4320 Elements from -179.9583 to 179.9583 

lat              Axis with 2160 Elements from 89.9583 to -89.9583 

time             Axis with 1840 Elements from 1979-01-05 to 2018-12-31 

Variable         Axis with 69 elements: leaf_area_index sensible_heat 

.. snow_sublimation Rg 

units: W m-2 

Total size: 4.31 TB 

 
Now we can also do subsets of the datacube by using either the subsetcube function or by using 

indexing with dimension names. Here, the subset is done regionally for Europe, time and some 

variables like surface moisture. The following two subsetting calls give the same results. These 

subsets happen on the data axes directly without loading the data into memory.  

europe = subsetcube(c, region="Europe", time=2000:2016, 

                     Variable=["air_temperature_2m", "net_ecosystem", 

"surface_moisture"]) 

 

europe = c[region="Europe", time=2000:2016, 

                     Variable=["air_temperature_2m", "net_ecosystem", 

"surface_moisture"]] 

YAXArray with the following dimensions 

lon              Axis with 516 Elements from -9.9583 to 32.9583 

lat              Axis with 420 Elements from 69.9583 to 35.0417  

time             Axis with 782 Elements from 2000-01-05 to 2016-12-30 

Variable         Axis with 3 elements: air_temperature_2m          

net_ecosystem_exchange surface_moisture 

units: W m-2 

Total size: 1.89 GB 

 
We can do computations on every element on the cube by using the map function, this will 

preregister the function which should be applied and only does the computation when it does 

another mapCube call or when the cube is saved to disk. 

kelvincube = europe[Variable=”air_temperature_2m”] 

celsiuscube = map(kelvincube do x 

  x - 273.5 

end 

 
For further analysis we can use the mapCube function to make computations along the named axes 

of our data cube. We can define our own function and we can use the whole Julia ecosystem in 

these function definitions.  



 
 

 

 

This project has received funding from the European Union's Horizon 2020 

research and innovation programme under grant agreement No 101004188 
Page 13 / 77 

 

Here we define a percentile range as the difference between a high and a low quantile.  

We are using the quantile function from the Statistics standard library.  

using Statistics 

 

function prange(pix_prange, pix,threshold) 

   q5, q95 = quantile(pix, [threshold, 1-threshold]) 

   pix_prange .=q95 - q5 

end 

 
This function takes a slice along the given dimensions and returns a single value. To indicate which 

dimensions are used in this inner computation we are using the InDims type to specify the input 

dimensions. Here we want to apply this function along the time axis and we are setting the 

percentile values to 0.05 and 0.95 by giving the threshold as an extra parameter into the inner 

function. The inner function is then looped over all axes that are  not specified as input dimensions. 

In this example we apply the inner function along the time axis and this is then done for every 

latitude and longitude pixel time series. Since the OutDims are empty in this example we reduce the 

time axis to a single value.  

greecetemp = subsetcube(celsiuscube, region="Greece") 

prange_greece = mapCube(prange, greecetemp, .05,  indims = 

InDims("Time"), outdims = OutDims()) 

 

 
To speed up the computations on the datacube we can use either threaded or distributed 

computing. If we start Julia with a certain number of threads, the ESDL package will do the 

computations on all available threads, when we are using distributed computing we can use the 

Distributed standard library to add some processes either on the same machine or on multiple 

machines and then we need to make the analysis functions available via the @everywhere macro. 

using Distributed 

addprocs(3) 

@everywhere begin 

   using ESDL, Statistics 

   function prange(pix_prange, pix,threshold) 

       q5, q95 = quantile(pix, [threshold, 1-threshold]) 

       pix_prange .=q95 - q5 

   end 

end 

prangecelsius = mapCube(prange, celsiuscube, .05,  indims = 

InDims("Time"), outdims = OutDims()); 

 
This will result in significant speedups compared to the single-threaded and non-distributed version.  
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 ESDL developments in DeepCube 

 Interpolation functionalities 

Another addition to the current ESDL.jl package which is mentioned in the proposal’s work plan is 

the possibility to re-grid the data on-the-fly as the user is working with the data. We have added this 

functionality to the ESDL.jl package, leveraging the existing interpolation package Interpolations.jl 

(https://github.com/JuliaMath/Interpolations.jl). In the first months of the project it became 

apparent that for large-scale analysis and ML forward runs it would not be feasible to generate 

Analysis-Ready Datacubes where all inputs datasets have been re-gridded to the same spatio-

temporal resolution. The strategy is rather to generate cubes at different resolutions and do the re-

gridding on the fly, as the user is reading the data. Because interpolated datasets are larger than the 

original ones, this saves storage space and reduces data transfer times when operating in a cloud 

computing environment. Here we demonstrate how it is possible to generate these data 

representations at different resolutions.  

This data cube has a spatial resolution of 0.083 degrees. Let’s assume we want to co-analyze our 

dataset with Modis data that comes on the Climate modelling grid of 0.05 degrees. We can create 

an interpolated view into our data cubes with the following lines of code: 

using Interpolations 

newlons = range(-179.95,179.95,length=3600) 

newlats = range(89.95,-89.95,length=1800) 

cinterp = interpolatecube(c, Dict("Lon"=>newlons, "Lat"=>newlats)) 

 

YAXArray with the following dimensions 

lon                 Axis with 3600 Elements from -179.95 to 179.95 

lat                 Axis with 1800 Elements from 89.95 to -89.95 

time                Axis with 1840 Elements from 1979-01-05T00:00:00 

to 2018-12-31T00:00:00 

Variable            Axis with 69 elements: leaf_area_index 

sensible_heat .. snow_sublimation Rg 

units: W m-2 

 
Now we have a data cube that looks like it is on a 0.05 grid. The user does not see the difference. 

For example, we can plot a variable over a certain spatial domain at a certain time step: 

using  

plotMAP(cinterp[region="Greece",var="gross", 

time=Date(2005,6,10)],dmin=0.0, dmax=10.0) 

 

https://github.com/JuliaMath/Interpolations.jl


 
 

 

 

This project has received funding from the European Union's Horizon 2020 

research and innovation programme under grant agreement No 101004188 
Page 15 / 77 

 

 

 
and we can compare this to the original data: 

 
plotMAP(c[region="Greece",var="gross", time=Date(2005,6,10)], 

dmin=0.0, dmax=10.0 ) 

 

 

 
Please note that this is not only limited to spatial interpolation. As the main principle of ESDL.jl is 

that all axes are to be treated equal, we can use the same mechanism to do interpolations in time, 

so to interpolate from the original 8-daily time step to daily and plot a time series spanning a single 

month at a point location. 

using Dates 

newtime = DateTime(2000):Day(1):DateTime(2018,12,31) 

cinterp = interpolatecube(c, Dict("Time"=>newtime)) 
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plotTS(cinterp[time=Date(2003)..Date(2003,1,30),var="gross", 

lon=31,lat=51]) 

 

 

 
The default interpolation method is set to use the nearest value, so we get a step-like function here. 

In order to modify this behavior, we can use any interpolation method and boundary condition 

available in Interpolations.jl. Here we plot the same time series using a cubic spline interpolation: 

cinterp = ESDL.Proc.interpolatecube(c, Dict("Time"=>newtime) , order = 

Dict("Time"=>Cubic(Flat(OnGrid())))) 

plotTS(cinterp[time=Date(2003)..Date(2003,1,30),var="gross", 

lon=31,lat=51]) 
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 Moving window computations 

We can also do moving window computations on the data cube. For this we specify the input 

dimension in a MovingWindow type where we also define the number of data points that we include 

into the moving window before and after the centre. In this example we compute the average on a 

spatial moving window with a size of 3x3 (see the figure on the next page).  

function movingmean(xout, xin) 

   xout .= mean(xin) 

end 

 

function movingmean(cube::YAXArray) 

   indims = InDims(MovingWindow("lat", 1,1),MovingWindow("lon", 1,1)) 

   outdims=OutDims() 

   mapCube(movingmean, cube; indims=indims, outdims=outdims) 

end 

movingavgprange = movingmean(prange_greece) 

 

 

 More data backends 

In the past, the ESDL.jl package was designed to work with data cubes provided in the zarr format 

as this is an efficient and versatile cloud-compatible format. However, many users have expressed 
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the wish to be able to directly load data from other file formats into ESDL.jl without previous 

conversion. To make adding new dataset load and save backends simple, an interface has been 

defined in YAXArrayBase.jl where new methods to load and save cube data can be defined. To 

demonstrate this, after loading the YAXArrays package, one can look at the list of loaded backends: 

using YAXArrays 

using YAXArrayBase: backendlist 

backendlist 

 

OrderedCollections.OrderedDict{Symbol, Any} with 2 entries: 

  :array => Array 

 
As you can see there is no backend other than “array” available yet. By loading a few more packages, 

this list is extended: 

using Zarr, NetCDF, ArchGDAL 

backendlist 

 

OrderedCollections.OrderedDict{Symbol, Any} with 4 entries: 

  :array  => Array 

  :gdal   => GDALDataset 

  :zarr   => ZarrDataset 

  :netcdf => NetCDFDataset 

 
Now the usual open_dataset or Cube functions can be used to open different file formats that are 

supported by ArchGDAL, like geotiff files or ENVI stacks. Here we open an RGB tif file: 

d = open_dataset("/home/fgans/Downloads/tjpeg.tif") 

 

YAXArray Dataset 

Dimensions:  

   Y                   Axis with 16716 Elements from -3.74119529725e6 

to -3.741079713025e6 

   X                   Axis with 16716 Elements from 744072.520242 to 

744188.104467 

Variables: Red Green Blue 

 
And apply YAXArrays mapping functions as usual, for example to compute a mean of the colors: 

grayim = map(d.Red, d.Green, d.Blue) do r,g,b 

   round(UInt8,r/3+g/3+b/3) 

end 

 

YAXArray with the following dimensions 
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X                   Axis with 16716 Elements from 744072.520242 to 

744188.104467 

Y                   Axis with 16716 Elements from -3.74119529725e6 to 

-3.741079713025e6 

Total size: 266.48 MB 

 
GDAL can not only be used as a dataset source, but also as a sink, e.g., a savecube command can be 

executed and gdal be used as an output backend.  

savecube(grayim,"graycube.tif",userproj = 

grayim.properties["projection"]) 

 Future Steps 

In the last reporting period, we focused on implementing the moving window functionalities as well 

as support for on-the-fly interpolation and more IO backends. However, the moving windows and 

interpolations currently have sub-optimal performance on cloud-based systems because these 

operations are not local to a chunk and will result in multiple reading of the same chunk when data 

close to the chunk boundary is accessed. We plan to work on an extension of the zarr data format 

that will make it possible to store data in slightly overlapping chunks to increase the efficiency of 

these operations.  
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3. Semantics data cubes 

In this section we describe the progress of Task T2.3 during the first stage of the task (months M01-

M09). According to the task description, during this first stage: “the semantic data cube architecture 

will be defined and a preliminary implementation will be done based on extending only the external 

data source interface of Ontop-spatial so that it can access data cubes”. A first version of the 

semantic data cube architecture has already been reported in Deliverable D2.1 in M4. In this 

deliverable, using this architecture, we give the details of the first implementation that fulfils the 

requirements of the task description, with a modification that instead of Ontop-spatial, we have 

chosen to use the updated and heavily maintained main branch of the Ontop system, now in version 

4, which, as of February 2021, officially supports the GeoSPARQL language. A description of both 

Ontop and Ontop-spatial is given in Section 3.1.4, and the justification for this change is given in 

Section 3.2.1. 

We start this section by giving some background information in Section 3.1 about array databases 

and semantic web languages, technologies and systems that are relevant to the management of 

array data and the development of our system. Then, in Section 3.2 we describe the first 

implementation of our system. 

 Background 

 Array databases 

In this subsection we briefly discuss the current state in the area of specialized data management 

systems for multi-dimensional arrays. Our discussion is based on a recent survey paper by Baumann 

et al. [1]. Such systems are relevant for the task of developing the semantic data cube technology, 

as they can be used as backends, where array processing can be efficiently performed. The query 

languages supported by these systems are of particular interest, as specific fragments of an initial 

GeoSPARQL query can be translated to corresponding languages.  

Multi-dimensional arrays (also known as raster data, gridded data or datacubes) are increasingly 

prominent in science and engineering domains. They are the primary means of spatio-temporal 

sensor, image, simulation output, or statistical data representation. However, arrays are not 

sufficiently supported by classic database systems, resulting in information silos and architectures 

that are unable to keep up with the ever-increasing performance and service quality requirements. 

In [1] specialized array database management systems are deemed fit to tackle these issues by 

providing declarative query support for flexible ad-hoc analytics on large n-dimensional arrays. This 

is analogous to what SQL offers on set-oriented data, XQuery on hierarchical data, as well as SPARQL 

and CIPHER on graph data. Array Database systems combine the advantage-proven features of a 

declarative query language for “shipping code to data” with techniques such as parallelization for 

efficient server-side evaluation. Such systems act as a means to serve massive spatio-temporal data 

cubes in an analysis-ready manner. Their genuine array support deems them superior to other 

approaches, with respect to functionality, performance, scalability and datacube standards 

compliance. Query functionality is independent from the data encoding, and the user can specify 
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the format of data to be delivered. Ultimately, such approaches herald a new level of service quality 

for datacube services in science, engineering and beyond. 

Furthermore, massive parallelism and distributed processing is possible with concurrent Petascale 

Array Database installations. This research is unprecedented, regarding the depth at which 

technology and available standards are explored, while also providing a comprehensive analysis of: 

model, query language, architecture, practical usability and performance aspects.  

Regarding query languages, the two most relevant standards currently are the following: 

● ISO SQL 9075 Part 15 

Multi-Dimensional Arrays (MDA) provides support for querying n-D arrays and domain-

neutral modeling, by extending the SQL query language based on the rasdaman query 

model. As will be discussed later, the integration of relational and array data is of great 

significance. 

● OGC Web Coverage Processing Service (WCPS) 

This standard defines a geospatial data cube analytics language. While being fundamentally 

similar to SQL/MDA, two main differences can be found. First, WCPS is based on the OGC 

datacube standard, which revolves around the modeling of coverage data. Therefore, it 

understands geospatial semantics, including spatio-temporal axes & coordinate reference 

systems (as well as transformations between them). Second, it comes ready for integration 

with XPath/XQuery (on an experimental level), as XML is the most popular metadata storage 

format. WPCS has also demonstrated its capabilities on a Petabyte scale [3]. 

Other notable array query languages proposed in the literature are mentioned below. Details for 

each one can be found in [2]. 

● Array Query Language (AQL) 

● RasDaMan Query Language (RasQL) 

● Array Manipulation Language (AML) 

● Relational Array Mapping (RAM) 

● SciQL 

● Array Functional Language (AFL) 

 

A total of 19 systems are compared in [1] (featuring various Array Databases, command line tools 

and libraries, together with MapReduce-based tools), four out of which (full-stack array DMBSs–

Rasdaman, SciDB, SciQL and EXTASCID) are extensively benchmarked. Some relevant features are 

selected on a conceptual level, and a comparison is presented in tabular form on the next page. 

The authors hope that this constitutes a representative overview to any readers willing to immerse 

into the field, along with being a comprehensible guide to those searching for the best suited 

datacube tool for their application. 

On this topic, a few of the main contributions are outlined. Notably, a feature matrix (Table 1) is 

constructed, addressing both abstract concepts (e.g., query language expressiveness) and 

practicalities (e.g. data formats, support for ingestion tools). This facilitates future testing, as a large 

matrix is available for further system comparison. Array system designers get a feature list, including 

relevant standards, along which their own tools can be crafted. In addition, the aforementioned 
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performance benchmark (concerning four Array DBMSs) is made public. It is more rigorous and 

systematic than existing array benchmarks, and its design prevents tuning a system towards the 

tests performed, contributing to its general value and reliability. 

One thing that requires some clarification is the meaning of the first three columns in Table 1 

(Relational tables, XML stores, RDF stores). According to the authors, they denote the capabilities 

of each system for data/metadata integration in the corresponding data model. One open question 

is the competence of each system for efficiently handling and querying data in each of these models. 

Also, a second open question is relevant to the ability of efficiently performing combined data 

analysis from a single query that operates both on array and other thematic data in some of these 

models. Specifically, for the RDF data model, to the best of our knowledge, there is no published 

system or application that achieves this task. For example, as reported, rasdaman can realize 

handling of RDF data through the AMOS II mediator system, but to the best of our knowledge there 

is no developed solution that achieves this. In a similar manner, there are systems that store and 

query RDF datasets in PostgreSQL. For example, the Strabon [18] system developed by UoA stores 

data in PostGIS and performs GeoSPARQL query processing. But none of these systems supports 

array operations with utilization of the PostGIS Raster implementation. The same holds for Oracle 

GeoRaster. OPeNDAP Hyrax provides RDF descriptions of its data holdings1, but lacks the ability to 

perform combined analysis of semantic and array data through querying. 

Lastly, the authors highlight the importance of the ISO SQL/MDA standard. It is based on the 

rasdaman query language, and it integrates multi-dimensional arrays (data) into SQL (metadata). 

Standalone array stores, even with query capabilities, lead to silo solutions. The integration of array 

handling into the frequently used metadata paradigms is imperative. If ISO SQL/MDA is standardized 

as a universal data cube query language, a game change is expected in terms of increased 

interoperability and cross-domain application manageability.   

 
1 https://docs.opendap.org/index.php/Hyrax 
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Table 1: Highlighted conceptual features for all the different array systems and tools 

 
Relational 

tables 
XML stores RDF stores 

Query Language 
Expressiveness 

Data Formats 
ISO SQL 

MDA 
OGC/ISO geo 

datacubes 

rasdaman 
Yes (SQL/MDA 

std) 
Yes (WCPS 

std) 
Yes (AMOS II) 

declarative array 
QL 

CSV, JSON, 
TIFF, PNG, 

NetCDF, etc. 
Yes Yes 

SciDB No No No 
declarative array 

QL 

CSV/text, 
binary server 

format 
No No 

SciQL Yes No Yes 
declarative array 

QL 
FITS, MSEED, 

VAM, TIFF 
No No 

EXTASCID Yes No No No, function calls ? No No 

PostGIS Raster Yes (postgresql) 
Yes 

(postgresql) 
Only via 

postgresql 

Array functions 
with specific 
microsyntax 

Multiple 
Formats 

No No 

Oracle 
GeoRaster 

Yes Yes Yes 
PL/SQL + object 

relational functions 
with sub-language 

TIFF, GIF, 
BMP, PNG 

No No 

Teradata 
Arrays 

Yes Yes Yes 
Array functions 

with specific 
microsyntax 

? No No 

OPeNDAP 
Hyrax 

Yes Yes Yes ? 

Import: CSV, 
DSP, etc. 
Export: 

ascii,NetCDF,e
tc. 

No No 

xarray No No No ? 
Multiple 
Formats 

No No 

TensorFlow No No No No, python library 

Import/Export: 
binary 

checkpoint files 
+ saved model 

No No 

Wendelin.core No No No No, python library No No No 

Google Earth 
Engine 

No No No 
No, function calls, 

python and 
JavaScript 

GeoTIFF No No 

OpenDataCube No No No 
No, client-side 
python calls 

NetCDF No No 

xtensor No No No No, C++ library No No No 

Boost::geomet
ry 

No No No No, C++ library 
Requires 

external code 
No No 

Ophidia No No No 
No, client-side 

command line or 
python 

FITS, NetCDF, 
JSON 

No No 

TileDB No No Key-Value store No No No No 

SciHadoop No No No Yes, functional NetCDF, HDF No No 

SciSpark No No No 
No, 

transformations 
and actions 

NetCDF, HDF, 
CSV 

No No 
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 Semantic Earth Observation Data Cubes 

The concept of semantic EO data cubes was described by Augustin et al. in [4]. The authors use the 

following definition: 

“A semantic EO data cube or a semantics-enabled EO data cube is a data cube, where for each 

observation at least one nominal (i.e., categorical) interpretation is available and can be queried in 

the same instance.” 

The authors use the term semantic in order to differentiate between regular EO data cubes that 

contain digital numbers without high-level meaning for the user, like for example reflectance values. 

In semantic EO data cubes these values are related to specific symbolic concepts, according to some 

interpretation. Such concepts can be the colour of a pixel, or the land cover (land use) of an area. 

Also, the authors make a distinction between low-level semantic concepts (like colour) and high-

level ones (like land cover). The user can obtain information about these concepts, and also relate 

them with the original values. For example, the user can obtain the average reflectance values of 

pixels that have been classified as pine forests. Keeping the original values, also allows the user to 

evaluate the given interpretation using some criteria, or even add more interpretations according 

to her use case, as she is not restricted by the given one. 

Apart from providing the user with knowledge according to some interpretation, a semantic EO data 

cube also facilitates the use of external knowledge (datasets) and interlinking with the original 

values, in order to offer a combined analysis of these information sources. As an example, 

demographic data published by some governmental organization can be used to identify big cities 

located within some distance from areas that have been classified as pine forests. The authors 

however, do not consider the incorporation of external knowledge as a strict requirement for a 

semantic EO data cube. 

The authors also describe three previously published specific use cases as examples of semantic EO 

data cubes. The first use case [5] is about Semantic Content-Based Image Retrieval, where the user 

selects a specific spatial area of interest in an image, and poses specific queries regarding the 

concepts in the chosen area. An example of a query given is “retrieve all images in the database 

where the area of interest does not contain clouds or snow”. The rasdaman array database system 

is used as the underlying management system. The second use case [6] deals with flood risk based 

on surface water dynamics and maximum flood extent, from a dense temporal stack of 78 Landsat 

8 images. In this use case, low-level semantic enrichment is used, that has been obtained from 

Satellite Image Automatic MapperTM (SIAMTM), an expert system that assigns sensor-agnostic multi-

spectral color names to observations. These color names are considered “semi-concepts”, and using 

these, high-level semantic information can be obtained in a subsequent step. Rasdaman is also used 

as the management system in this use case. The third use case [7] also uses the semi-concepts 

obtained by SIAMTM, this time over ca. 1000 Sentinel 2 images, for computing a normalised observed 

surface water occurrence in the area of Turkish-Syrian border.  

 Semantic Web: Languages, Systems and Technologies for Grids and Arrays 

The RDF data model [8] holds a prominent position in the context of semantic web, as a simple and 

easy to use data model, for creating interlinked graph databases, aiming to facilitate data and 
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information exchange on the web. RDF, along with the corresponding query language SPARQL [9], 

act as official World Wide Web Consortium (W3C) recommendations for exchanging and querying 

information in the semantic web. Regarding the spatial dimension of RDF datasets, GeoSPARQL [10] 

is a proposal by the Open Geospatial Consortium (OGC) that contains an ontology for modeling 

spatial objects, coupled with an extension of the SPARQL query language. GeoSPARQL introduces 

spatial data types in RDF and also both qualitative and quantitative spatial predicates and functions 

that can be used for querying.  

In this subsection we present languages, systems and technologies that extend the aforementioned 

standards in order to incorporate processing of array and grid datasets in the semantic web. All 

these are relevant to the semantic data cube system developed in Task 2.3. 

 SciSPARQL 

SciSPARQL [11] is an extension of the SPARQL 1.1 query language for representing and querying 

multi-dimensional arrays. As the underlying data model it uses the “Grid Coverage Ontology”, which 

is an RDF version of OGC coverage model. In SciSPARQL arrays are incorporated as value nodes into 

the RDF graph and connected to all their metadata. The authors have implemented their proposal 

using the rasdaman array DBMS in order to push down SciSPARQL subqueries that involve array 

processing and manipulation, and they use an in-memory RDF store for thematic processing of the 

fragments of SciSPARQL queries that do not involve array operations. SciSPARQL also employs UDFs 

and second order functions in order to facilitate the definition and application of array manipulation 

operations.  

An example of a UDF from [11] is the following one that computes the Normalized Difference 

Vegetation Index (NDVI) on the fly, considering that the RDF graph contains two aligned arrays 

storing the NIR and RED components as the properties :nir and :red of the node with id 

"mycoverage". 

DEFINE FUNCTION NDVI(?nir ?red ?x) AS  

SELECT (255 * xsd:integer( ((?nir - ?red) / (?nir + ?red)) > ?x) AS ?result) 

Then, this UDF can be used in the following example SciSPARQL query (again query taken from [11]): 

SELECT (MAP(xsd:integer, NDVI(*, *, $x), ?nir, ?red) AS ?result)  

WHERE { ?c :id "mycoverage" ; ex:nir ?nir ; ex:red ?red } 

 GeoSPARQL+ 

GeoSPARQL+ [12] is an extension of the GeoSPARQL model, that has been developed in order to 

integrate geospatial raster data into the Semantic Web. This proposal contains an ontology that 

defines a new type of geospatial data type for raster, and it also extends the GeoSPARQL query 

language with new filter functions based on raster algebra operations, e.g. rasterPlus, rasterSmaller 

etc. Using GeoSPARQL+, combined vector and raster data analysis can be achieved from a single 

query. Regarding the implementation, the authors modify the Apache Jena RDF library with extra 

functions and use java libraries to implement all vector and raster operators. As there is no 

specialized back-end, the scalability of the implementation remains an open issue. 
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An example GeoSPARQL+ query taken from [12] is the following, which is used to find passable roads 

which are not flooded by more than 10cm in an emergency flooding event: 

SELECT ?road  

WHERE { 

?road a ex:Road ;  

      geo:hasGeometry ?roadseg .  

?roadseg geo:asWKT ?roadseg wkt . 

?floodarea a ex:FloodRiskArea ;  

           geo2:asCoverage ?floodarea cov . 

?floodarea cov geo2:asCoverageJSON ?floodarea covjson . 

BIND(geo2:rasterSmaller(?floodarea covjson,10) AS ?relfloodarea) 

FILTER(geo2:intersects(?roadseg wkt,?relfloodarea)) 

} 

 
This query accesses two different datasets. The first dataset contains the vector geometries of roads 

in a specific area, whereas the second dataset is a raster that contains a value corresponding to flood 

altitude for each raster cell. The query uses the raster algebra operator “geo2:rasterSmaller”, in 

order to filter the specific raster values where the flood altitude is larger than 10 centimetres. Then 

it uses the GeoSPARQL+ function “geo2:intersects” in order to relate the two datasets and obtain 

roads that intersect with given raster cells. This specific function is an extended version of the 

GeoSPARQL function “geo:intersects”, which takes as input both raster and vector geometries.  

 The RDF Data Cube Vocabulary 

The RDF Data Cube Vocabulary [13] offers an ontology for modelling and publishing  multi-

dimensional data on the web. It has been a W3C recommendation since 16 January 2014. It is 

compatible with the SDMX ISO standard for exchanging and sharing statistical data and metadata 

among organizations, and it extends well-known existing RDF vocabularies such as SKOS, FOAF, 

Dublin Core etc. This model does not come with an appropriate query language in order to access 

and process specific data cells of the data cube. 

 The OBDA systems Ontop and Ontop-spatial 

Ontology-based Data Access (OBDA) is a method for linking an ontology, which encodes knowledge 

about the classes and properties of entities for a given application domain, to underlying data 

sources. These data sources, managed by specialized systems, can be in various forms and usually 

reside in pre-existing repositories. The linking is accomplished through declarative mappings, which 

are used to generate ontology terms from information in the data sources. Instead of materializing 

all the ontology terms, the user of the relevant application can pose a query over the ontology, and 

then a process of query transformation is carried out, which has as a result a query in the native 

language of the underlying data sources. This resulted query is then executed, and the results are 

presented to the user, transformed as ontology terms. This approach, also known as virtual 

knowledge graph approach, has the advantage that provides the user with a familiar vocabulary 

over which he can pose a query, concealing details about the underlying data sources, such as 
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complex schemas and storage particularities. On the other hand, the process of transforming the 

initial query over the ontology into a query over the underlying sources, leads in many cases to 

complex and large queries. 

Ontop [14] is one of the first OBDA systems, able to perform SPARQL to SQL query translation. The 

inputs for this process is an ontology in the language OWL2 QL [15], a database schema, a set of 

mapping assertions that generate virtual RDF triples from database values and an initial SPARQL 

query over the ontology. The result is a SQL query, that when executed on any database instance 

following the input schema, provides the complete answers with respect to the ontology axioms. 

Initially, the query translation mechanism of Ontop was based on a representation of the query in 

the form of a logic program, following the method of [16]. In a later version this representation was 

dropped in favour of an intermediate query form based on algebraic representation. Ontop has been 

successfully deployed in several demanding use cases and has an active community of users and 

developers, with 139 forks in Github as of August 20212.  

Ontop-spatial [17] is the first geospatial OBDA system able to transform input GeoSPARQL queries 

to SQL. Ontop-spatial was implemented as a geospatial extension of Ontop [Calvanese et al. 2017]. 

An illustration of the high level overview of Ontop-spatial is provided in Figure 2. 

 

 
Figure 1: Architecture of Ontop-spatial 

The initial GeoSPARQL query is transformed into an intermediate form based on Datalog, and this 

query is rewritten by taking into consideration the ontology and the mapping assertion. The final 

result is an SQL query that uses spatial SQL functions which correspond to the GeoSPARQL functions 

 
2 https://github.com/ontop/ontop 
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and operators of the initial query. This query can be executed in a spatially enabled relational 

system, like PostGIS (the spatial extension of PostgreSQL) or Spatial-Lite (the spatial extension of 

SQLite). 

 The first version of the Semantic Data Cube  

The objective of Task T2.3 of DeepCube is to develop the semantic data cube functionality, by 

implementing a system, based on semantic web models, languages and technologies. The system 

will be able to evaluate queries that process thematic, spatial and array data from a single interface, 

by integrating data cubes, shapefiles and RDF datasets.   

 Architecture 

The architectural overview of the first version of the system is shown in Figure 2. This figure has also 

been included in Deliverable D2.1, submitted in M4, that describes the v1 of the architecture of the 

DeepCube platform. The only difference between the two figures is that now we use Ontop instead 

of Ontop-spatial. The reason for that, is that after careful consideration we chose to use and extend 

the latest version of Ontop (version 4) developed by University of Bozen-Bolzano instead of Ontop-

spatial. Ontop-spatial developed by UoA is the first OBDA system with GeoSPARQL support and it is 

a fork of an older version of Ontop (1.18). But since then, Ontop has been substantially improved 

and enhanced and, most importantly, the most recent official version now also supports 

GeoSPARQL. Also, the Ontop system is under heavy development and maintenance. After some 

discussion with Ontop developers we decided to use Ontop v4 in DeepCube, as the original 

developers in personal communication were eager to provide help in case we need it.  
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Figure 2: Architecture of Semantic Data Cube module 

In what follows we consider that a datacube essentially consists of screened, or Analysis Ready Data 

(ARD), with the dimensions “latitude”, “longitude”, “time”, “variable”. Further dimensions can be 

added as a result of an analysis. In DeepCube, the semantic data cube technology will be applied to 

the following Use Cases: 

● UC1 – Forecasting localized extreme drought and heat impacts in Africa 

● UC3 – Fire hazard short-term forecasting in the Mediterranean 

● UC5 – EO4tourism – Copernicus services for sustainable and environmentally – 

friendly tourism 

As shown in Figure 2, the two main components of the first version of the semantic data cube system 

are the OBDA system Ontop and the PostGIS backend. During initialization of the Ontop engine, the 

following inputs are given: i) an ontology in the OWL2 QL language and ii) a set of mappings. The 

ontologies provide a familiar vocabulary for the user in terms of classes and properties. The first 

version of the ontologies for the three specific use cases have been reported in deliverable D3.1. 

The mappings define the way that ontology terms are related to the data residing in the backend. 

After initialization, Ontop is ready to accept GeoSPARQL queries and translate them into SQL 

enhanced with spatial operators. In the PostGIS backend there are two different kinds of tables: i) 

regular (materialized) tables and ii) virtual tables based on foreign data wrappers. Regular tables 
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contain thematic data or spatial data in the form of vector geometries. For example, we can import 

to PostGIS a shapefile which contains vector geometries and create the corresponding mappings in 

Ontop. The second kind of table is used to communicate with data cubes. We give more details 

about their implementation in the following subsection. 

 Communication with data cubes through virtual tables 

The data cubes are either stored in “.zarr” directory format or as “.nc” (netCDF) files. The main idea 

is to utilize python scripts for efficient access to the required data. This is possible through the use 

of certain Python packages such as, zarr, xarray, xcube and fsspec. More specifically, using the xarray 

package we are able to work with labelled multi-dimensional arrays conveniently. Xarray introduces 

labels in the form of dimensions, coordinates and attributes on top of raw NumPy-like arrays, and 

functions in a similar manner to the Pandas package. It also requires the use of the zarr package 

within its implementation. In order to remotely access the data cubes we use the Filesystem Spec 

(fsspec) package. It provides a unified Python interface to local, remote and embedded file systems 

and bytes storage. 

To access local datacubes, we simply use the following command: 

ds = xarray.open_zarr(‘/path/to/datacube.zarr’) 

when dealing with .zarr datasets, or 

ds = xarray.open_dataset(‘/path/to/datacube.nc’) 

regarding .nc datasets. 

Respectively, remote datacubes are accessed as follows:  

url = ‘https://link.to/datacube.zarr’ 

ds = xarray.open_zarr(fsspec.get_mapper(url), consolidated=True) 

when dealing with .zarr datasets, or 
url = ‘https://link.to/datacube.nc’ 

ds = xarray.open_dataset(fsspec.get_mapper(url), consolidated=True) 

 

regarding .nc datasets. 

For instance, after remotely accessing the UC5 datacube and printing its contents, we get the 

following output: 
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Figure 3: Example Output 

The description (or attributes) concerning each of the data variables can be viewed independently, 

using the notation “datacube.variable”, e.g. print(ds.ASTER_GDEM_DEM) , for the UC5 cube. We list 

a few of the attributes corresponding to the above variables, which helped us enhance our 

understanding of the contents of the datacube. 

 
Attributes: 

    cell_methods:  time: mean 

    grid_mapping:  crs 

    long_name:     ASTER_GDEM 

    name:          ASTER_GDEM_DEM 

    units:         meters 

Attributes: 

    long_name:      Total column methane 

    name:           CAMS_ch4 

    standard_name:  atmosphere_mass_content_of_methane 

    units:          kg m**-2 

Attributes: 

    flag_meanings:  Sea Missing 

    flag_values:    [254, 255] 

    grid_mapping:   crs 

    long_name:      Normalized Difference Vegetation Index 1km 
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    name:           NDVI 

    standard_name:  normalized_difference_vegetation_index 

    units:           

    valid_range:    [0, 250] 

Attributes: 

    grid_mapping:   crs 

    long_name:      Uncertainty on NDVI 1km 

    name:           NDVI_unc 

    standard_name:  normalized_difference_vegetation_index 

                    standard_error 

    units:           

    valid_range:    [0, 1000] 

 

 

This datacube includes dynamic variables such as the land surface temperature, the soil moisture 

condition, the Normalized Difference Vegetation Index, the atmospheric composition through 

different variables (carbon monoxide, nitrogen dioxide, zone, sulphur dioxide, etc), the thermal 

comfort index or the Tourism Sustainable Development Index, as well as other static variables such 

as topographic layers or land cover maps. More information can be found in the description of the 

published dataset in Zenodo3. 

 Multicorn Foreign Data Wrapper 

In 2003, a new specification called SQL/MED ("SQL Management of External Data") was added to 

the SQL standard. It is a standardized way of handling access to remote objects from SQL databases. 

In 2011, PostgreSQL 9.1 was released with read-only support of this standard, and in 2013 write 

support was added with PostgreSQL 9.3. There are now a variety of Foreign Data Wrappers (FDW) 

available which enable PostgreSQL Server to different remote data stores, ranging from other SQL 

databases through to flat files. The one used in the project’s pipeline needs to handle local or remote 

data cubes. We achieve this through the use of Multicorn. 

Multicorn is a PostgreSQL 9.1+ extension meant to make Foreign Data Wrapper development easy, 

by allowing the programmer to use the Python programming language. We are able to handle each 

datacube by developing a different multicorn foreign data wrapper for the Use Cases 3 and 5. 

The following is a simplified example file of an FDW: 

class CubeForeignDataWrapper(ForeignDataWrapper): 

 

def __init__(self, fdw_options, fdw_columns): 

    super(CubeForeignDataWrapper, self).__init__(fdw_options, 

                                                   fdw_columns) 

    self.columns = fdw_columns 

 
3 https://doi.org/10.5281/zenodo.5076076 
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    self.zarr_file = fdw_options.get('zarr_file', None) 

    if self.zarr_file is None: 

        raise ValueError('The zarr_file option is mandatory') 

 

def execute(self, quals, columns): 

    ds = xr.open_zarr(self.zarr_file) 

    timeVal = ds.time.values 

    latVal = ds.lat.values 

    lonVal = ds.lon.values 

    varVal = ds.var.values 

 

    #check for filter condition 

    qualsFlag = False 

    qualsDict = {} 

 

    latStart = 0 

    latEnd = len(latVal)-1 

    lonStart = 0 

    lonEnd = len(lonVal)-1 

 

    for qual in quals: 

        if qual.field_name == 'lat': 

            if qual.operator == '>': 

                min_lat = float(qual.value) 

                for i in range(latStart, latEnd): 

                    if latVal[i] < min_lat: 

                        latEnd = i 

                        break 

            if qual.operator == '<': 

                max_lat = float(qual.value) 

                for i in range(latEnd, latStart, -1): 

                    if latVal[i] > max_lat: 

                        latStart = i-1 

                        break 

        if qual.field_name == 'lon': 

            if qual.operator == '<': 

                min_lon = float(qual.value) 

                for i in range(lonStart, lonEnd): 

                    if lonVal[i] > min_lon: 

                        lonEnd = i 

                        break 

            if qual.operator == '>': 
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                max_lon = float(qual.value) 

                for i in range(lonEnd, lonStart, -1): 

                    if lonVal[i] < max_lon: 

                        lonStart = i-1 

                        break 

 

    for i in range(0, len(timeVal)): 

        for j in range(latStart, latEnd): 

            for k in range(lonStart, lonEnd): 

                line = [timeVal[i], latVal[j], lonVal[k], 

                                varVal[i][j][k]] 

                yield line 

 

 

The Foreign Data Wrapper works as follows: 

- A class is declared, given the name of the FDW 

- Two methods are implemented: __init__ and execute 

- __init__ handles the initialization of the FDW instance and typically involves  some error-

checking regarding the user arguments 

- The column names are assigned with fdw_columns 

- The user arguments are accessed through fdw_options.get(‘user_arg’, None) 

- execute handles the query that requests access to the datacube, by creating and yielding 

the necessary rows for the PostgreSQL foreign table to display 

- Basic filters are implemented for additional efficiency to query handling 

(there is room for further improvement, e.g. by utilizing binary search) 

 PostgreSQL - Extensions 

We have implemented a docker container for testing purposes. Every function of the pipeline occurs 

within the container. More specifically, the container is setup using a dockerfile that does the 

following: 

 

- Installs PostgreSQL-12 and PostgreSQL-Server-Dev-12 

- Installs Python3 and Python3 Development Tools 

- Installs pgxnclient for Multicorn 

- Using pgxn, installs Multicorn 

- Installs the xarray, zarr and fsspec Python packages 

- Exposes a port (e.g. 5432) to access PostgreSQL within the container 

 

We access the PostgreSQL instance within the container via pgAdmin4 using the correct IP and port. 

A port that corresponds to the one that is used by the PostgreSQL is specified when the container is 

created, as mentioned in the dockerfile process. The required server setup as well as the following 

queries can all be performed through the Query Tab in pgAdmin4. The setup sequence is as follows: 
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1. Create a postgres database 

2. Directory structure should be as follows: 

 

. 

|-- myfdw/ 

|   -- __init__.py 

|-- setup.py 

 

3. To instal FDW, run 'python setup.py install' 

4. Connect to the database 

5. Enable multicorn: 

 

CREATE EXTENSION multicorn; 

 

6. Create a server: 

 

CREATE SERVER multicorn_cube FOREIGN DATA WRAPPER multicorn options ( 

 wrapper 'myfdw.CubeForeignDataWrapper' 

); 

 

7. Create foreign table: 

 

CREATE FOREIGN TABLE cubetable ( 

 time character varying, 

 lat float, 

 lon float, 

 [x_var int NOT NULL 

            y_var int NOT NULL 

            z_var float NOT NULL 

            ...] 

 ) 

server multicorn_cube options ( 

 zarr_file '/path/to/datacube.zarr' 

); 

 

User arguments are handled through the server options section, meaning you have access to them 

in the FDW class through self.variable, as aforementioned. 

The PostgreSQL extensions necessary for the pipeline to function are PostGIS for handling geodata 

and multicorn for the utilization of the foreign data wrappers. 
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 Evaluation - Testing 

Currently, we are running tests for efficiency, comparing local vs remote access to the datacubes. 

Thoroughly evaluating both methods will show us how we should proceed as both methods have 

their advantages and disadvantages. Local access saves time but adds the storage element, whereas 

remote access relinquishes that but requires a constant and stable connection to the remote 

location of the data cube. We are certain that further optimizations concerning each of the access 

methods can be achieved. Query filtering can be tinkered with by taking into account the specific 

structure of each datacube and handling the filters within Python. Furthermore, parallel data 

processing to speed up the query handling should also contribute to the efficiency of the pipeline. 

 
select * from cubetable_uc5 where lon>-42.1 limit 10; 

 
Figure 4: A simple filter query 

Materializing the datacubes in the PostgreSQL instance is also an option. This would omit the Foreign 

Data Wrapper portion of the pipeline but allows the creation of indexes and the exploitation of 

PostgreSQL’s relational algebra operators, for more efficient queries. However, this requires even 

more storage space as a datacube is essentially a more compact way to interpret the dataset. For 

instance, the dimensions of the UC3 datacube are 562(lat) x 700(lon) x 4314(time), with 58 variables. 

To represent this data in PostgreSQL we would have to create a table with 1.697.127.600 rows and 

58 columns, which is massively larger compared to handling the data cube within Python through 

the FDW and only returning results relevant to the user. 

 Performing GeoSPARQL Queries 

We have implemented the first version of the Semantic Data Cube using the foreign data wrapper 

implementation running in the docker container as described, the ontologies for the use cases UC2, 

UC3 and UC5 that have been described in Deliverable D3.1 and which are publicly available4, and 

the datasets that have also been described in D3.1. As mentioned, we are using Ontop v4 for the 

query translation. We have developed appropriate mappings using the Ontop plugin of the popular 

ontology editor Protégé5. In order to demonstrate the ability of our system to integrate vector and 

raster geometries from different datasets, in the context of UC5 we have also used a shapefile that 

contains the vector geometries of the administrative units of Brazil. This shapefile has been 

 
4 https://doi.org/10.5281/zenodo.5075512 
5 https://protege.stanford.edu/ 
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imported as table “administrative_units” in the PostGIS database that also contains the foreign data 

wrapper. This table contains the following columns:  gid (integer), adm0_en (character varying),  

adm0_pt (character varying), adm0_pcode (character varying), adm1_pt (character varying), 

adm1_pcode (character varying) and geom (USER-DEFINED). The column geom contains the vector 

geometries, whereas adm0 and adm1 denote the level 0 and level 1 administrative units 

respectively.  

The contents of this table have been linked to the class AdminstrativeUnit of the UC5 ontology using 

the mappings shown in Figure 5. We are using the name from column adm1_pt to create instances 

of the class AdministrativeUnit for the level 1 administrative units of Brazil, and we are also creating 

the asWKT properties that define the corresponding geometries using the Well-Known Text (WKT) 

representation of the geom column. We have also created the mappings shown in Figure 6 that 

correspond to the NDVI measurements contained in the data cube and link them to the NDVI 

ontology class. 

 
Figure 5: Ontop mappings for the admnistrative_units table 
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Figure 6: Ontop mappings for the cubetable_uc5 foreign data wrapper table 

With these mappings in place, we can use GeoSPARQL to pose a query in Ontop that retrieves the 

NDVI values which are corresponding to cells of the data cube that are within a specific 

administrative area of Brazil, e.g., Maranhão, and also the geometry of the measurement (latitude 

and longitude as a pont geometry) and time of the specific NDVI measurement. The specific query 

for the first 10k results takes about 1.7 seconds. The GeoSPARQL query uses the spatial function 

geof:sfWithin and the results as shown in Figure 7. The result of the translation is the following SQL 

query: 

SELECT  

v1."ndvi" AS "ndvi1m1", 

  v1."time" AS "time1m1",  

ST_ASTEXT(ST_SETSRID(ST_MAKEPOINT(v1."lon",v1."lat"),4326)) AS "v0" 

FROM  

"cubetable_uc5" v1, "administrative_units" v2 

WHERE  

(ST_WITHIN(ST_SETSRID(ST_MAKEPOINT(v1."lon",v1."lat"),4326),v2."geom")  

AND ST_SETSRID(ST_MAKEPOINT(v1."lon",v1."lat"),4326) IS NOT NULL  

AND (NOT (v1."ndvi" = 'NaN'))  
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AND v2."geom" IS NOT NULL  

AND v1."time" IS NOT NULL  

AND v1."lat" IS NOT NULL  

AND v1."lon" IS NOT NULL  

AND 'Maranhão' = v2."adm1_pt") 

LIMIT 10000 

 
 

 
Figure 7: GeoSPARQL query and results 
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 Future Steps 

Regarding future steps, we plan to investigate more efficient ways to integrate information from 

data cubes with thematic information and vector geometries stored in relational tables. As 

mentioned, data cubes offer a compact representation for array data. If this information is handled 

as a tabular format, then this leads to an explosion of storage requirements. For this reason we plan 

to use techniques and systems from array databases, as described in Section 3.1.1. Prominent 

solutions that can be used include PostGIS Raster and rasdaman. Also, we plan to take advantage of 

array processing inside the data cube, as arithmetic and raster algebra operations can be handled 

efficiently there. For this reason, we will investigate if it is necessary to incorporate elements of the 

SciSPARQL and GeoSPARQL+ languages that we described in Section 3.1.3, and translate specific 

operators of these languages to data processing inside the data cube.  

Another future step is to collect user requirements from the three use cases that will be translated 

in semantic queries, and will guide as regarding the functionality that should be added to the system, 

and also regarding the efficiency of the second version of the semantic data cube module. Finally, 

we plan to automate the deployment of the semantic data cube module in the Deep Cube platform, 

by publishing all the necessary code and tools in a public repository, for example in GitLab, and 

automate the import process of datasets (both data cubes and other spatial formats like shapefiles) 

into the docker container. 
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4. Visualization tools for both EO & non-EO data 

In this section, we present the work carried out in Task 2.4 Visualization tools for both EO & non-EO 

data. This task is responsible for implementing user interfaces that will demonstrate the geospatial 

data available in the DeepCube platform, LOD, and collected social media data, offering ways of 

visualisation and multiple options for filtering.  

 EO data 

To allow non-expert users to visualize data from the Semantic data cube and other linked data 

source, we present the first version of the visual query builder for the open-source tool Sextant6 of 

partner UoA, that was based on the exploration feature of the tool.  

 Sextant: Visualizing linked geospatial data 

Once the Semantic Data Cube is implemented, we are able to explore and visualize the data using 

the tool Sextant. The core feature of Sextant is the ability to create thematic maps by combining 

geospatial and temporal information that exists in a number of heterogeneous data sources ranging 

from standard SPARQL endpoints, to SPARQL endpoints following the standard GeoSPARQL defined 

by the Open Geospatial Consortium (OGC), or well-adopted geospatial file formats, like KML, GML 

and GeoTIFF. In this manner we overcome the main disadvantage of the existing tools that allows 

the visualization of a single SPARQL endpoint, and provide functionality to domain experts from 

different fields in creating thematic maps, which emphasize spatial variation of one or a small 

number of geographic distributions. Moreover we go beyond and utilize a map ontology that assists 

on modelling these maps in RDF and allow for easy sharing, editing and search mechanisms over 

existing maps.  

Sextant is a web-based application for exploring, interacting and visualizing time-evolving linked 

geospatial data. What we wanted to achieve is develop an application that is flexible, portable and 

interoperable with other GIS tools. 

 

 
6 http://sextant.di.uoa.gr/  

http://sextant.di.uoa.gr/
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Figure 8: A Time evolving map in Sextant 

 
Sextant was built using a client-server architecture model as depicted in Figure 8. We used Bootstrap 

framework7 to implement a responsive single code base user interface (UI), that is used in both the 

web application and the mobile application. For map rendering we use OpenLayers 38 JavaScript 

Mapping Library, which enables us to run the application in a local environment and supports a great 

variety of GIS file formats. To handle the evolution of geospatial data through time, we use the 

SIMILE Timeline widget9, to allow visualization of KML files enriched with temporal information. A 

lot of effort was put in designing a user-friendly and flexible environment for the end-user, that is 

developed using HTML5, CSS and JavaScript technologies.  

In DeepCube, we are able to use Sextant to communicate with the Semantic data cube, through the 

SPARQL endpoints that the system Ontop-spatial exposes. This allows Sextant to pass GeoSPARQL 

queries to Ontop-spatial, that are then on-the-fly interpreted to queries over the data cube and we 

visualize the results as layers on the map. 

 
7 https://getbootstrap.com/  
8 https://openlayers.org/  
9 http://www.simile-widgets.org/timeline/  

https://getbootstrap.com/
https://openlayers.org/
http://www.simile-widgets.org/timeline/
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Figure 9: The Architecture of Sextant 

 
After creating all the layers for a map using all the available tools, we can save the map as a resource 

so that we can share it with others as a simple URL. When we save a map, all the map metadata are 

translated into the RDF format and stored in a special SPARQL endpoint that is used as a Maps 

Registry. Each map is an RDF resource and is represented by a URI that is resolvable and can be 

shared to view this map on the web. 

 The new Visual query builder for EO data 

Sextant is a powerful tool that can be used by both experts and non-experts to explore and visualize 

SPARQL endpoints. To allow non-expert users to create layers over the Semantic data cube, we 

developed the first version of a visual query builder that allows users to search for classes and apply 

filters on their properties to create new layers on the map. 

The basic functionality that assists in exploration is provided through the Explore panel menu of the 

User Interface. Users can provide the URL of a SPARQL endpoint, and the system returns all the 

classes that are available in the endpoint in a tree structure as shown in Figure 9. The system 

presents the underlying ontology of the endpoint to the user as a hierarchy. Each class is 

accompanied by a number that denotes the number of subclasses. When the user clicks on a class, 

it expands and reveals the URI of the class and the available subclasses.  
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Figure 10: The Explore Panel 

To reduce the response times, we do not fetch the properties of each class with the initial 

communication with the SPARQL endpoint. Each class in the Explore panel is accompanied by the 

green “plus” button that can be used to fetch all the properties of the class. This allows us to view 

only the properties for the classes that we are interested in and avoid latency when we access large 

ontologies. In Figure 10 we can see the class OSM_park before and after we expand it with its 

properties. 

 



 
 

 

 

This project has received funding from the European Union's Horizon 2020 

research and innovation programme under grant agreement No 101004188 
Page 45 / 77 

 

 

 
Figure 11: Retrieve properties for classes 

If a class happens to have geospatial representation, Sextant detects it and allows us to create filters 

over the class’s properties and then visualize the results as a layer on the map. In this case, when 

the properties are presented by the system, the user can apply filters on them by using the “filter” 

buttons. There are three categories of filters available, based on the datatype of the property’s 

range: 

● Numeric filters: When the range of a property is a number (e.g., integer, double, float, etc.) 

the system allows the creation of numeric filters over this property. The user can select the 
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type of the filter (regular, optional), the rule (>, >=, <, <=, =, !=) and the value, as shown in 

Figure 12. 

 

  
Figure 12: Creating Numeric filters 

 
● String filters: When the range of a property is a string, the system allows the creation of 

string filters over the property. The user can select the type of the filter (regular, optional), 

the rule (contains) and the value as shown in Figure 13. String filters currently provide only 

“contains” rules and act as keyword search in the data. 

 

 
Figure 13: Creating String filters 

 
● Spatial filters: When the range of a property is a geometry, the system allows the creation 

of spatial filters over the property. The user can select the type of the filter (regular, 

optional), the rule (intersects) and draw an area of interest on the minimap for the value, 
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as shown in Figure 14. Users can also use the search field on the minimap to center the 

minimap in a desired location. 

 

 
Figure 14: Creating Spatial filters 

All three filter categories have two types of filters allowed, the regular filters denote that for an 

instance to appear in the results, it must have the property in the graph and fulfil the rules, and the 

optional filters where the property might not appear in the graph. These two types are in accordance 

with Graph Patterns as defined in SPARQL 1.110 W3C Recommendation.  

 
10 https://www.w3.org/TR/sparql11-query/#GraphPattern  

https://www.w3.org/TR/sparql11-query/#GraphPattern
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When one or more filters are applied to a property, the filter button turns blue, to denote this action. 

The user can view the created filters over the class by pressing the “information” button under the 

class name, and clear all the filters using the “delete” button. Finally, when all filters are set the user 

can press the “brush” button to visualize the results as a layer on the map. 

 

 
Figure 15: Blue filter buttons to show created filters 
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Figure 16: The “information” button provides details for all the created filters over a class 

 
 

 
Figure 17: The “brush” button allows the user to create a layer with a given name, by applying the created filters over the 

class instances 

 
 
Sextant, uses all the provided filters over the class to construct a GeoSPARQL query that is then 

evaluated in the SPARQL endpoint and the results are visualized as a layer on the map. In this 

manner, the explore panel was enhanced to provide a visual query builder for non-expert users. In 

Figure 18 we can see the layer Parks OSM London that was created on the map and in the layer’s 

information, we can view the GeoSPARQL query that was automatically created. 
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Figure 18: The layer created with the Visual Query Builder 

 



 
 

 

 

This project has received funding from the European Union's Horizon 2020 

research and innovation programme under grant agreement No 101004188 
Page 51 / 77 

 

 
Figure 19: The layer’s metadata with the GeoSPARQL query 

 Future Steps 

Regarding future steps, we plan to continuously support the use cases and make changes to the 

visual query builder according to their feedback and special needs. Moreover, the implementation 

of the visual query builder is tied to the Semantic Data Cube and we plan to make adjustments in 

the communication layer to address any latency issues that might emerge. Finally, we plan to 
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develop a new feature in Sextant that will allow the communication with the Social Media API 

described in section 4.2.1., so that users can combine information from social media and the 

semantic data cube to build thematic maps. 

 Non-EO data 

Besides Earth Observation (EO) data, DeepCube also exploits the potential of utilizing social media 

data posted on Twitter and Instagram under certain accounts or containing relevant keywords to 

the use cases. Experts would be able to include these social media streams into their analyses with 

the use of a Social Media API, while both experts and non-experts will be able to search and visualize 

the social media data in a user-friendly interface, named Social Media Web App, which will provide 

several filtering and display options.  

Below, we present the first versions of these two components. 

 Social Media API 

The Social Media API is an interface for querying and retrieving collected and analyzed social media 

data. It is primarily related to the Social Media Web Application (section 4.1.2.2), but it can also be 

used by technical partners inside DeepCube, who wish to include social media data into their 

modules. The Social Media API offers three endpoints which are translated into queries to the 

database where social media data are stored: the Response Fields endpoint, Query Parameters 

endpoint and Filter endpoint. The response of each API call is returned in JSON format. Finally, in 

order to prevent uncontrolled access to the API, all endpoints require a key and interested users 

need to contact INFALIA so as to gain this necessary key. 

The Social Media API is developed in Python with DJANGO REST Framework. The API is dockerized 

with Docker and implemented as a standalone web service, which can be launched by any Apache 

Web Server. 

 API EndPoints 

This section presents the response, the query and the filter parameters for accessing the Social 

Media API Endpoint (Table 2, Table 3 and Table 4). 

Table 2: Response Fields EndPoint 

URL https://[IP:PORT]/DeepCube/response_fields?api_key=[api_key] 

Description 
A call to this endpoint returns a JSON with the response fields that appear on 
the response from an API call to Filter endpoint, their description and 

their possible values. 

Format JSON 
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HTTP Method GET 

Requires API 
Key 

YES 

 

 

Table 3: Query Parameters EndPoint 

URL 
https://[IP:PORT]/DepCube/query_parameters?api_key=[api_key]& 

[Optional Query parameters] 

Description 
A call to this endpoint returns a JSON with the query parameters that are 

available to the Filter endpoint, their description and their possible 
values. 

Format JSON 

HTTP Method GET 

Requires API 
Key 

YES 

 

 

Table 4: Filter EndPoint 

URL https:// [IP:PORT ] / [endpoint] ? [Query parameters] 

Description 

A call to this endpoint returns a JSON with the posts from Instagram and 
Twitter, their details provided by Instagram and Twitter APIs and the analysis 

information (visual concept detection, sentiment analysis, geotagging) 
extracted from the posts. 

Format JSON 

HTTP Method GET 
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Requires API 
Key 

YES 

 
The query parameters for accessing the Social Media API are distinguished into required and 

optional. The required query parameters are depicted in the following Table 5.. 

 

Table 5: Required Query Parameters 

Parameter 

Name Description Notes & Requirements 

API_KEY 
Allows one to call the API. 

Required to be specified for every API 
call else your request will be denied 

 
The optional query parameters that can be also ignored are presented in Table 6. 

 

Table 6: Optional Query Parameters 

Parameter 

Name Description Notes & Requirements 

platform 

Allows one to search for posts that are 
collected from a specific social media 

platform. 
 
 
 

Options: Instagram,Twitter 

 
When not specified the API will return 

posts from both platforms. 

use_case 
Allows one to search for posts that 

refer to a specific use case. 
Options: 2,5 

language 
Allows one to search for posts in a 

specific language. 
 

start_date 

Earliest datetime to include in 
search. When provided with 

end_date, allows one to search for 
posts which have a timestamp that 

matches a given range. 

If end_date doesn’t exist the API will 
return values only for the date specified 

in the start_date field. 
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Date format: 2021-07-
25T00:00:00 

end_date 

Latest datetime to include in search. 

When provided with start_date, 
allows one to search for post which 

have a timestamp that matches a given 
range. 

Date format: 2021-07-
25T00:00:00 

region 

Allows one to search for posts that are 
located within a bounding box (region). 
A bounding box (usually shortened to 

bbox) is an area defined by two 
longitudes and two latitudes. 

Format of bounding box: 

(min Longitude,min Latitude, 

max Longitude,max Latitude) 

 

sentiment 
Allows one to search for posts that are 
estimated to have a specific sentiment. 

 
Options: pos,neg 

concept 

Allows one to search for posts where a 
specific visual concept has been 

detected in their image. 
 

Eg. Human , Person, Clouds 

limit 
Controls the total number of posts 

returned. 
Options: A positive integer. 

 
On the other hand, the response from the Social Media API includes a number of fields providing 

information about the social media streams. The total fields of the API response are depicted in the 

below table. 

 

 

Table 7: Response Fields Parameters 

Field Name Description Notes & Requirements 

postid 
The id of a post when it was 

published. 
The Instagram posts has different id 

format from Twitter posts. 

https://wiki.openstreetmap.org/wiki/Bounding_Box
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platform 
The social media platform where the 

post is collected from.  
 

Possible values: Instagram, 
Twitter 

use_case 
The use case which the posts belong 

to. 
Possible values: 2,5 

text Returns the text of the post.  

language The language of the text.  

location 

Return values place, lat, long. 
● place: a value that shows 

the location name. 
● lat: Latitude using the 

(WGS84) projection. 
● long: Longitude using the 

(WGS84) projection. 

lat & long both need to be sent 
even though they are sent as two 

separate parameters.  

sentiment 
The sentiment that the post has 

after sentiment analysis. 
Possible values: pos, neg 

concepts 

Returns an array of the top 10 
concepts from a pool of 314 total 

visual concepts, after the analysis of 
an image from a post. 

 

E.g. ["Text", 
"Overlaid_Text", "Person", 

"Beards", "Male_Person", 

"Text_Labeling_People", 

"Face", "Graphic", 

"Politics", "Adult"] 

 

timestamp 
The date and time when the post 

was published in social media. 

Returned format: 2021-07-
25T00:00:10+0000 

 

media_url 
The media URL of or an array of 

media URLs from a post. 
 

media_typ
e 

The type of media that is included in 
the post. 

Possible values: IMAGE, 
CAROUSE_ALBUM,VIDEO 

http://en.wikipedia.org/wiki/World_Geodetic_System
http://en.wikipedia.org/wiki/World_Geodetic_System
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is_retweet 
A value that shows if this post is a 

retweet. 
Available only on Twitter posts. 
Possible values: true, false 

is_quote 
A value that shows if this post is a 

quoted tweet. 
Available only on Twitter posts. 

Possible values:  true, false 

match 
 

Returns the keywords that are 
present in the original text from a 

post and match the crawling criteria. 
 

 
An example of an API response is given below. To provide a better idea of a real API response to a 

particular request, realistic values were used for the response fields. 

[ 
  { 
    "postid": 1430319019488391173, 
    "platform": "Twitter", 
    "use_case": "2", 
    "text": "#TPLFTerroristGroup has made it difficult for humanitarian 
             assistance to reach ppl of #Tigray by instigating violence. 
             #StopWeaponizingAid &amp; condemn #TPLF’s Terrorism. @UNOCHA 
             @antonioguterres @USAID@UN @unhcr @JoeBiden @EU_Commission 
             @JosepBorrellF  @Reuters @BBC@nytimes, 
    "is_retweet": true, 
    "is_quote": false, 
    "language": "en", 
    "location":{ 
                "place": "Ethiopia", 
                "lat": 14.0323, 
                "long": 38.3166, 
               }, 
    "sentiment": "neg", 
    "concepts":["Text", "Graphic", "Overlaid_Text", "Scene_Text","Politics, 
                "Text_On_Artificial_Background", "Person", Reporters, 
                "Text_Labeling_People"], 
    "timestamp": "2021-08-25T00:00:02+0000", 
    "platform": "Twitter", 
    "media_url": "http://pbs.twimg.com/media/E9jmzpFXoAAXiuz.jpg", 
    "media_type": "IMAGE", 
     "match": { 
               "keywords": ["violence, humanitarian"], 

                                 "places": ["Tigray"] 
              } 
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  }, 
 
  { 
    "postid": 17875370885430525, 
    "platform": "Instagram", 
    "use_case": "5", 
    "text": "Just a wonderful bit of art and music in Batman Alley. Photo 
             Credit: brindianwanderlust #offbeathorizons 
             #explore #instatravel #travel #solotravel #travelgram 
             #travelling #travelphoto #travelphotography #traveltheworld  
             #travelwithme #traveldeeper #offthebeatentrack #lonelyplanet 
             #art #arte #graffiti #arthistory #artist #music #artwork  
             #contemporaryart #brasil #brazil #explorebrazil 
             #discoverbrazil", 
    "language": "en", 
    "location": { 
                  "place": "Brazil", 
                  "lat": -53.2, 
                  "long":-10.3333333, 
                }, 
    "sentiment": "pos", 
    "concepts": ["Graphic","Synthetic_Images"], 
    "timestamp": "2021-08-25T18:04:45+0000", 
    "media_url": "https://www.instagram.com/p/CTAbyOiI2Kg/media?size=l", 
    "media_type": "IMAGE", 
     "match": { 
               "keywords": ["travelling"], 

                                 "places": ["brazil"] 
              } 
  }, 
 
] 

 Social Media Web Application 

The Social Media Web Application is a web-based user interface for filtering and displaying the 

collected social media data and their analysis. It is an online, user-friendly application and targets 

both expert and non-expert users. The application offers different search options and alternative 

visualizations. The user interface includes various filtering options for the user and three main views: 

an interactive map, a timeline, and a collection of graphs. In order for the Social Media Web 

Application to populate its visualization tools, it utilizes the Social Media API, which was described 

above in section 4.2.1.1, with HTTP GET/POST requests (access key is required).  

Figure 20 displays a mockup of the Social Media Web Application. The application is divided into five 

sections. From left to right and from top to bottom, there are a filtering area, an interactive map, a 

timeline display, a chart with the number of collected social media posts over the last months and 

a sentiment chart. 
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Figure 20: Social Media Web Application 

Filtering area 

The filtering options of the end users are considered in order to call the proper API endpoint and 

the API response is used for visualization. The filter provides the end users with the ability to 

customize the time, the type of posts and the location of the posts they prefer to visualize in an easy 

and flexible way. They can choose from a dropdown menu to filter the social media posts by use 

case (UC2, UC5), the sentiment of a social media post (Positive, Negative), the platform where the 

posts are collected from (Instagram, Twitter) by the Social Media Crawler of T3.2, the concept of a 

post image (where a concept is a value from 314 total unique values after conceptual analysis of the 

image) and the language. In addition, they can search for tweets or Instagram posts that have been 

posted in a certain timeframe or on a specific date. Furthermore, the users can search for posts by 

their geographical location, either by selecting one of the three predefined bounding boxes (Brazil, 

Ethiopia, and Somalia) or by defining their own bounding box. Setting a bounding box will restrict 

the API to fetch data where the coordinates of each post is within the boundaries of the bounding 

box. The filtering area of the Social Media Web Application is presented in Figure 21. 
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Figure 21: Social Media Web Application filtering options 

The Web Application performs a request with the filter parameters as defined from users to Social 

Media API, which queries the MongoDB, where the data from the Instagram and Twitter posts are 

collected, analysed and stored by the Social Media Crawler of T3.2, and it sends them back in JSON 

format to the Social Media Web Application, where the posts are visualized in a map, a timeline and 

charts. 

Interactive map  

The social media posts are visualized on the map with markers. The red colour markers represent 

the negative posts and the green colour markers the positive. The users have the ability to zoom in 

and out the map, click the markers to see more information about the posts (text, image, date) or 

draw a bounding box on the map (the coordinates of the box are used for the filter options).  

Timeline  

In the timeline the users can scroll down and see the posts from Twitter and Instagram in a 

chronological order. The information displayed includes among others the text, the image and the 

time that the post was created on its social platform.  

The interactive map and the timeline are shown in Figure 22. 
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Figure 22: Social Media Web Application Map and Timeline 

Charts  

In the charts section the line chart and the pie chart display statistics about the sentiment of the 

social media posts. The users can easily observe in an intuitive way the total amount of posts that 

are received by their filtered call to the API and how many positive and negative posts exist (Figure 

23). 

 
Figure 23: Social Media Web Application Charts 

The Social Media Web Application is developed with the Python web framework DJANGO11  and 

common Web technologies, i.e. HTLM, CSS, JavaScript, and JQuery, and other libraries such as 

Leaflet12 for the visualization of social media posts in the map. The Web Application is dockerized 

with Docker13 and implemented as a standalone website, which can be launched by any Apache 

Web Server. 

Last, it should be noted here that at the time of writing the Social Media Web Application is still 

under development and has not been yet launched publicly. 

 

 

 
11 https://www.djangoproject.com/ 
12 https://leafletjs.com/ 
13 https://www.docker.com/ 

https://www.djangoproject.com/
https://leafletjs.com/
https://www.docker.com/
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 Future Steps 

Regarding future work, the next, immediate step is to complete the implementation of the user 

interface (UI) of the Social Media Web Application. Then, we plan to adjust and refine the UI in order 

to support to the highest extent the respective use cases, which make use of the social media data. 

To this end, we will communicate with the end users of UC2 and UC5 and involve them in the 

evaluation of the Social Media Web Application. Based on end users’ feedback and special needs, 

we will make any necessary changes to the Social Media Web Application and Social Medial API (if 

needed). Finally, we plan to cooperate with UoA and, more specifically, to establish a 

communication between Sextant and Social Media API, so that users can combine information from 

social media and the semantic data cube in order to build thematic maps. 
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5. Parallel Hyper-parameter optimization and Distributed 
Training using Maggy in Hopsworks  

Maggy is an open-source framework that simplifies writing and maintaining distributed machine 

learning programs. By encapsulating your training logic in a function, the same code can be run 

unchanged with Python on your laptop or distributed using PySpark for hyperparameter tuning, 

data-parallel training, or model-parallel training. With the arrival of GPU support in Spark 3.0, 

PySpark can be now used to orchestrate distributed deep learning applications in TensorFlow and 

PySpark.  

In this project, we will use Maggy on Hopsworks, the MLOps platform developed by Logical Clocks.  

We divide the section in 2 parts. First, a description of Hopsworks is delivered, we will explain how 

to instantiate a cluster and how to run Jupyter Notebooks within the platform. Second, we will 

describe how to use Maggy within a Jupyter Notebook through an example.  

 Hopsworks 

Hopsworks is a managed platform for scale-out data science, with support for both GPUs and Big 

Data, in a familiar development environment. 

If you are not familiar with MLOps platforms in general, we highly recommend going through its 

concept introduction that you can find at the following link: 

https://hopsworks.readthedocs.io/en/stable/overview/introduction/what-hopsworks.html.  

Hopsworks is very easy to set up and start to work with. There are 3 main steps to be done when 

starting to use the platform: 

1. Choose the Installation tool you want to use. A table of the different options is available at 

the following link: 

https://hopsworks.readthedocs.io/en/stable/getting_started/installation_guide/platforms

/options.html 

The easiest and recommended tool to use for Hopsworks installation is to go through the 

form hopsworks.ai, you just need to register an account and follow the configuration steps 

during the first access. 

2. While installing or configuring Hopsworks you'll be asked to connect a Cloud Service 

Platform like Amazon Web Services (AWS) or Azure. The choice depends on which Platform 

you or your organization works or are the most familiar with. 

3. After the installation or configuration, the next step is to create a cluster. A cluster is 

basically an instance of the Hopsworks platform. You can have multiple clusters depending 

on the number of projects you are working on, you can also run different projects on a single 

cluster, if you want to share the cloud machines. 

 
Once you have installed Hopsworks and created a cluster, you can create a project by clicking on the 

New button in the Projects box. This will pop-up a dialog, in which you enter the project name, an 

optional description, and select an optional set of services to be used in the project. You can also 

https://hopsworks.readthedocs.io/en/stable/overview/introduction/what-hopsworks.html
https://hopsworks.readthedocs.io/en/stable/getting_started/installation_guide/platforms/options.html
https://hopsworks.readthedocs.io/en/stable/getting_started/installation_guide/platforms/options.html
https://www.hopsworks.ai/
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select an initial set of members for the project, who will be given the role of Data Scientist in the 

project. Member roles are described in the user guide at the following link:  

https://hopsworks.readthedocs.io/en/stable/user_guide/hopsworks/newProject.html 

After the project creation, you will be able to access the project main page, it will look like the 

following figure. 

 

 
Figure 24: Hopsworks Project main page 

The next step you might want to take is dataset creation. This is not a mandatory step as, for 

example, you may want to download data directly on your Jupyter Notebook using Keras API.  

A Dataset is a subtree of files and directories in HopsFS. Every Dataset has a home project, and by 

default can only be accessed by members of that project. A Data Owner for a project may choose to 

share a dataset with another project or make it public within the organization. 

Datasets don't contain just the data you want to train but are also Logs, Models weights and others.  

Once you have established which data you need and eventually uploaded it in your project, you can 

navigate to the Jupyter section and start a Jupyter Server. For distributed ML experiments, you need 

to select Experiments and then Parallel Experiments. Finally, you need to select how many workers 

 

https://hopsworks.readthedocs.io/en/stable/user_guide/hopsworks/newProject.html
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you want to enable on the parallelism section and the number of GPUs. See the following picture as 

an example. 

 

 
Figure 25: Jupyter Configuration on Parallel Experiments 

 
Alternatively, if you want to have a dynamic number of workers, you need to select Spark and then 

Spark (Dynamic). The number of executors is now a min-max bar in which you can select the 

minimum and maximum numbers of executors. See the following picture as an example. 
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Figure 26: Jupyter Configuration on Spark with Dynamic number of executors 

Once you have configured the Spark properties, just click on the JupyterLab button to start the 

JupyterLab page, after which you can open Jupyter on the green button with an eye as icon on the 

right. We are now ready to import a Jupyter Notebook and run Maggy. 

 Maggy 

Now that we have completed the configuration and we can run Jupyter Notebooks, let's see how to 

use Maggy. In order to describe the library, we are going to present an example in which We train a 

(very) simple machine learning model on the Iris dataset.  

In order to use Maggy, we need to do the following: 
1. Create classes and functions to (a) create your model, (b) create your dataset, and (c) define 

your model training logic. 
2. Pass the dataset or the dataset path, the data processing function and the hyperparameters 

to the configuration function of Maggy. 
3. Call the 'lagom' function of Maggy passing the training function and the configuration from 

the previous step. 
 
This and other examples can be found at the following link: https://examples.hopsworks.ai/ 

 Model creation 

First of all, we have to wrap our ML model in a class, the class has to be an implementation of 

tf.keras.Model.  

 

https://examples.hopsworks.ai/
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It's important to note that we are not instantiating the class, we need to pass the class to Maggy, 

not an instance of it. 

In this example we define a class called NeuralNetwork. It is a superclass of tf.keras.Sequential, an 

implementation of tf.keras.Model. Make sure that your class implements tf.keras.Model. Finally, we 

define our ML model in the init function. 

 

from tensorflow.keras.layers import Dense 

from tensorflow.keras import Sequential 

 

 

# you can use keras.Sequential(), you just need to override it  

# on a custom class and define the layers in __init__() 

class NeuralNetwork(Sequential): 

         

    def __init__(self, nl=4): 

         

        super().__init__() 

        self.add(Dense(10,input_shape=(None,4),activation='tanh')) 

        if nl >= 4: 

          for i in range(0, nl-2): 

            self.add(Dense(8,activation='tanh')) 

        self.add(Dense(3,activation='softmax')) 

 

model = NeuralNetwork 

 

 Dataset creation 

In order to use Maggy, we have to pass the training set, test set and optionally a function for data 

processing to the configuration file.  

The training and test sets can be: 

1. A tuple like train_set = (X_train, y_train). X_train and y_train can be a list, a numpy array or 

a TensorFlow dataset. 

2. The path to the training and test sets. In this case, you also need to provide a data process 

function containing the instructions to consume and transform the data, as per the 

following code snippet. 

def process_data(train_set_path, test_set_path): 

     

    import pandas as pd 

    import numpy as np 

    from sklearn.preprocessing import LabelEncoder 

    from sklearn.model_selection import train_test_split 
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    dataset_path = "hdfs/data/iris_train.csv" 

 

    train_set, test_set = spark.read.format("csv")\ 

         .option("header","true")\ 

         .option("inferSchema", "true")\ 

         .load(dataset_path).drop('_c0').randomSplit((0.80, 0.20), seed=0) 

 

    raw_train_set = train_set.toPandas().values 

    raw_test_set = test_set.toPandas().values 

 

    X_train = train_set[:,0:4] 

    y_train = train_set[:,4:] 

    X_test = test_set[:,0:4] 

    y_test = test_set[:,4:] 

 

    return (X_train, y_train), (X_test, y_test) 

 Create an HPO function 

We now wrap the code containing the logics of your experiment in a function. 

For HPO, we have to define a function that has the HPs to be optimized as parameters. Inside the 

function we simply put the training logic as we were training our model in a single machine using 

Tensorflow. Maggy will run this function multiple times using different parameters for you, as we 

will see in section 3a. 

 

def hpo_function(number_layers, reporter): 

   

  model = NeuralNetwork(nl=number_layers) 

  model.build() 

   

  #fitting the model and predicting 

  model.compile(Adam(lr=0.04),'categorical_crossentropy', 

                metrics=['accuracy']) 

  train_input, test_input = process_data(raw_train_set, raw_test_set) 

 

  train_batch_size = 75 

  test_batch_size = 15 

  epochs = 10 

   

  model.fit(x=train_input[0], y=train_input[1], 

            batch_size=train_batch_size, 

            epochs=epochs, 
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            verbose=1) 

 

  score = model.evaluate(x=test_input[0], y=test_input[1],                                      

                        batch_size=test_batch_size, verbose=1) 

  print(f'Test loss: {score[0]}') 

  print(f'Test accuracy: {score[1]}') 

 

  return score[1] 

 

 

 

 Create an oblivious training function 

The training function provides the instruction to run the training and evaluation of your model, given 

the data passed in the configuration. You just need to wrap the instructions you implemented and 

eventual hyperparameters (for example the values to pass in the model constructor). The training 

function has to return a value or a list of values that corresponds to the evaluation results. 

Alternatively, we can use the same function of 1c, we just need to make sure that the parameters 

are matching. 

 

def training_function(model, train_set, test_set, hparams): 

     

    model = model() 

    model.build() 

    # fitting the model and predicting 

 

    model.compile(Adam(lr=0.04), 

                  'categorical_crossentropy', 

                  metrics=['accuracy'] 

                  ) 

     

     

    model.fit(train_set,epochs=20) 

 

    accuracy = model.evaluate(test_set) 

 

    return accuracy 

 
It's important to note that in the HPO function we did not pass the model as a parameter while we 

did that in our oblivious training function. This is because, when using Maggy for distributed training, 

the library has to patch some functions of the model class. 
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 Configure Maggy for HPO 

The next step is to create a configuration instance for Maggy. Since in this example we are using 

Maggy for hyperparameter optimization and distributed training using TensorFlow, we will use 

OptimizationConfig and TfDistributedConfig.  

OptimizationConfig contains the information about the hyperparameter optimization.  

We need to define a Searchspace class that contains the hyperparameters we want to optimize. In 

this example we want to search for the optimal number of layers of the neural network from 2 to 8 

layers.  

OptimizationConfig contains the following parameters: 

● num_trials: Controls how many separate runs are conducted during the hp search. 

● optimizer: Optimizer type for searching the hp searchspace. 

● searchspace: A Searchspace object configuring the names, types and ranges of hps. 

● optimization_key: Name of the metric to use for hp search evaluation. 

● direction: Direction of optimization. 

● es_interval: Early stopping polling frequency during an experiment run. 

● es_min: Minimum number of experiments to conduct before starting the early stopping 

mechanism. Useful to establish a baseline for performance estimates. 

● es_policy: Early stopping policy which formulates a rule for triggering aborts. 

● name: Experiment name. 

● description: A description of the experiment. 

● hb_interval: Heartbeat interval with which the server is polling. 

 

from maggy.experiment_config import OptimizationConfig 

from maggy import Searchspace 

 

sp = Searchspace(number_layers=('INTEGER', [2, 8])) 

 

hpo_config = OptimizationConfig(num_trials=4,  

                                optimizer="randomsearch",  

                                searchspace=sp,  

                                direction="max",  

                                es_interval=1,  

                                es_min=5,  

                                name="hp_tuning_test", 

) 
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  Run distributed HPO 

Our HPO function and configuration class are now ready, so we can go on and run the HPO 

experiment. In order to do that, we run the lagom function, passing our training function and the 

configuration object we instantiated during the last step. 

If you are wondering what lagom means, Lagom is a swedish word representing some cultural 

aspects of balance and equilibrium, in english could be translated as "just the right amount" or "less 

is more".  

 

from maggy import experiment 

 

result = experiment.lagom(train_fn=hpo_function, config=hpo_config) 

https://en.wikipedia.org/wiki/Lagom


 
 

 

 

This project has received funding from the European Union's Horizon 2020 

research and innovation programme under grant agreement No 101004188 
Page 72 / 77 

 

This function will print the HPO summary. As you can see, there are several values returned. We are 

most interested in the 'best_config' dictionary, it contains the parameters for which the model 

performed the best.  

 Configure distributed training 

Now it's time to run the final step of our ML program. Let's initialize the configuration class for the 

distributed training. First, we need to define our hyperparameters, we want to take the best 

hyperparameters from the HPO. 

TfDistributedConfig class has the following parameters: 

● name: the name of the experiment. 

● module: the model to be trained (defined in the first step of this guideline). 

● train_set: the train set as a tuple (x_train, y_train) or the train set path. 

● test_set: the test set as a tuple (x_test, y_test) or the test set path. 

● process_data: the function to process the data (if needed). 

● hparams: the model and dataset parameters. In this case we also need to provide the 

'train_batch_size' and the 'test_batch_size', these values represent the subset sizes of the 

sharded dataset. It's value is usually the dataset_size/number_workers but can change 

depending on your needs. 

 

from maggy.experiment_config.tf_distributed import TfDistributedConfig 

 

#define the constructor parameters of your model 

model_params = { 

    #train dataset entries / num_workers 

    'train_batch_size': 75, 

    #test dataset entries / num_workers 

    'test_batch_size': 15, 

    'learning_rate': 0.04, 

    'epochs': 20, 

    'number_layers': result['best_config']['number_layers'], 

} 

 

training_config = TfDistributedConfig(name="tf_test", model=model, 

train_set=train_set, test_set=test_set, process_data=process_data, 

hparams = model_params) 
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 Run distributed training 

Finally, let's run the distributed training using the lagom function. 

 

experiment.lagom(training_function, training_config) 

 

 
 
Maggy will run the distributed training using the number of workers and resources available to the 

cluster defined. Finally, it will prompt the test results. The training log can be found in the Spark UI 

on Hopsworks. 

 Results and visualizations 

On Hopsworks, it is possible to check the result of HPO and Distributed Training using Tensorboard. 

In order to access Tensorboard, we need to define the callback function for it. Once we have run the 

experiment, the results will be available in Hopsworks.  

As we can see in the image below, we can visualize different information about the experiment. In 

the last column, namely "Actions", we can click on the Tensorboard button to access it. Tensorboard 

will contain plot and other visualizations depending on the Callback definition used.  
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 Future Steps 

Future steps include the integration and test of the technologies developed by the partners within 

the Hopsworks platform. These could further include other components such as an end-to-end 

machine learning pipeline, data preparation and storage, machine learning models training and 

testing, and model serving. Furthermore, the aforementioned technologies being developed include 

testing of Deep Cube ML experiments with the ML models developed by the partners, further 

development of Maggy according to the needs of the partners, and the definition of use cases using 

Hopsworks for Deep Cube. 
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6. Conclusions 

In this deliverable we have presented the first version of the technological components of the 

DeepCube platform, following the architecture described in Deliverable “D2.1 DeepCube platform 

requirements, specs and architecture-v1”. The second and final version (scale up) will be described 

in Deliverable “D2.5 DeepCube technical components-v2”, which is due to be submitted in month 

M27 of the project. 
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