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Disclaimer 

This document has been produced in the context of the DeepCube Project. The DeepCube project 

is part of the European Community's Horizon 2020 Program for research and development and is as 

such funded by the European Commission. All information in this document is provided ‘as is’ and 

no guarantee or warranty is given that the information is fit for any particular purpose. The user 

thereof uses the information at its sole risk and liability. For the avoidance of all doubts, the 

European Commission has no liability with respect to this document, which is merely representing 

the authors’ view. 
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Executive Summary 

DeepCube is a Horizon 2020 Space project that will unlock the potential of big Copernicus data with 

Artificial Intelligence and Semantic Web technologies, with the objective to address problems of 

high environmental and societal impact. 

This deliverable is part of the Work Package 2 (WP2) and presents the content of the first version of 

the DeepCube Platform, whose overall architecture and requirements are described in the 

deliverable D2.1 DeepCube platform requirements, specs and architecture – v1. 

The first version of the platform is used as a demonstrator, integrating the components of the 

technological partners in their first version (rapid prototyping). These technical components are 

presented in the deliverable D2.2 DeepCube technical components – v1. 
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1. Introduction 

This deliverable is part of the Work Package 2 (WP2) and presents the first version of the DeepCube 

platform, which unifies the technological components such as the Earth System Data Cube, the 

Semantic data cube, the Hopsworks platform, state-of-the-art visualisation tools for EO and non-EO 

data, and the Use Cases specific developments made in the framework of the DeepCube Horizon 

2020 project. 

A demonstrator of this first platform version is deployed in the ONDA DIAS Cloud environment. 

1.1. Objectives of WP2 

The Work Package 2 aims at designing, developing, and integrating DeepCube’s technological 

components into one platform to be deployed on cloud computing environments, including DIAS. 

This work package gathers all types of requirements and specifications from different components, 

defines the system architecture, develops/enhances the individual models, and integrates them. 

All tasks of WP2 run in two cycles: 

i. rapid prototyping (first version) 

ii. scale-up (second version). 

1.2. Objectives of T2.6 

The goal of this task is to develop the open and interoperable DeepCube platform and, with the help 

of all related technological partners, to perform the integration of the DeepCube technical 

components coming from T2.2 to T2.5, in view of demonstrating the project’s Use Cases. 

The strategy for this integration and the associated requirements were analysed and modelled in 

task T2.1. The platform will be able to adapt to large Copernicus data, by defining the 

communication between the different components and managing the individual and shared 

resources (computation and storage). Various tests are carried out incrementally, to check the good 

communication between the various components necessary for the first version of the platform. 

User experience will help updating the system specification for the second phase of integration. The 

platform will be deployed in two different cloud computing environments. 

The DeepCube project involves many technologies from a large set of fields. Specialists of the 

different technologies in the consortium bring their expertise and create the technological 

components. As the number of those components grows and the need of a uniform interface to 

interact each of those components is critical to empower the user and gain in adoption, the concept 

of platform brings a framework and a single reference of the technological composition of solutions 

that is the core of DeepCube research project. On top of that, the term “platform” refers to a set of 

methods, requirements, and choices following best practices to use, contribute and extend it. 
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During the first phase of the DeepCube platform development, the primary focus was to build a PoC 

(Proof of Concept) allowing the development team operated by GAEL to give context to this abstract 

concept. 

Nowadays, the platform’s original functional analysis (see next figure), is translated in a real 

implementation using engineering processes and automated procedures:   

 

Figure 1 DeepCube platform concept 

Each component described in this diagram represents a technological feature of the platform: 

- The node managements of the platform present in the ESDL Data Cube Component and in 

Hopsworks cluster is now solved using Terraform technology as described in the D2.1. 

- The object storage needs for each component interacting with data is also solved partially 

using the OpenStack Swift technology. This technological component will be developed in 

the next run of the platform to integrate a distributed file system for local data interaction. 

- The deployment of multiple software in a uniform system environment is solved by using 

docker swarm and a set of technologies described later in this document. 



 

 

 

This project has received funding from the European Union's Horizon 2020 

research and innovation programme under grant agreement No 101004188 
Page 11 / 28 

 

 

- The identity and role management present across all the components of the platform is 

solved using the Identity and Access Management (IAM) provided in a dedicated component 

and available to all components using OAuth2 and Basic Auth mechanisms. 

- The network and communications needs are also solved using Terraform: the platform sets 

up a set of different networks dedicated to particular tasks. Dividing the number of 

networks roads helps in maintaining a fast communication between the components. 

- Access to the EO data and other non EO data sources is performed using a standard set of 

APIs over the HTTP protocol. 

The platform is made like a swarm and takes advantage of each node as a potential resource for the 

different components. Dynamically, the orchestrator will allocate a portion of a node to a 

component (for instance, the social media API) and will maintain a uniform state. 

The administrator can also specify binding rules preferences or make complex constraints for the 

assignment of the node. 

As the platform is acting as a single entity, it can perform efficient allocation of its resources. 

1.3. Structure of the document 

This deliverable is organized as follows: 

• Chapter 1 introduces the objectives and the document structure 

• Chapter 2 reminds the requirements methodology 

• Chapter 3 presents the development and integration status of this first version 

• Chapter 4 provides outlook of future evolutions 

• Chapter 5 concludes the deliverable. 
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2. Background requirements 

The system requirements, specifications, and architecture of the DeepCube Platform v1 were 

defined during T2.1 and documented in the deliverable D2.1, which contains a general presentation 

of the technologies to be integrated in the platform, a presentation of the existing DIAS 

environments and functionalities, and GDPR related aspects. For each component the Functional, 

Design, and Performance requirements were mandatory for the first iteration, while additional 

requirements such as Security, Interoperability, and Maintainability were optional and will be 

detailed in a second stage. The partners involved in DeepCube Use-Cases provided the needed specs 

in terms of hardware and software resources, types and size of data and other potential needs. 

Functional requirements describe what the system should do. 

Design requirements describe what the system shall be. 

Performance requirements describe what performances are expected from the system. 

Each requirement has been considered with the "SMART" approach: 

- Specific (What exactly needs to be done?) 

- Measurable (How to identify that the goal is reached?) 

- Attainable (Is the goal really attainable?) 

- Relevant (Does it align with our goal?) 

- Timed (When will the goal be delivered, and what are the key milestones?)  

The SMART approach helped us to assess each functionality of the components and to measure its 

related integration progress and relevant status in the light of the overall platform progress. This 

framework gave us key indicators to measure during the platform development phase. 

The 12 factors manifesto was also presented, as well as its interest for being “container ready”: it 

reports the best practices in term of practical application implementations and eases the integration 

of the applications in the platform. It is used as the technical reference in terms of application 

platform integration compliance. 

Functional requirements assessments methodology: 

For each platform component, an evaluation of the criticality (how much valuable the feature is?), 

the difficulty (how hard is the feature to implement?) and the compliance degree (is the feature 

fully implemented according to its requirements?) has been conducted. 

The feature list has been generated using the functional analysis performed during the D2.1 plus 

some adjustments. As a result, a table shows for each component its status on each of the three 

criterions and the platform target for each feature. A component can be considered as fully 

completed when all the scores in the “degree of compliance” column are equal to five (maximum 

value). The colour code also helps to identify disparities in the component implementation when 

different taints of colours are present in the same component (i.e., red and green).  

The following sections present the extracted part of the table for each component, and a complete 

version of this analysis table can be found in the appendix of this document. 
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3. DeepCube platform first version 

3.1. Development status 

The platform is made as a stack of various components such as Base Infrastructure, Identity 

Management, Cluster Management, Monitoring, Hopsworks, etc. This modular and Infrastructure 

as code approach enables selecting the preferred installation and setup options (Docker Swarm, 

Hopsworks…), using cloud resources provisioning and automation tools. 

The development process of the DeepCube platform relies on git repositories for configuration 

management, version control and CI/CD. The source code of this version is currently hosted on 

GitLab: https://gitlab.com/deepcube-draft/wp2-deepcube-platform/ 

 

Figure 2 DeepCube repository on GitLab 

 

https://gitlab.com/deepcube-draft/wp2-deepcube-platform/
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The following table presents the current progress of the functional implementation: 

 

 

The system is deployable on OVH using a reusable infrastructure deployment (terraform and 

ansible). The homepage presenting the module of the platform is created but still a work in progress 

as the graphical aspect has not been validated. 

Some parts of the system requirements are not fully automated such as certificate generation, this 

step requires an operator to perform commands and copy results. 

The system is opensource and is based on an existing opensource project released under the GNU 

GENERAL PUBLIC LICENSE. 

The system also achieves scaling capabilities using a combination of docker swarm commands (node 

draining) or Hopsworks commands, plus infrastructure server management with Terraform state 

updates. 

The homepage of the demonstrator is available at the following URL: 

https://deepcube.gael-systems.com/  

 

Figure 3 DeepCube platform demonstrator homepage 

 

Meet all Does not have this capabilityEssential Optional High Simple

5 4 3 2 1 0 5 4 3 2 1 0 5 4 3 2 1 0

Package Function
Degree of Compliance Criticality Complexity

P6. Integration and platform development

F6.1 The system uses a reusable infrastructure deployment (IaC) 5 3 3

F6.2.1 The system is compatible with OVH 5 3 3

F6.3 The system have a home page with a summary of the available modules 4 1 1

F6.5 The system uses autonomous build for the internal softwares (CI) 5 4 2

F6.6 The system performs repeatable deployment of the platform 4 5 5

F6.12 The system is distributed using an opensource repository 5 5 1

F6.13

The system can allow horizontal scaling of the cloud resources (computing, storage) in a IaC 

maner
4 5 4

https://deepcube.gael-systems.com/
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In addition, the Use Cases’ source code and Jupyter notebooks are currently hosted on GitHub: 

https://github.com/DeepCube-org/  

3.2. Integrated technologies 

3.2.1. Hopsworks integration 

Hopsworks is a managed platform for deep learning applications with support for several open-

source platforms such as Spark, TensorFlow, Jupyter and Kafka. 

3.2.1.1.Hopsworks cluster presentation 

As part of the DeepCube Platform v1, the Hopsworks cluster is provisioned on an OpenStack 

environment provided by OVH. 

The Hopsworks cluster architecture is presented in Figure.3. It follows the master/slave paradigm. 

It is composed of one master node and several workers. The master node has 30 Go of RAM and 8 

vCores. This node distributes information and jobs among the workers who process them. 

Moreover, in order to run Jupyter notebooks and Spark jobs the master will use the computational 

capacities in terms of memory, CPU and GPU available on the node manager services which are 

running on the workers. 

 

Figure 4 Hopsworks cluster architecture 

For the implementation, we distinguish two types of workers: 

1. On-premises worker: The on-premises workers are always available and running. For this 

type of workers, there are two nodes. Each node has 7 Go of RAM and 2 CPUs. 

https://github.com/DeepCube-org/
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2. On-demand worker: In order to ensure the scalability of the Hopsworks cluster, the system 

is horizontally scalable according to the needs of the DeepCube users. The cluster 

administrator will add and remove GPU instances according to the users’ needs to ensure 

the scaling out and in of the system. GPU workers are characterized of 45 RAM, 8 vCores 

and 1 TESLA V100. 

3.2.1.2.Access to Hopsworks cluster  

The Hopsworks cluster is available at the following URL: 

https://hopsworks.deepcube.gael-systems.com/hopsworks  

Users need first to register using their email and then verify them. Hopsworks administrator will 

validate their requests and they will be able to access to the cluster, create projects and run their 

tests. Each user can be a member of many projects and can import several datasets. 

 

Figure 5 User login to Hopsworks cluster 

3.2.2. Docker Swarm 

3.2.2.1.What is a Docker Swarm? 

A Docker Swarm is a group of either physical or virtual machines that are running the Docker 

application and that have been configured to join in a cluster. Once a group of machines have been 

clustered together, you can run the Docker commands that you're used to, but they will now be 

carried out by the machines in your cluster. The activities of the cluster are controlled by a swarm 

manager, and machines that have joined the cluster are referred to as nodes. 

https://hopsworks.deepcube.gael-systems.com/hopsworks
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3.2.2.2.What is Docker Swarm used for? 

Docker swarm is a container orchestration tool, meaning that it allows the user to manage multiple 

containers deployed across multiple host machines.  

One of the key benefits associated with the operation of a docker swarm is the high level of 

availability offered for applications. In a docker swarm, there are typically several worker nodes and 

at least one manager node that is responsible for handling the worker nodes resources efficiently 

and ensuring that the cluster operates efficiently. 

3.2.2.3.DeepCube Swarm cluster 

Provisioning and initialization  

The infrastructure of DeepCube swarm cluster is fully created by Terraform: 

https://gitlab.com/deepcube-draft/wp2-deepcube-platform/deepcube-platform-

architecture/docker-swarm-infrastructure 

From step I to IV are completely dedicated to provision hosts for the DeepCube swarm cluster. 

Step V configures the swarm nodes for the DeepCube platform. 

Current situation and state of the cluster  

 

Figure 6 DeepCube Swarm cluster 

 

https://gitlab.com/deepcube-draft/wp2-deepcube-platform/deepcube-platform-architecture/docker-swarm-infrastructure
https://gitlab.com/deepcube-draft/wp2-deepcube-platform/deepcube-platform-architecture/docker-swarm-infrastructure


 

 

 

This project has received funding from the European Union's Horizon 2020 

research and innovation programme under grant agreement No 101004188 
Page 18 / 28 

 

 

The current DeepCube SWARM Cluster runs on 3 nodes (cloud instances): 

Networking: 

• Caddy: an extensible server platform that uses TLS by default. Used as reverse proxy for the 

DeepCube platform. 

• Traefik: an open-source Edge Router that makes publishing your services a fun and easy 

experience used only for TCP routing  

Monitoring: 

• OpenSearch Project: created by Amazon, is a forked open-source search project based on 

old versions of Elasticsearch and Kibana. Used for log aggregation and analysis.  

• Prometheus & Grafana: collects and stores metrics as time series data, display these 

metrics on customisable dashboards 

• Logstash: a server-side data processing pipeline that ingests data from a multitude of 

sources simultaneously, transforms it, and then sends it to your favourite "stash.", here 

opensearch. 

• Beats: agents to pick data from files, packages, systems to get metrics and health of the 

component or systems 

• Exporters: Custom exporters for extracting particular metrics 

Identity access management: 

• ORY: Kratos for Headless and configurable authentication and user management, including 

MFA, social login, custom identities and more. Hydra to Authenticate third-party users and 

secure access to your applications and APIs. 

Manager UI: 

• Portainer: It is the definitive container management GUI for Kubernetes, Docker and 

Swarm.  

3.2.3. Platform deployment & exploitation in OVH Cloud 

Hopsworks Cluster and DeepCube Cluster are currently provisioned and deployed on multi-region 

OpenStack environment provided by OVH. 
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The communication between the two clusters is private. 

 

Figure 7 DeepCube clusters with Openstack on OVH 

Communication between the two cluster is operated using a dedicated network, it can be used in 

case of large file sharing or direct commands execution from one cluster to another. 

This link prevent communication over the internet when it is not necessary. 

3.3. On-going integrations 

3.3.1. Extend ESDL data cube functionalities 

 

 

The extension of the ESDL data cube component provided by MPG enables the generation of a 

multivariate data cube from a variety of sources (earth observation data, weather, etc). The input 

data are loaded by the component in its environment in preparation of the generation phase which 

requires a relatively important computation power in depending on the dimensions and the size of 

the data cube. Finally, the data cube is stored on a medium, which in the context of the first version 

of the platform it can be a swift remote storage or a disk on the server. 

During this first step of the integration, the target was the repeatability and automation of the 

component deployment. Using the container best practices, a reference container image has been 

built using the C.I. (continuous integration) on gitlab.com platform. 

As the source repository is available for any partner of the DeepCube consortium, anyone can make 

proposal or fork the project and profit of the automated building system. For the first version of the 

platform, the system successfully meets the automated building requirements.  

Meet all Does not have this capabilityEssential Optional High Simple

5 4 3 2 1 0 5 4 3 2 1 0 5 4 3 2 1 0

Package Function
Degree of Compliance Criticality Complexity

P1. ESDL data cube functionalities

F1.1 The system performs autonomous build of the softwares (CI) 5 4 1

F1.2 The system performs repeatable deployment of the stack 4 4 1

F1.4 The system handles different access to the Data Sources (DIAS, local, internet) 4 4 3

F1.5

The system implements different Cubes storage strategies (mounted drive, object storage 

system)
4 4 2

F1.7 The system enables data upload in the ESDL pipeline 4 5 4

F1.12 The system is distributed using a repository 5 5 1

F1.13

The system is compatible with container technologies such as Docker and is distributed as 

container images
4 5 3
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The upload and retrieval of the input data can be made using network protocols (ftp, http) or directly 

by uploading the data on the application. As the component extends a Jupyter notebook, a web 

interface can be used in order to monitor the pipeline and execute commands. 

Behind the scenes, the application is running on a container and can be scaled using the standard 

scaling functionalities provided by the Docker Swarm container orchestrator. 

However, the synchronization and communication between the ESDL instances has not been tested 

for the first version of the platform and should be considered as experimental until a complete 

validation of the system is done. The validation of those functionalities will be done with the 

partners during a dedicated workshop. 

Lastly, the second and final release of the platform will bring ENS DIAS mounting storage as an input 

source of the data cube generation. This functionality will enable fast retrieval of the data using the 

large catalogue present in a DIAS. 

The component should be documented for the administrators and the users, the format is still to be 

defined and should be decided for the platform V2. 

If the component is subjected to personal data as input, it should have a GPDR assessment as 

indicated by law. 

3.3.2. Semantic data cubes 

 

 

The Semantic Data Cubes is a component enabling query system on the Data Cubes. As described in 

the D2.1, the component enables GeoSPARQL queries on the generated datacube over an ontology. 

Internally, it uses PostGIS as a database, Ontop-spatial a query to ontology translator and Sextant 

for displaying the results (3.3.3. Visualization tools for EO Data). 

The current status of the semantic data cube integration is partial for the first version of the 

platform: all the internal software of the component is built using the automated CI, however, the 

deployment of the database (PostGIS) requires some manual operations to be performed in order 

to host the ontologies. 

Once the database setup is manually performed by an operator, the system is ready to be used. 

The data integration in the database must also be performed manually from a CSV uploaded by the 

user in a terminal, this step implies an operator to be available. 

It should be noted that for the moment, the database scaling capabilities are limited by the PostGIS 

standard installation; only one node runs the database. Consequently, any scaling need must be 

done by a vertical scaling (increase the host computation power). 

Meet all Does not have this capabilityEssential Optional High Simple

5 4 3 2 1 0 5 4 3 2 1 0 5 4 3 2 1 0

Package Function
Degree of Compliance Criticality Complexity

P2. Semantic data cubes

F2.1 The system performs autonomous build of the softwares (CI) 5 4 1

F2.2 The system performs repeatable deployment of the stack 2 4 5

F2.6

The system can answer queries using the OWL2 QL ontology and the SPARQL and 

GeoSPARQL query languages and extended DataCube QL
0 5 2

F2.7 The system is able to communicate with ESDC (P1) trougth high-speed network 3 4 4

F2.12 The system is distributed using an opensource repository 5 4 1

F2.13

The system is compatible with container technologies such as Docker and is distributed as 

container images
3 5 4



 

 

 

This project has received funding from the European Union's Horizon 2020 

research and innovation programme under grant agreement No 101004188 
Page 21 / 28 

 

 

As the deployment of this component requires an operator to perform manual commands, it cannot 

be considered as fully compliant on the automated deployment capabilities. 

The tests of the ontologies have not been yet performed and require the ESDL component to 

communicate with the Semantic Data Cube. For the next iteration of the platform, the integration 

tests must be planned in order to confirm the system capabilities. 

The Semantic Data Cubes is already documented and released online. An integration of the existing 

documentation in the platform knowledge centre will ease the learning process. 

3.3.3. Visualization tools for EO data 

 

 

The Visualization tools for EO data is composed by Sextant, a web interface permitting a graphical 

interaction on the earth observation data for the user. It makes heavy usage of the Semantic 

datacube as the query language used rely on GeoSPARQL. 

The visualization of the time-evolving geospatial data in a web browser also enables dynamic query 

for a user.  

The Sextant software is already public licensed and distributed as a container image, the integration 

in the DeepCube platform can be made easily but it requires the Semantic data cube component to 

be installed and fully functional. 

The current status of this component is untested as the Semantic data cube component is not yet 

fully validated. 

Same as the Semantic data cube component, this one is already documented online and release on 

http://sextant.di.uoa.gr/. As no personal data is involved in this component, the GPDR assessment 

should be simple without major implication. 

It must be noted that this component in combination with the semantic data cube are the core of 

the EO data manipulation for the user point of view, the following diagram helps the understanding 

of the relations between the previous components:  

Meet all Does not have this capabilityEssential Optional High Simple

5 4 3 2 1 0 5 4 3 2 1 0 5 4 3 2 1 0

Package Function
Degree of Compliance Criticality Complexity

P3. Visualization tools for EO data

F3.1 The system performs autonomous build of the softwares (CI) 5 4 1

F3.2 The system performs repeatable deployment of the stack 1 4 3

F3.4 The system allows user to submit GeoSPARQL queries to Ontop-spatial (depends on F2.6) 4 5 3

F3.5

The system allows vizualization of the ontology in treemap using SPARQL endpoint  

(depends on F2.6) 
4 5 3

F3.6 The system allows vizualization with a spatial representation of the layers on the map 4 5 3

F3.7 The system allows usage of filters on the map 4 5 3

F3.11 The system is compliant with Licenses used in it 4 5 1

F3.12 The system is distributed using an opensource repository 5 3 1

F3.13

The system is compatible with container technologies such as Docker and is distributed as 

container images
4 5 3

http://sextant.di.uoa.gr/


 

 

 

This project has received funding from the European Union's Horizon 2020 

research and innovation programme under grant agreement No 101004188 
Page 22 / 28 

 

 

 

Figure 8 Visualisation Tool for EO data and relation with other components 

3.3.4. Visualization tools for social media 

 

 

The Visualization tools for social media is the component of the platform providing data coming 

from the social media platforms such as Twitter, Facebook and others. This component maintained 

by Infalia can be divided in two parts: the social data acquisition and the API. 

For the first stage of the platform, the social data acquisition is provided as an external service by 

Infalia and therefore is not included as a software running in the platform. Only the APIs are hosted 

on the platform. 

The distribution of the APIs is performed using the standard procedure of a git repository coupled 

with a continuous integration process. Two container images are built and used during the 

deployment phase on the orchestrator. 

This component is fully functional for the first stage and provides: 

- a graphical interface for the user to see social media data on a geographical medium 

depending on filters 

- An API available for the UCs and for the Data Cube generation as an input source. 

Meet all Does not have this capabilityEssential Optional High Simple

5 4 3 2 1 0 5 4 3 2 1 0 5 4 3 2 1 0

Package Function
Degree of Compliance Criticality Complexity

P5. Visualization tools for social media

F5.1 The system performs autonomous build of the softwares (CI) 5 4 2

F5.2 The system performs repeatable deployment of the stack 4 3 3

F5.4

The system provides a Social Media API for querying and retrieving collected and analyzed 

social media

data

4 5 2

F5.8 The system is compliant with Licenses used in it 5 5 1

F5.9 The system is distributed using an private repository 5 5 1

F5.10

The system is compatible with container technologies such as Docker and is distributed as 

container images
4 5 2
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For the moment, the validation of the functionalities of these components with the DeepCube 

platform final users has not been performed yet but should be scheduled for the next semester 

during a dedicated workshop. 

This component is manipulating personal data and should be assessed for GPDR compliance before 

the final release of the platform. 

The documentation of the APIs and the critical software of the components should be written for 

easing the usage, these actions must be planned for the second version of the platform. 

3.3.5. Hyper-parameter optimization, semi supervised ML and unsupervised ML on 
EO-data 

 

 

The Hyper-Parameter optimization and semi-supervised machine learning on EO data is provided by 

the autonomous platform Hopsworks. 

Integration of the Hopsworks platform in the DeepCube platform is bringing a standard set of tools 

for data scientists such as GPU exploitations, Jupyter Notebooks and others described in the 

following diagram: 

 

Figure 9 Hopsworks platform 

The current run on the integration of the Hopsworks platform was focused on the deployment part. 

During the first iteration, the Hopsworks platform deployment has been integrated to the DeepCube 

platform deployment using the same standard tools such as Terraform and Ansible (see D2.1). 

For the moment, the only deployment target tested is OVH, in the second run the DIAS will also be 

tested. 

Meet all Does not have this capabilityEssential Optional High Simple

5 4 3 2 1 0 5 4 3 2 1 0 5 4 3 2 1 0

Package Function
Degree of Compliance Criticality Complexity

P4. H-P optimization, semi-supervised ML and unsupervisedML on EO-data

F4.1 The system uses a reusable infrastructure deployment (IaC) 4 3 2

F4.3.1 The system is compatible with OVH 4 3 3

F4.4 The system performs repeatable deployment of the stack 4 3 3

F4.6

The system can allow horizontal scaling of the cloud resources (computing, storage) in a IaC 

maneer
2 3 5

F4.7

The system integrates DeepCube Use-Cases in the platform as Jupyter Notebooks 

(eventually detail each UC as a separate function ) 
2 5 0
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The interoperability of the DeepCube platform should enable its deployment to multiple cloud 

providers. The targets are OVH (OpenStack), ONDA DIAS (OpenStack), CreoDIAS (OpenStack). The 

interoperability is backed by Terraform modules; if a Terraform module is provided by the cloud 

provider, then the platform is eligible to this cloud provider (with some work). 

Integration of the Jupyter Notebook UCs is an on-going activity, it is also the chosen example for the 

demonstration of the first version as it brings the EO data manipulation coming from the DeepCube 

Platform core components (ESDL, etc.) to the data scientists, making the loop completed from a user 

experience point of view. 

The next steps for the Hopsworks platform integration in the DeepCube platform are intensive 

communication with the components of the platform such as planning a data cube generation using 

the Airflow technology or providing a fresh environment for a newcomer in the platform. 

Workshops and demonstration activities will also focus on the Hopsworks usage for interacting with 

components of the platform as the technologies in Hopsworks are common, it will ease the 

comprehension of the DeepCube platform and lower the learning curve. 

Documentation for Hopsworks and distribution of the platform is already covered by Logical Clocks 

at https://www.hopsworks.ai/. 

Regarding the licence and GPDR assessment, a dedicated activity should be performed in the second 

run of the platform. 

3.4. Demonstration scenario 

The objective of the demonstration scenario is to show how to deploy from scratch the first version 

of the platform and have everything running well to demonstrate the Use-Case 3 with Hopsworks 

in the backend. 

The first steps are the configuration and deployment of the infrastructure, i.e., network, domain, 

certificates, Hopsworks and Swarm clusters choosing the preferred computing instances, the 

internal services such as container manager, proxy, load balancer, web server, monitoring, 

authentication. 

Then follows the deployment of the integrated DeepCube technologies, such as the datacubes and 

the visualisation tools, and last the Use-Cases part, i.e., Jupyter Notebooks and related 

dependencies, which are played to verify the functional integration. 

Furthermore, a scale-out / scale-in demonstration shows  how to add/remove a computing node to 

the cluster, according to the computational needs. 

https://www.hopsworks.ai/
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4. Future Outlook 

4.1. Continuous deployment (AWX) 

The current need of an operator for the deployment can be automated using a CD (Continuous 

Delivery) technology. As the whole deployment is using Ansible, this step can be achieved with the 

integration of AWX. 

The benefits of the CD adoption are: 

• a faster deployment of the software changes, it removes the need of performing manual 

and error prone commands. 

• Finally, as the deployment is automated, anyone can review the deployment and 

understand the underlying mechanisms of a component deployment, it increases the 

auditability of the platform. 

The idea for next step is to set the continuous deployment using AWX, the flow will be as follows: 

- New Build Triggered on Gitlab (CI) 

- AWX notified to deploy a new version (CD) 

 

Figure 10 AWX for continuous deployment 

4.2. ONDA DIAS & CreoDIAS exploitation 

The first version of the platform is currently running in OVH Public Cloud. This cloud is relying on 

Openstack cloud infrastructure, which is the most widely deployed open-source cloud software. 

The real integration in the ONDA DIAS ecosystem will be straightforward since ONDA is deployed in 

OVH and is using Openstack too. This deployment will be performed once the pending negotiations 
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with ONDA Team will be completed. These discussions are related to where the DeepCube project 

should be exposed, for instance in ONDA 4 Education and Third-Party marketplace. 

However, some ONDA resources (e.g., ONDA Catalogue API) are already used for the current 

version, in particular to collect sample data for technological partners. 

In the meantime, to anticipate the future demonstration with a second cloud provider, a contact 

has been initiated with the CreoDIAS team. A user account has been created and preliminary 

deployment tests have been conducted by GAEL. Some specific network routing configuration issues 

have been identified and will be fixed in the coming months. We are confident the existing 

infrastructure deployment from Platform first version will be adapted to support more generic 

cases, such as defining gateways or bastion. 
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5. Conclusion 

This first iteration of the platform was concentrated on the core components of the DeepCube 

platform. Highly focused on the data assimilation and manipulation, this iteration has shown that 

the integration of a large diversity of technologies can be challenging. 

Setting up a framework was a first step for building the foundations of the platform. The next step 

is to ensure a good communication between the components and also to centralize and share the 

knowledge necessary for the use and integration of components into the platform by third parties. 

The workshops, the demonstrator on one DeepCube’s use-case and writing a central documentation 

are the activities which will increase adoption of the platform. These activities will also create 

bidirectional interactions between the final users of the platform and the operators.  

Finally, new functionalities coming in the next version will empower the data exploitation in the 

platform by letting the user focusing on the data and not the prerequisites of it acquisition: 

• Continuous deployment will remove the need of an operator to deploy a software update 

on the platform, an authorized user will be able to make a change of a core component in 

an autonomous way. 

• ONDA DIAS and CreoDIAS exploitation will bring the EO ecosystem next door to the platform 

with direct data access technologies such as ENS. This capability of having the data available 

is a major requirement for dynamic data manipulation and exploitation. 

• In addition to all components, a unified and up to date documentation adds context and 

knowledge to the great number and leads the user in the best practices of the platform with 

examples. 
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