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Disclaimer 

This document has been produced in the context of the DeepCube Project. The DeepCube project 

is part of the European Community's Horizon 2020 Program for research and development and is as 

such funded by the European Commission. All information in this document is provided ‘as is’ and 

no guarantee or warranty is given that the information is fit for any particular purpose. The user 

thereof uses the information at its sole risk and liability. For the avoidance of all doubts, the 

European Commission has no liability with respect to this document, which is merely representing 

the authors’ view.  
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Executive Summary 

This deliverable is part of DeepCube’s Work Package 3 (WP3) and presents the content of the first 

version of the EO and non-EO data ingestion report. It describes the ingestion mechanisms that were 

developed to serve the needs of the project’s use cases in terms of Earth Observation and other 

data from various non-EO sources.   

The deliverable focuses on the description of the data gathering methodologies and scripts, and the 

data preparation and storage for accessing Copernicus datasets and meteorological data within the 

5+1 DeepCube use cases. With respect to the ingestion of non-EO data, we present the social media 

crawlers that are developed to collect information that is relevant for the use cases. We also present 

our approach from retrieving Linked Open geospatial data, socio-economic data and finally 

industrial, proprietary, datasets from the co-designers of the commercial DeepCube use cases (UC4b 

& UC5). 
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1. Introduction 

This deliverable is part of DeepCube’s Work Package 3 (WP3) related to big data acquisition and 

setup of data cubes, and it presents the first version of the EO and non-EO data ingestion report. 

All tasks of WP3 run in two cycles: a first version with rapid prototyping and a second version for big 

data at scale. The document reports the data gathered in the context of Tasks 3.1 and 3.2 across the 

six Use Cases, and the associated scripts or software used to ingest them. 

This deliverable is organized as follows: 

• Chapter 1 introduces the document’s content; 

• Chapter 2 describes the mechanisms for the ingestion of Copernicus, meteorological and 

other EO data, divided per UC; 

• Chapter 3 is dedicated to ingestion of non-EO data focusing on social media; 

• Chapters 4 to 6 present the rest of non-EO data categories – namely linked, socioeconomic, 

and industrial data – again per UC; 

• Chapter 7 concludes the deliverable. 
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2. Ingestion of Copernicus & other EO data 

2.1. Collected EO data for UC1 

UC1 cover a large area (African continent) at high-resolution but sparsely (40K minicubes of 3.8x3.8 

Km, 2% of total landmass). EO variables of interest are those useful to measure vegetation state, its 

drivers and other indicators of drought. 

Variable Source Spatial Resolution 
Temporal 

Resolution 

Hyperspectral 

(B02,B03,B04,B08) 
Sentinel 2 – L2A 20m  5-daily  

Soil Moisture Products  SMAP L4 9km  daily  

Digital Elevation Model  SRTM v4 30m  Static  

Geomorphological Features Geomorphons 500m  Static  

Global Land Cover 100m  CGLS-LC100 100m  2019  

Land Cover 10m ESRI LC 10 25m  static 

2.1.1. Data gathering methodology/scripts 

Sentinel-2 data was acquired from a cloud optimized open data repository on AWS with 

documentation found here: https://registry.opendata.aws/sentinel-2-l2a-cogs/ This repository can 

be searched through via a STAC API called 'Earth-search'. Unfortunately searching can only be done 

with geometry or bounding boxes. The data is stored as individual images in TIFF format for 

individual bands on individual dates for each tile. Since we needed to download an entire tiles worth 

of data for each minicube we decided to limit the downloading to the top 200 tiles for the first round 

which would net 23864 minicubes. The original dataset defining the minicubes was designed with 

an assumed resolution of 30m/pixel. This would be prevalent in the HLS product to be used in future 

iterations. However, for this instance the resolution for the downloaded Sentinel-2 data is 

10m/pixel. Thus, each downloaded tile was compressed to 1/3rd the horizontal/vertical resolution 

or 1/9th the total resolution. This did also unfortunately mean downloading an uncompressed 

geotiffs worth of data. The final sentinel-2 dataset comprised 12TB on disk. Meaning roughly 108TBs 

worth of data needed to be downloaded. 

SMAP4 data is stored on NASAs National Snow and Ice Data Center server found here: 

https://n5eil01u.ecs.nsidc.org/SMAP/SPL4SMGP.005/ These files are in HDF5 format and cover a 

global extent, one only needs to download the files for each date in our date range. A script was run 

to find the page for each date, parse out the URLs for the corresponding HDF5 files and download 

the 8/day files.  

ERA-5 and SRTM. While not strictly EO, both ERA-5 and SRTM data were stored locally and did not 

require any downloading efforts. ERA-5 is stored at 0.5 deg resolutions and SRTM at 30 m. 

https://land.copernicus.eu/global/products/lc
https://www.esri.com/about/newsroom/announcements/esri-releases-new-2020-global-land-cover-map/
https://registry.opendata.aws/sentinel-2-l2a-cogs/
https://n5eil01u.ecs.nsidc.org/SMAP/SPL4SMGP.005/
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Sentinel-1 (optional). It is contemplated the possible use of Digital Earth Africa Sentinel-1 

Radiometrically Terrain Corrected - Registry of Open Data on AWS. 

2.1.2. Data preparation and storage 

Sentinel-2 minicubes are defined as pixel extents on each geotiff tile. Each geotiff tile is 3660x3660 

pixels and each minicube is a 128x128 pixel box somewhere within the tile extent.  The first step is 

to stack all of the bands for each day for each tile into a single array. This created an array with 

dimensions [Days,Bands,3660,3660]. Then, according to the minicubes position in each tile, a 

specific slice was cut out from this main array creating a minicube array of shape 

[Days,Bands,128,128]. These arrays are then subsequently stacked in a new dimension creating a 

final array of shape [Minicubes,Days,Bands,128,128] for each tile. In order to stack the minicubes, 

the X and Y values, or spatial information, needs to match one another. As a result, these stacked 

arrays lose their global spatial identity in xarray. To account for this, the center location of each cube 

is saved in a separate variable in the final dataset that is stored to disk. However, in the future it 

may be more beneficial to save the actual extents.  

The final product after this step is 200 [Minicubes,Days,Bands,128,128] arrays with Sentinel data, 

one per tile. It should be noted that there are not 200 such arrays, as some tiles were missing 

multiple dates worth of data on the server and as such were excluded to maintain data integrity.  

The SMAP and ERA-5 slicing procedures are similar to each other. The center location of each 

minicube was used to find the corresponding pixel within each dataset. Then an array of 128x128 

was sliced out around that pixel. The ERA-5 resolution was almost an entire tile extent/pixel. Thus it 

was decided to only produce one ERA-5 slice per tile, as producing one slice per minicube would 

have included large amounts of redundant data. The SMAP data was processed to one slice per 

minicube. Since the SMAP data came in 8/day measurements, variables were aggregated to 

one/day. Variables were either summed or averaged depending on the appropriateness of the 

variable.  

The final product after this step is 200 [Days,Variables,128,128] ERA-5 arrays and 200 

[Minicubes,Days,Variables,128,128] SMAP arrays, one per tile. 

The SRTM data has a high enough resolution to be paired directly with the Sentinel-2 data. This 

would require reprojecting the SRTM into each Sentinel-2 tiles projection. The best method is to 

slice out the extent of the Sentinel tiles, reproject them into the correct projection, then use the 

exact same method as the Sentinel data to slice out minicubes from the SRTM data. In order to do 

this, one needs the exact extent for the downloaded geotiffs. Unfortunately, during the compression 

process, the extents were also compressed. This could be easily remedied with simply upscaling the 

extents by a factor of 3, but this could lead to some deviations. The Earth-search API allows one to 

rapidly access the metadata for each file. Thus, for each tile the extents were extracted from the 

metadata, those extents were then used to slice out a specific region from the SRTM data, the SRTM 

data was then reprojected into the tiles projection, and finally was saved to disk as another geotiff. 

The final step was to load in each saved geotiff for each tile and slice out and stack the minicubes 

for each tile. 

The final product after this step is 200 [Minicubes,128,128] arrays. One per tile. 
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Scripts for data ingestion and storage following the described procedure were delivered within the 

M12 UC1 demonstration notebook. 

2.2. Collected EO data for UC2 

2.2.1. Data gathering methodology/scripts 

Earth observation serves a good input for UC2 as it provides continuous input with larger coverage 

compared with conventional methods. As UC2 intends to understand the climate-induced 

migration, variables related to the biosphere captured from satellite observations, weather stations 

have been explored together with the reanalysis dataset. In specific, the detailed information of 

dataset been used in the first cycle is listed in the following table. 

 

Variable Source 
Spatial 

resolution 

Temporal 

resolution  

precipitation  CHIRPS 0.05° daily 

land surface temperature MODIS 1 km daily 

normalized difference vegetation index (NDVI) MODIS 1 km daily 

 

Apart from it, we have explored other dataset in UC2 investigation phase, which is listed in the 

following table.  These variables might be considered in the later phase for better modeling our UC 

in case their importance for migration modeling is raised after consulting the domain experts. 

Variable Source 
Spatial 

resolution 

Temporal 

resolution  

elevation  SRTM 30 m - 

soil moisture  SMAP 10 km  daily 

land cover 
Copernicus Global 

Land Service 
100 m  annually  

precipitation ERA5 30 km  daily 

wind speed ERA5 30 km  daily 

normalized difference water index (NDWI) MODIS 1 km daily 

 

Furthermore, we will consider using the variables developed recently, like kNDVI[1], which is more 

sensitive to vegetation biophysical and physiological parameters compared with the commonly used 

NDVI. Meanwhile, UC1 and UC2 are coordinated in the generation of the EO data sources inspection, 

towards delivering physics and quality-aware products. Among others, the target is to overcome 

common issues in optical remote sensing like clouds influence by implementing advanced gap-filling 

algorithms and introducing novel spectral indices. These data preprocessing steps will improve the 

modeling results and robustness.  
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2.2.2. Data preparation and storage 

The first prototypes in UC2 were developed mostly in local environments (e.g., data clean up, data 

sources integration and harmonization). Part of the subsequent processing steps were carried out 

in the Google Earth Engine platform, like the extraction of aggregated values at district level of Earth 

Observation data in the granularity specified in the tables above (e.g., MODIS NDVI product at 

weekly resolution, precipitation, etc.). At this point the social media data inputs are being explored. 

We have pre-processed the data in the Jupyter Notebook workspace carrying out outliers detection, 

data gap filling (e.g. interpolation) and corrections (e.g. market prices inflation), time series analysis 

(e.g., feature engineering and feature selection, de-seasoning and detrending, etc.), training 

sampling, and causal inference (e.g. sensitivity analysis, feature ranking, etc.) tasks to derive causal 

graphs and causal ranking outputs using causal discovery algorithms and machine learning models. 

Since the notebook integrates data under NDA with iDMC inputs from third parties, elements like 

the causal graph are not running fully exploiting the time series and local data provided. At present, 

publicly available data is provided fulfilling demo purposes. The plan is to integrate datasets in the 

DeepCube platform and consolidate the UC2 minicubes input data and technologies integration.  

2.3. Collected EO data for UC3 

Our dataset contains climate, vegetation and human activity related variables, which are known to 

affect both the occurrence and spread of a fire. The target consists of burned areas. To this, we 

gather the following EO data: 

Variable Source 
Spatial 

Resolution 

Temporal 

Resolution 

Land Surface 

Temperature (MOD11) 
MODIS 1km daily 

Vegetation Index 

Products (MOD13) 
MODIS 1km 16-day 

Radiation, Leaf Area 

Index (MOD15) 
MODIS 500m 8-day 

Evapotranspiration MODIS 500m 8-day 

Soil Moisture 

Index/Anomaly 

https://edo.jrc.ec.europa.eu/edov2/

php/index.php?id=1000 
5km 10-day 

Corine Land Cover 
https://land.copernicus.eu/pan-

european/corine-land-cover 
100m 

2006, 2012, 

2018 

EU-DEM 
https://land.copernicus.eu/imagery-

in-situ/eu-dem/eu-dem-v1.1 
25m static 

Population Density https://www.worldpop.org/ 1km yearly 

Roads Distance https://www.worldpop.org/ 1km static 

https://edo.jrc.ec.europa.eu/edov2/php/index.php?id=1000
https://edo.jrc.ec.europa.eu/edov2/php/index.php?id=1000
https://land.copernicus.eu/pan-european/corine-land-cover
https://land.copernicus.eu/pan-european/corine-land-cover
https://land.copernicus.eu/imagery-in-situ/eu-dem/eu-dem-v1.1
https://land.copernicus.eu/imagery-in-situ/eu-dem/eu-dem-v1.1
https://www.worldpop.org/
https://www.worldpop.org/
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Waterways Distance 
https://www.worldpop.org/ 

 
1km static 

Burned Areas EFFIS vectors 2009-2021 

Active Fires MODIS points 2009-2021 

FWI 
https://climate.copernicus.eu/fire-

weather-index 
25km 2009-2021 

 

We also gather the following historical meteorological data, which are considered as fire drivers to 

use them in our analysis: 

Variable Source Spatial Resolution Temporal Resolution 

temperature 2m ERA5-Land 9km hourly 

dewpoint temperature 

2m 
ERA5-Land 9km hourly 

surface pressure ERA5-Land 9km hourly 

u-component of wind ERA5-Land 9km hourly 

v-component of wind  ERA5-Land 9km hourly 

Total precipitation ERA5-Land 9km hourly 

2.3.1. Data gathering methodology/scripts 

All variables we downloaded manually via wget, except for the MODIS ones that were downloaded 

exploiting the pyModis python package. Particulary, pyModis (https://pypi.org/project/pyModis/) 

is a python library used to download and process MODIS data from NASA server.  

From pyModis we used the downmodis class for downloading all the needed data. In order to use 

this package, we set the folder in which we want the downloaded data to be stored, the tiles of 

interest, the initial and the end dates of the data and the MODIS products. 

https://www.worldpop.org/
https://climate.copernicus.eu/fire-weather-index
https://climate.copernicus.eu/fire-weather-index
https://pypi.org/project/pyModis/
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After configuring the above information, then we called the created function from a Jupyter 

notebook. The data are then starting to download and after some time they are stored in the 

previously defined folder.  

 

The above process can be done to acquire historical MODIS products, that have been processed by 

the NASA portal and become available some days after the pass of the satellite from the locations. 

These data are used in our use case in order to train our ML models in the past events. For an 

operational scenario, where the data need to be acquired in a near real-time manner, as the 

predictions of the next day’s fire danger are based on the conditions of the previous day’s variables, 

another process runs. 

For downloading the near-real time MODIS products a more complicated process needs to be done. 

At first, we need to define the day of interest as well as the folder that we want our data to be 

stored. After that we need to download the MODIS metadata file for the day of interest that contains 

information about the projections and geographical coordinates and read it.  
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With the metadata file at hand, we start the process for downloading the MOD11 product. For this, 

we firstly cross the metadata file’s coordinates with the ones of the area of interest in order to 

identify which tiles we need from the near real-time products.  We distinguish between granules 

acquired at and night in order to have both LST Day and LST Night.  

 

After that, we download the tiles that we found before and put them in a grid to create the final .tif 

file. 
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We continue with downloading the other MODIS products, where the process is a bit easier as the 

temporal resolution is coarser. So, we need to find the last day that the satellite passed from the 

location and download the products of interest. 

 

It is worth noting that this process runs automatically, as a cron job daily at 05:00 am in our internal 

server and downloads the MODIS products needed for our machine learning models to produce the 

day’s fire danger maps.  

Meteorological data 

From the hourly values available, we collect the meteorological variables for 6 hours per day (00:00, 

04:00, 08:00, 12:00, 16:00, 20:00). Moreover, we calculate the relative humidity from temperature 

and dewpoint temperature as well as the wind speed from the u-component and the v-component 
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of wind. We then compute the mean, maximum and minimum daily values of the variables, based 

on the values of the collected variables. We then rescale the data to 1km spatial resolution with 

nearest interpolation and append them to the datacube, containing the EO related variables.  

It is worth noting that the above process took place once via wget to download and store the 

historical data that post-processed and fed to the datacube. In order to provide maps with the next 

day’s fire danger, we need to have daily, predictions regarding the next day’s meteorological 

conditions for all the aforementioned variables. For this, we download daily the next day’s forecasts 

of the meteorological variables of interest from DWD which are freely available in a 6km x 6km 

spatial resolution.  

 

 
 

We download the variables of interest with wget and store them in our internal server. We then 

postprocess the variables to get their mean, maximum and minimum daily values which are later 

used for the production of the predicted fire danger map for the next day. 

As with the EO data, this process runs automatically, as a cron job daily at 05:00 am in our internal 

server and downloads the meteorological variables needed for our machine learning models to 

produce the day’s fire danger maps. 

2.3.2. Data preparation and storage 

All data were gathered and appended to a 1km, daily, spatiotemporal Datacube.  

For this to happen, some postprocessing needed to take place, to harmonize all data to the same 

spatio-temporal resolution.  

Specifically:  

https://www.dwd.de/EN/Home/home_node.html
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• MOD13, MOD15 and MOD16 were resampled to daily temporal resolution, by fulfilling the 

16-day or 8-day interval values with the left value of the interval. Moreover, nearest 

interpolation was used to bring MOD15 & MOD16 to 1km spatial resolution.  

• From DEM, we created aspect, slope and roughness using GDAL. The variables were then 

coarsened to 1km spatial resolution by taking the mean of the values.  

• Soil moisture index and soil moisture anomaly were upscaled with nearest interpolation. 

Also, they were resampled to a daily temporal resolution, following the process that we 

used with the MODIS data. 

• For each year that the CLC is available, we used 10 classes of interest, based on the 

predefined subclasses of Corine. In each cell of the datacube, the fraction of the class’ 

presence was computed. We ended up, creating 30 new variables in the datacube, 10 for 

each year’s CLC. Moreover, for each year we created another class, that contains the 

majority class for each pixel. 

• FWI was also upscaled using nearest interpolation. 

• EFFIS Burned Areas and MODIS Active Fire Data were combined in order to create a dataset 

containing unique fires with the correct ignition date. This dataset was rasterized in order 

to be appended to the datacube. 

All the other variables did not need any pre-processing. 

All downloaded data is stored in an on-premises server with built-in access control. 

2.4. Collected EO data for UC4a and UC4b 

2.4.1. Data gathering methodology/scripts 

2.4.1.1. UC4a 

The table below shows the EO data that are used within UC4a. 

Dataset Source Data collection script 

S1 
University of 

Bristol 
No script 

C1 Comet-LiCS No script 

Hephaestus  Comet-LiCS 

Script to scrap Comet-LiCS for data between 

2014-2021. More than 100.000 InSAR 

downloaded. To scrap the Comet-LiCS portal we 

used the following scripts 

https://github.com/matthew-gaddes/LiCSAR-

web-tools . 

Synthetic Dataset 
Synthetic data 

generation script 
We used the scripts in the following link for the 

synthetic data generation: 

https://github.com/matthew-gaddes/LiCSAR-web-tools
https://github.com/matthew-gaddes/LiCSAR-web-tools
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https://github.com/matthew-

gaddes/SyInterferoPy . 

2.4.1.2. UC4b 

The table below shows the EO data that are used within UC4b and represent the covariates of the 

reliability prediction model.  

Variable Description Source Coverage Resolution Frequency 

SqueeSAR 

Point Cloud  
 

Copernicus 

Sentinel-1 
Wide area 5x20 m 12 days 

SAR  
Copernicus 

Sentinel-1 
Wide area 5x20 m 12 days 

Topography 
Digital Elevation 

Model (DEM) 

Tinitaly 

http://tinitaly.pi

.ingv.it/ 

National 10x10 m 
Not 

applicable 

Land 

cover/use 

Classification map 

(Water, Trees, Grass, 

Flooded Vegetation, 

Crops, Scrub/Shrub, 

Built Area, Bare 

Ground, Snow/Ice, 

Clouds) 

ESRI 

https://www.es

ri.com/about/n

ewsroom/anno

uncements/esri-

releases-new-

2020-global-

land-cover-

map/ 

Global 10x10 m 
Not 

applicable 

 

To download the DEM dataset, an automatic script has been developed. It is able to retrieve the list 

of all the tiles shown in the website of Tinitaly and automatically start their download. The Land 

cover/use dataset has been manually downloaded. 

2.4.2. Data preparation and storage 

2.4.2.1. UC4a 

All our data is made available to the public. S1 and C1 can be seen in https://github.com/DeepCube-

org/uc4a-notebooks . Hephaestus, which is a large scale, manually annotated InSAR dataset with 

~20.000 annotated and ~90.000 unlabeled InSAR will be made available, soon, in 

https://github.com/Orion-AI-Lab/Hephaestus . Hephaestus is currently stored in our local machine 

for refinement purposes. Finally, the synthetic data that we use can be generated by the publicly 

available scripts provided by https://github.com/matthew-gaddes/SyInterferoPy .  

https://github.com/matthew-gaddes/SyInterferoPy
https://github.com/matthew-gaddes/SyInterferoPy
https://github.com/DeepCube-org/uc4a-notebooks
https://github.com/DeepCube-org/uc4a-notebooks
https://github.com/Orion-AI-Lab/Hephaestus
https://github.com/matthew-gaddes/SyInterferoPy
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2.4.2.2. UC4b 

All the EO datasets, starting from the raw datasets to the processed datasets, are stored in the 

TREA’s cloud, in AWS s3 buckets. Different operations on the Topography and Land cover/use 

datasets are made before their actual use. The spatial resolution of the SAR and SqueeSAR  datasets 

is 5x20 m meanwhile the resolution of the DEM and the ESRI land cover/user datasets is 10x10 m, 

simple upsampling/downsampling methods are used to harmonize the spatial resolution of the 

datasets. The SAR image is provided in SAR coordinates, in order to combine it with the other 

datasets it’s coordinates have been geocoded in EPSG 4326 CRS. The DEM and the Land cover/use 

layer are provided in multiple tiles, given an area of interest, an automatic method able to crop and 

mosaic the patches extracted from the tiles has been developed.  

2.5. Collected EO data for UC5 

2.5.1. Data gathering methodology/scripts 

The table below shows the EO data that are used within UC5. 

Dataset Source Coverage Resolution 

Air Quality: NO2 and 

PM2.5 
CAMS Global reanalysis 

Global 

2003 to 2021 

0.75° 

3-hourly data 

Water Quality 
STI (Murmuration’s Sustainable 

Tourism Indicators) 

Global 

 

10km 

Daily data 

Weather (total 

precipitation, wind, 

temperature) 

ECMWF ERA5  
Global 

1950 to now 

0.1° 

Hourly data 

Topography NOAA Global 0.01° 

 

2.5.2. Data preparation and storage 

Data from STI is available on Murmuration’s local S3 storage. It is already prepared and ready to use. 

The other sources of data will be downloaded via the Wekeo DIAS and pre-treated in a notebook. 

All data, once treated and agglomerated into a single data cube, will be uploaded to Murmuration’s 

S3 storage. 

 

https://ads.atmosphere.copernicus.eu/cdsapp#!/dataset/cams-global-reanalysis-eac4?tab=overview
https://cds.climate.copernicus.eu/cdsapp#!/dataset/reanalysis-era5-land?tab=overview
https://www.ncei.noaa.gov/maps/grid-extract/
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3. Ingestion of non-EO data: social media 

This section describes the work done in DeepCube with regards to T3.2 “Ingestion of non-EO data 

and concept extraction” and, in particular, the ingestion of social media data, a task that has been 

undertaken by INFALIA. 

The section starts with a brief introduction on social media in section 3.1 and mentions why they 

are important and what their uses are, while section 3.2 explains the scope of this task, which is the 

collection of social data and the enhancement of these data with various knowledge extraction 

techniques to gain further knowledge on the content being shared online. 

The user requirements for this task are described in section 3.3. Specifically, section 3.3.1 describes 

the relations that the use cases of climate induced migration in Africa (UC2) and Copernicus services 

for sustainable and environmentally-friendly tourism (UC5) of the DeepCube project have with this 

task. Also, section 3.3.2 explains the collaboration with the UC leaders for the retrieval search 

criteria and the user requirements by means of dedicated questionnaires. 

Section 3.4 starts with an overview of the social media crawlers that are responsible for collecting 

and integrating social media data and their analysis into the system. The data are collected from 

two different social media platforms, Twitter and Instagram. The real-time collection, knowledge 

extraction and storage of data retrieved by Twitter and Instagram crawlers are described thoroughly 

in sub-sections 3.4.1 and 3.4.2 respectively. More specifically, section 3.4.1 explains in detail how 

the Twitter crawler connects with Twitter API and what pre-processes and knowledge extraction 

actions take place on the tweets before they are stored in the database. Similarly, section 3.4.2 

describes how the Instagram crawler connects, retrieves, and analyses data from Instagram API, 

while the latter is also presented in detail. The visual and textual analysis techniques applied on 

social media posts for the extraction of knowledge are explained in section 3.4.3. The localisation 

module, which detects locations in the text of social media posts, is described in section 3.4.3.1. The 

visual concept extraction module, which extracts high-level information knowledge (concepts) from 

the images of social media posts, is explained in section 3.4.3.2, while the novel sentiment analysis 

module that derives the sentiment from the text of social media posts is presented in section 3.4.3.3. 

Thereafter, in section 3.4.4, the reader is informed about the relevant policies of Twitter and 

Instagram and how INFALIA complies with these policies. 

A report about the social media data stored in the database for the first year of collection by the 

crawlers is available in section 3.5. A research about past social media datasets relevant to UC2 takes 

place in section 3.6. In this section, two older datasets relevant to UC2 are introduced. Then, we 

explain the reason we choose only one of them, and we perform some analysis on this dataset. 

Finally, in section 3.7 the connection of the collected social media posts with other DeepCube 

modules is presented. 

3.1. Social media 

Social media are used by millions of people worldwide and are Internet-based channels that allow 

users to opportunistically interact and selectively self-present, either in real-time or asynchronously, 

with both broad and narrow audiences, who derive value from user-generated content and the 
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perception of interaction with others (Carr et.al, 2015). Due to the increasing popularity and 

influence, a great amount of recent research has focused on studying the usage of these sites from 

the general public in their daily life. Popular topics of interest include, just to mention a few, crisis 

events (Reuter et.al, 2018), natural disasters (Middleton, et al, 2013; Said, et al, 2019), migration 

events (Komito, 2011; Dekker et al, 2018), and tourist topics (Zeng et.al, 2014). In the following 

sections, it is described how social media are used in our task, what type of data are collected and 

what analyses are performed on the data. 

3.2. Scope 

This task, which is part of T3.2 “Ingestion of non-EO data and concept extraction”, aims at the 

collection of social media data, which are publicly available on popular social media. After examining 

the user requirements and communicating with the end users, it has been decided that the most 

appropriate social media platforms to extract data from are Twitter and Instagram, as they are both 

popular platforms with robust APIs to accommodate the needs of this task. A set of relevant 

keywords, user accounts, locations (given as bounding boxes with geographic coordinates or place 

names) for the Twitter platform and additional hashtags for the Instagram platform have been 

defined by the end users of each use case, in order to exploit their domain knowledge and track 

valuable posts that refer to use case topics, such as climate induced migration in Africa and 

sustainable tourism in Brazil.  

The collected information is enhanced with various knowledge extraction techniques to gain further 

knowledge on the content being shared online. Localisation techniques are performed to detect any 

places mentioned inside the text of social media posts, revealing thus areas of high activity. Also, 

visual concept extraction is applied on social media images, to distinguish posts that are eminently 

relevant. Furthermore, a sentiment analysis technique is applied on the text of the collected social 

media posts, which can contribute to the assessment of popularity in touristic places. Finally, it will 

be ensured that the collection, the storing and the analysis of social media data are in compliance 

with EU’s GDPR and in line with Twitter’s and Instagram’s platform policies. 

To sum up, the focus of this task is to develop social media crawlers that are responsible for the 

retrieval, enhancement, storage and integration of data from Twitter and Instagram into the 

DeepCube system. 

It should also be highlighted here that the localisation module and the visual concept extraction 

module (to be presented later) have been developed by CERTH within the framework of the H2020 

project EOPEN1 and are reused by INFALIA in the context of the DeepCube project as being a spin-

off company of CERTH. 

3.3. User requirements 

This section presents the relation of the use cases of climate induced migration in Africa (UC2) and 

Copernicus services for sustainable and environmentally-friendly tourism (UC5) to social media 

(section 3.3.1). Also, this section describes the communication that INFALIA established with the UC 

leaders of UC2 and UC5 about the user requirements of each use case and how the search criteria 

 
1 https://eopen-project.eu/ 

https://eopen-project.eu/
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for crawling social media data and the respective visualisation preferences have been defined 

(section 3.3.2). 

3.3.1. Relation to UCs 

Among the DeepCube use cases, social media data are considered for climate induced migration in 

Africa (UC2) and Copernicus services for sustainable and environmentally-friendly tourism (UC5). 

Regarding UC2, human populations are forced to migrate because of the climate change, the 

extreme heat waves, the droughts and floods that are impacting not only the biosphere and 

atmosphere, but the anthroposphere too. These people are now referred to as climate-induced 

migrants. This problem has evident environmental, social and economic implications in both 

adaptation and mitigation to climate change, as well as for assistance to their home states. There is 

a growing number of social media reports assuming the link of climate change, conflicts, and forced 

migration. At the current time there is no theoretical approach that describes in detail the 

mechanisms through which climate change induces human displacement and migration flows. For 

the above reasons, it is of paramount importance to research, understand, model, anticipate the 

migration flows and the influence it will have in our society. The aim of the UC2 is to identify the 

relationships between measures of drought severity (obtained from the drought use case) as well 

as other meteorological, climate, and socio-economic indicators with migration patterns in Africa, 

some of them extracted from social media. Concepts from Twitter can be extracted to reveal 

insights, patterns and socio-economic information with respect to migration flows and develop 

models able to reproduce and forecast migration flows. 

As far as it concerns UC5, tourism is one of the most important factors for the modern economy as 

it adds up to more than 10% of the global GDP. The increasing vast number of tourists each year 

(e.g. in 2030 the forecasted the number of international tourists is expected to rise to 1.8 billion 

from 1 billion in 2020) makes it a necessity to find efficient ways to handle the tourism growth, 

preserve the fragile destinations and adapt to the increasing demand over limited hospitality 

infrastructures. Nowadays the only information that the room and trip pricing tools use to define 

prices is demand. This does not take under consideration the key demand information from other 

sources, the type of customers that the establishment wishes to attract nor key environmental 

footprint criteria. The objective of the UC5 is to produce a pricing engine (for hotel rooms and tour 

packages) independent from the major reservation platforms and incorporating the environmental 

dimension and sustainable tourism with the characterisation of the direct environmental threats 

(water quality degradation, marine pollution, air pollution), characterisation of the present 

environmental conditions (human pressure, water pressure, air quality, ecological potential, tourism 

attractivity) and demand using social media data for the region of Brazil. Collected social media posts 

from Twitter and Instagram can be used to infer demand and popularity of touristic places in Brazil. 

3.3.2. Questionnaires & responses 

The social media content that is collected from the Twitter API and Instagram API depends on the 

filtering parameters that are used as input queries to the APIs, i.e., the search criteria. The definition 

of these criteria in the DeepCube project has been achieved through close collaboration with the 

UC leaders. The search criteria should be chosen meticulously in order to bring posts that are 
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relevant to the topic of the use case. Another issue that must be carefully considered is the 

visualisation of the collected social media content, so as to cover the usage needs. 

In order to define the search criteria and the visualisation preferences of each use case, INFALIA 

circulated a questionnaire to the UC2 and UC5 leaders. The questions of the questionnaire are 

shown in Table 1. 

Table 1: Questions contained in the questionnaire to the UC2 and UC5 leaders. 

Questionnaire 

Question 1  How social media data (Twitter/Instagram) could be useful in your use case? 

Question 2 What keywords would you like the tweets to include? 

Question 3 What accounts would you like to follow?  

Question 4 How would you prefer to visualize the collected tweets? 

Question 5 What filters would be useful? 

Question 6 Which type of graphs would be useful? 

 

INFALIA then received the answers from the UC leaders of each use case and the completed 

questionnaires can be seen in Table 2 for UC2 and in 

Table 3 for UC5. Reading and analysing both responses, INFALIA decided that it was a necessity to 

create two social media crawlers, one for Twitter and one for Instagram respectively. Moreover, 

some of the keywords for Twitter in UC2 and UC5 (keywords in bold) were too broad and generic 

that may bring a lot of noise from Twitter. To address this issue and narrow down the returned 

Twitter posts, the keywords were combined with a list of locations for each use case. Finally, a social 

media post, in order to be collected from the crawlers, must (1) include a specific 

keyword/phrase/hashtag in the text or (2) be posted by a specific Twitter/Instagram Account and 

(at the same time) contain a word referring to a place from the list of provided places (e.g., Ethiopia 

for UC2 or Brazil for UC5). The list of locations was provided by the UC leaders. 

For the visualisation of social media posts, INFALIA decided, based on the responses, to create a 

social media API that fetches posts from the MongoDB in order for the end-user to have access to 

the collected posts and a social media Web application where the posts are retrieved through the 

social media API and are visualized in a map, a timeline and a chart section (line chart and pie chart). 

The filtering options mentioned in the responses of the questionnaire are also included in the Web 

application. 
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Table 2: The answers to the questionnaire by UC2 leaders to form the initial search criteria and visualisation preferences 

UC2: Climate induced migration in Africa - Answers 

Answer 1  The social media data can be useful as an early warning system for Food & Water 

security, conflict and eventually forced Migration in Africa. Twitter only to be 

used, as Instagram is not relevant for this use case. 

Answer 2 Twitter keywords or phrases must include in Tweet: 

“Violence”, “humanitarian”, “Conflict”,  “Explosion”, “Deaths”, “Food Scarcity”, 

“Crops”, “No Water”, “Food price”, “Livestock”, “Migration”, “Displacement”, 

“Drought”, “Famine”, “resettlement”, “Flood”, “Storm”, “Disease”, 

“Unemployment”, “Wages”, “Relief”, ”Climate”, “Climate-change”, 

“Remittances”, “Aid”, “Disaster”, “Hazard”, “heatwaves”, “Refugees”, “Asylum”, 

“Temperature” 

Answer 3  Twitter Accounts from relevant institutions but also normal people that count 

report these events. (These institutions are available for different countries: 

Somalia, Nigeria, Ethiopia, etc.) 

● @igadsecretariat 

● @UNHCREthiopia 

● @UNHCRSom 

● @unicefsomalia 

● @UNSomalia 

● @OCHASom 

● @UNDPSomalia 

● @UNFPA_SOMALIA 

● @IDMC_Geneva 

● @IOM_Somalia 

● @IOMEthiopia 

● @IPSS_Addis     

https://twitter.com/igadsecretariat
https://twitter.com/igadsecretariat
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Answer 4  Visualisation preferences 

❖ A timeline view where tweets will be displayed in the order in which they 

have been collected, with the most recent on top. In this view, extracted 

concepts (detected location, textual and visual concepts, and sentiment) 

are attached in each tweet. 

❖ An interactive map (basic view) where tweets will be displayed as pins on 

a map while further details will appear in the form of pop-ups when 

clicking on a pin.  

❖ An interactive map (with enhanced features). Here, the learning 

outcomes (detected location, textual and visual concepts, and sentiment) 

are integrated in the map-based view presenting only the tweets from 

where such information is available.  

Answer 5  Filters: 

● Use case 

● Bounding Box (Somalia and Ethiopia) 

● Concept  

● Sentiment 

Answer 6 Graphs: 

● Temporal series for depicting Food Insecurity, conflict displacements of 

related tweets. 

● Pie chart: for depicting sentiment 

 

Table 3: The answers to the questionnaire by UC5 leaders to form the initial search criteria and visualisation preferences 

UC5: Copernicus services for sustainable and environmentally-friendly tourism - Answers 

Answer 1  The social media data can be useful as activity on calculating the price that a 

tourism stakeholder can offer in its travel packages by analysing the 

environmental impact of a package (which does not depend on the tourist), the 

supply and the demand. On the demand side, can take advantage of social 

networks to analyse the intention to travel or the quality of the memory of a trip 

already made, and Twitter is very useful for this purpose. Also, in this use case 

Instagram should be included as it is expected to be used for tourism. 

Answer 2 Twitter keywords or phrases must include in Tweet: 

“tourist destination”, “over tourism”, “trip”, “voyage”, “sustainable tourism”, 

“hotel” 

 

Instagram  Hashtags: 

#travel, #travelgram, #traveling, #traveling, #traveler, #vacation, #staycation 
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Answer 3  Twitter Accounts and Instagram Accounts: 

No account will be used 

Answer 4  Visualisation preferences 

❖ A timeline view where tweets will be displayed in the order in which they 

have been collected, with the most recent on top. In this view, extracted 

concepts (detected location, textual and visual concepts, and sentiment) 

are attached in each tweet. 

❖ An interactive map (basic view) where tweets will be displayed as pins on 

a map while further details will appear in the form of pop-ups when 

clicking on a pin.  

❖ An interactive map (with enhanced features). Here, the learning 

outcomes (detected location, textual and visual concepts, and sentiment) 

are integrated in the map-based view presenting only the tweets from 

where such information is available.  

Answer 5  Filters: 

● Bounding Box (Brazil) -mentioning that specific area 

● Sentiment - posts expressing a specific sentiment 

Answer 6 Graphs: 

● Pie chart:  for depicting sentiment 

 

Afterwards, further refinements have been made in search criteria and visualisation preferences 

through the continuous collaboration of INFALIA and UC leaders. The final user requirements in 

search criteria and user interface after the refinements are presented in Table 4.  

Table 4: Final user requirements for both use cases 

UC2: Climate induced migration in Africa UC5: Copernicus services for sustainable and 

environmentally-friendly tourism 

Search Criteria 

Twitter 

Keywords 

Violence 

Humanitarian 

Conflict 

Explosion 

Deaths 

Food Scarcity 

Crops 

No Water 

Twitter  

Keywords 

tourist destination 

over tourism 

trip 

voyage 

sustainable tourism 

hotel 

 

Tweets must also include the 
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Food price 

Livestock 

Migration 

Displacement 

Drought 

Famine 

Resettlement 

Flood 

Storm 

Disease 

Unemployment 

Wages 

Relief 

Climate 

Climate change 

Remittances 

Aid 

Disaster 

Hazard 

Heatwaves 

Refugees 

Asylum 

Temperature 

Camel 

Goat 

Sheep 

Cattle 

Sorghum 

Maize 

Cowpeas 

  

Tweets must also include the 

following words: 

Africa 

Ethiopia 

Somalia 

All the counties and 

municipalities of Ethiopia and 

Somalia (approximately 1.500 

places, Tigray, Oromia).  

following words: 

Brazil 

Sao Luis 

São Luís 

Belem 

Belém 

 

Twitter 

Accounts 

@igadsecretariat 

@UNHCREthiopia 

Instagram 

Hashtags 

#travel 

#travelgram 
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@UNHCRSom 

@unicefsomalia 

@UNSomalia 

@OCHASom 

@UNDPSomalia 

@UNFPA_SOMALIA 

@IDMC_Geneva 

@IOM_Somalia 

@IOMEthiopia 

@IPSS_Addis 

#traveling 

#travelling 

#traveler 

#vacation 

#staycation 

#tourism 

#tourist 

#voyage 

#hotel 

 

Posts must also include the 

following words: 

Brazil 

Sao Luis 

São Luís 

Belem 

Belém 

Social media posts analysis 

Knowledge 

extraction 

● Automatic geotagging 

of English tweets 

(localisation) 

● Sentiment analysis 

(positive, negative, 

neutral) on English 

tweets 

● Visual concept 

extraction from 

images 

Knowledge 

extraction 

● Automatic geotagging of 

English tweets 

(localisation) 

● Sentiment analysis 

(positive, negative, 

neutral) on English 

tweets 

● Visual concept extraction 

from images 

User Interface 

Visualisation ● Map-based view 

illustrating tweets as 

pins and sentiments 

with different colours 

● Timeline with tweets 

● Pie chart with 

sentiment rate 

● Line chart with the 

fluctuation of 

collected tweets per 

Visualisation ● Map-based view 

illustrating tweets as pins 

and sentiments with 

different colours 

● Timeline with tweets 

● Pie chart with sentiment 

rate 

● Line chart with the 

fluctuation of collected 

tweets per sentiment 
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sentiment 

Filters ● Use Case / Language 

● Time period 

● Bounding box 

● Concept 

● Sentiment 

● Quick buttons to 

select Somalia, 

Ethiopia regions 

Filters ● Use Case / Language 

● Time period 

● Bounding box 

● Concept 

● Sentiment 

● Quick button to select 

Brazil region 

3.4. Social media crawlers 

The social media crawler component aims to collect, pre-process, analyse and store social media 

data in a MongoDB database. The social media crawler component workflow is illustrated in Figure 

1 and explained here. 

 
Figure 1: Social media crawler component 

The social media crawler component is separated into two crawlers. The Twitter and Instagram 

crawler which connect with credentials to the Twitter and Instagram APIs respectively. Both 

crawlers formulate complex queries to their assigned APIs, in order to fetch social media posts 

(tweets and Instagram posts). 

For every social media post retrieved, a two-step pre-processing is applied before it is stored in the 

database. The first part involves the extraction of the social media post’s original JSON attribute 

values to a new polished JSON string to include only attributes that are universal both on Twitter 

and Instagram APIs and are useful to the scope of our use cases (Table 5). The second part includes 
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a three-step analysis of each post by calling the respective web services: (i) the location extraction, 

i.e. the automatic extraction of the geo-location of posts as mentioned in the text (section 3.4.3.1), 

(ii) the concept extraction by analysing the images included in the post (section 3.4.3.2), (iii) the 

sentiment of a post as expressed in the text (section 3.4.3.3). 

After the analysis, the social media data are stored in a MongoDB, from which the Social Media API 

fetches the collected data, when the Social Media Web Application requests them in order to 

populate its visualisation tools. The connection to other DeepCube social media components is 

explained in section 3.7. 

3.4.1. Twitter crawler 

The social media twitter crawler was developed with Python programming language. In order to 

start consuming posts from the Twitter API2, the Python library Tweepy3 was used as it offers easy 

access to Twitter API endpoints. With Tweepy library a Python client was created that is able to 

establish an open connection to the Twitter streaming endpoint4 which grants access to Twitter’s 

public stream of data and receives new messages every time a newly published tweet matches the 

predefined filtering criteria (Table 4).  

In order to use the Streaming API, a Twitter account and a developer account are a necessity. To 

create a developer account, an application form submission, with the details of the project and its 

usage, is required. Once the request is approved, the following credentials are created: Consumer 

Key, Consumer Secret, Token, and Token Secret. A successful connection to the API requires all these 

four access tokens. 

To dictate the type of tweets that should be retrieved from the data stream, the crawler uses three 

filtering options5 of the streaming endpoint that can be used separately or combined. The “Track” 

option fetches tweets that match words or phrases inside their text. The “Follow” option by defining 

a list of user IDs retrieves tweets that are posted by specific user accounts. Finally, the “Language” 

option returns tweets that have been detected as being written in the specified languages. 

As input the Tweepy Python Client gets the access tokens (Consumer Key, Consumer Secret, Token, 

and Token Secret) and the filtering parameters (lists of search criteria, account IDs, language 

parameters), while the output for each retrieved tweet is a JSON string. The received tweets are 

stored with JSON format in a MongoDB6 database as it is suitable to store documents in JSON string. 

Also, JSON format is very easy to parse and flexible in adding or deleting attributes (e.g. add the 

results of the knowledge extraction in new attributes). 

When a tweet is collected from Twitter’s public stream of data, a two-step pre-processing is applied 

before it is stored in the database. 

The first part involves the extraction of Twitter's original JSON attribute values to a new polished 

JSON string to include only attributes that are universal both on Twitter and Instagram APIs and are 

 
2 https://developer.twitter.com/en/docs/twitter-api 
3 https://www.tweepy.org/ 
4 https://developer.twitter.com/en/docs/twitter-api/v1/tweets/filter-realtime/guides/connecting 
5 https://developer.twitter.com/en/docs/twitter-api/v1/tweets/filter-realtime/guides/basic-stream-parameters 
6 https://www.mongodb.com/ 

https://developer.twitter.com/en/docs/twitter-api
https://www.tweepy.org/
https://developer.twitter.com/en/docs/twitter-api/v1/tweets/filter-realtime/guides/connecting
https://developer.twitter.com/en/docs/twitter-api/v1/tweets/filter-realtime/guides/basic-stream-parameters
https://www.mongodb.com/
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useful to the scope of our use cases (Table 5). Also, this JSON requires less storage needs and leads 

to faster queries to the database. 

The first attribute created in the new universal JSON string is the postid, the value of which can be 

found in the id_str attribute on the original Twitter JSON and represents a unique identifier of a 

tweet (tweet ID). Twitter IDs are unique 64-bit unsigned integers, which are based on time, instead 

of being sequential. 

Another attribute is the timestamp which concerns the datetime a tweet is posted on Twitter. In the 

Twitter JSON the timestamp value lies in the attribute created_at. Time and date are transformed 

to UNIX timestamp7, as Unix time can be represented as an integer making it easier to parse and use 

across different systems. 

Two extra attributes are is_retweet and is_quote. When the original JSON contains the field 

retweeted_status, then is_retweet value is true, meaning that this post is retweet. Similarly, when 

the quoted_status attribute exists in the original JSON, then is_quoted has the value true, meaning 

that the tweet is a quote to another tweet. On the other hand, when the retweeted_status or quoted 

status do not exist in the original JSON as attributes, then is_retweet and is_quote value are false 

(not retweet, not quoted tweet) respectively.  

The next attribute is text which contains the text of a tweet. Its value can be found in the attributes 

text, extended_tweet.full_text8, retweeted_status.text, and retweeted 

status.extended_tweet.full_text. Having detected the complete text a priori conserves a lot of time 

when querying for it, as there is no need to check multiple fields in the database. 

Another two attributes are media_url which is an array of links to the image(s) attached to the tweet 

and media_type which is the type of the media that the media URL contains and the possible values 

that it can take are “Image”, “Video and “Carousel_Album” for more than one images posted in the 

tweet. The value of the attribute media_url can be found in entities.media.media_url, 

extended_tweet.entities.media.media_url, retweeted_status.entities.media.media_url and also in 

retweeted_status.extended_tweet.entities.media.media_url. As the crawler only checks for images 

and for videos, the values that the Twitter crawler gives to the media_type attribute are only the 

“Image” and the “Carousel_Album”. 

Table 5: The fields of the JSON string used for Twitter and Instagram social media posts storage 

Fields Description Notes 

postid The id of a post when it was published. The Instagram posts have a 

different id format from Twitter 

posts. 

platform The social media platform where the post is Possible values: Instagram, Twitter 

 
7 https://www.unixtimestamp.com/ 
8 Dot in JSON fields should be perceived as nesting, e.g. extended_tweet.full_text means that the field extended_tweet is 
an object that contains the field full_text.  

https://www.unixtimestamp.com/
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collected from.  

use_case The use case which the posts belong to. Possible values: 2,5 

text Returns the text of the post.  

location Return values place, lat, long. 

● place: a value that shows the 

location name. 

● lat: Latitude using the (WGS84) 

projection. 

● long: Longitude using the (WGS84) 

projection. 

lat & long both need to be sent even 

though they are sent as two 

separate parameters.  

sentiment The sentiment that the post has after 

sentiment analysis. 

Possible values: pos, neg, neu 

concepts Returns an array of the top concepts from a 

pool of 314 total visual concepts, after the 

analysis of an image from a post. 

E.g. ["Text", "Overlaid_Text", 

"Person", 

"Beards","Male_Person","Text_Lab

eling_People", "Face", "Graphic", 

"Politics", "Adult"] 

timestamp The date and time when the post was 

published in social media. 

Returned format: 2021-07-

25T00:00:10+0000 

media_url The media URL or an array of media URLs 

from a post. 

 

media_type The type of media that is included in the 

post. 

Possible values: IMAGE, 

CAROUSEL_ALBUM, VIDEO 

is_retweet A value that shows if this post is a retweet. Available only on Twitter posts. 

Possible values: true, false 

is_quote A value that shows if this post is a quoted 

tweet. 

 

match Returns the keywords/places that are 

present in the original text from a post and 

match the crawling criteria. 

 

 

The second part of processing the original JSON involves the addition of attribute-value pairs that 

refer to the outcomes of the various knowledge extraction analyses or additional information that 

is beneficial for the use cases. The array attribute location contains the detected locations found 

http://en.wikipedia.org/wiki/World_Geodetic_System
http://en.wikipedia.org/wiki/World_Geodetic_System
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after the localisation analysis (section 3.4.3.1). The attribute concepts is an array attribute that the 

labels of an image of a tweet are stored after the visual concept extraction analysis (section 3.4.3.2). 

In the attribute sentiment is stored the sentiment extracted from the text after sentiment analysis 

(section 3.4.3.3) with the values neg for negative, pos for positive, and neu for neutral. 

Additional useful information that needs to be stored is the platform of the social media where this 

post is collected from (Table 5); to address this, an attribute named platform that has potential 

values “Twitter” and “Instagram” has been created. The value of the field is always “Twitter” as all 

posts of this crawler are Tweets. The search criteria that are matched in the text are stored in the 

array attribute match. Finally, the use case number for which the tweet has been crawled for is 

stored in the attribute use_case. 

To sum up, all the attributes of the new JSON string are displayed in Table 6. The newly formed JSON 

is stored in the MongoDB database after the two-step pre-process ends. There are two separate 

MongoDB collections, one for the use case of climate induced migration in Africa and one for 

sustainable and environmentally friendly tourism in Brazil. Thus, a check is performed after the 

crawling of a tweet, in order to identify for which of the two use cases the tweet has been crawled 

for, by checking simply the field use_case. 

Table 6: Example of JSON stored for a Twitter post 

    { 
        "postid": "1497855506366541825", 
        "is_retweet": false, 
        "is_quote": false, 
        "text": "Due to the extreme hot weather and severe drought in Somalia, animal care for sun protection 
became necessary. Koofida hashayda baad abaarta  jirta ka garan kartaa. https://t.co/ttYSZiYt5a", 
        "language": "en", 
        "timestamp": "2022-02-27T08:45:56+0000", 
        "media_url": [ 
            "http://pbs.twimg.com/media/FMlzpDnXIAEiGos.jpg" 
        ], 
        "media_type": "IMAGE", 
        "use_case": 2, 
        "platform": "Twitter", 
        "sentiment": null, 
        "concepts": [ 
            "Desert", 
            "Outdoor", 
            "Sky", 
            "Landscape", 
            "Daytime_Outdoor", 
            "Sunny", 
            "Fields", 
            "Person", 
            "Clouds", 
            "Hill" 
        ], 
        "location": [ 
            { 
                "placename": "Somalia", 
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                "long": 49.083416, 
                "lat": 8.3676771 
            } 
        ], 
        "match": { 
            "keywords": [ 
                "drought" 
            ], 
            "places": [ 
                "Somalia" 
            ] 
        } 
    } 

3.4.2. Instagram crawler 

The social media Instagram crawler, similar to Twitter crawler, was developed with Python language. 

Unlike Twitter crawler, for the connection to Instagram API no Python library specialized to 

Instagram API connection has been used, as none of the libraries available was found trust-worthy 

at that time. The connection to the Instagram API has been realized using GET requests with the 

help of the Requests9 library in Python. Before explaining how to gain access to Instagram API, it is 

important to discuss the Instagram API, what it offers, which functionalities are used and why. 

In 2018 Instagram released a new API that is built on the Facebook Graph10 called Instagram Graph 

API11 that allows Business and Creators to use apps to manage their presence on Instagram and gain 

insights. The API can be used to get and publish their media (images, videos, comments), reply to 

comments, search for hashtagged media, find media where they have been mentioned by other 

Instagram users and get basic metrics and data about other Instagram Business and Creators. 

In 2019 Instagram released an alternative API called Instagram Basic Display API12. The API provides 

only read-access data and can be accessed by any type of Instagram account. The API can be used 

to get limited basic profile information, the photos and the videos of a user’s Instagram account and 

it does not support stories or insights. 

The Instagram API consists of nodes (objects), edges (collections) on those nodes, and fields (object 

properties). For the Instagram API Graph the nodes and edges are: 

● Nodes 

○ IG Comment: Represents an Instagram comment and has edges: 

■ Replies: A list of IG Comments on the IG Comment 

○ IG Hashtag: Represents an Instagram hashtag and has edges: 

■ recent_media: A list of recently published photo or video with a specific 

hashtag 

 
9 https://docs.python-requests.org/en/latest/ 
10 https://developers.facebook.com/docs/graph-api/ 
11 https://developers.facebook.com/docs/instagram-api 
12 https://developers.facebook.com/docs/instagram-basic-display-api 

https://docs.python-requests.org/en/latest/
https://developers.facebook.com/docs/graph-api/
https://developers.facebook.com/docs/instagram-api
https://developers.facebook.com/docs/instagram-basic-display-api


 

 

This project has received funding from the European Union's Horizon 2020 

research and innovation programme under grant agreement No 101004188 
Page 37 / 77 

 

■ top_media: A list of the most popular photo or video with a specific hashtag 

○ IG Media: Represents an Instagram photo, video, story, or album and has edges: 

■ Comments represents a collection of IG Comments on an IG Media object 

■ Children represents a collection of IG Media objects on an album IG Media 

■ Insights represents social interaction metrics on an IG Media object 

○ IG User: Represents an Instagram Business Account or Instagram Creator Account 

and has edges: 

■ Business Discovery: Returns the basic metadata and metrics about other 

Instagram Business and Creator Accounts 

■ Hashtag Search: Returns the videos that have been tagged with specific 

hashtags 

■ Insights: Returns the social metrics for IG Users and their IG Media objects 

■ Mentions: Identify captions, comments, and media in which an Instagram 

Business or Creator's alias has been tagged or mentioned 

■ Media: Gets all IG Media objects on an IG User 

■ Stories Returns a list of story IG Media objects on an IG User 

■ Tags: Returns a list of IG Media objects in which an IG User has been tagged 

by another Instagram user 

■ IG User Content Publishing Limit: Returns the number of times an IG User 

has published IG Media within a given time period 

■ Live Media: Returns a collection of live video IG Media on an IG User 

■ Media Publish: Publishes an IG Media object on an Instagram Business IG 

User 

■ Mentioned Comment: Returns data on an IG Comment in which an IG User 

has been @mentioned by another Instagram user 

■ Mentioned Media: Returns data on an IG Media in which an IG User has 

been @mentioned in a caption by another Instagram user 

■ Recently Searched Hashtags: This edge allows you to determine the IG 

Hashtags that an IG User has searched for within the last 7 days 

○ Page: Represents a Facebook Page 

○ IG Hashtag search: Returns the ID of an IG Hashtag. Returns the ID of an IG Hashtag. 

IDs are both static and global (i.e., the ID for #bluebottle will always be 

17843857450040591 for all apps and all app users) 

○ IG Container: Returns the fields and edges on an IG Container 

For the Instagram Basic Display API, the nodes and edges are: 

https://developers.facebook.com/docs/instagram-api/reference/ig-media/comments
https://developers.facebook.com/docs/instagram-api/reference/ig-media/children
https://developers.facebook.com/docs/instagram-api/reference/ig-media/insights
https://developers.facebook.com/docs/instagram-api/reference/ig-media
https://developers.facebook.com/docs/instagram-api/reference/ig-user/live_media
https://developers.facebook.com/docs/instagram-api/reference/ig-media
https://developers.facebook.com/docs/instagram-api/reference/ig-user
https://developers.facebook.com/docs/instagram-api/reference/ig-media
https://developers.facebook.com/docs/instagram-api/reference/ig-user
https://developers.facebook.com/docs/instagram-api/reference/ig-user
https://developers.facebook.com/docs/instagram-api/reference/ig-user/mentioned_comment
https://developers.facebook.com/docs/instagram-api/reference/ig-comment
https://developers.facebook.com/docs/instagram-api/reference/ig-user
https://developers.facebook.com/docs/instagram-api/reference/ig-user/mentioned_media
https://developers.facebook.com/docs/instagram-api/reference/ig-media
https://developers.facebook.com/docs/instagram-api/reference/ig-user
https://developers.facebook.com/docs/instagram-api/reference/ig-user/recently_searched_hashtags
https://developers.facebook.com/docs/instagram-api/reference/ig-hashtag
https://developers.facebook.com/docs/instagram-api/reference/ig-hashtag
https://developers.facebook.com/docs/instagram-api/reference/ig-user
https://developers.facebook.com/docs/instagram-api/reference/ig-hashtag
https://developers.facebook.com/docs/instagram-api/reference/ig-container#fields
https://developers.facebook.com/docs/instagram-api/reference/ig-container#edges
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● Nodes 

○ Access Token: This endpoint allows you to exchange short-lived Instagram User 

Access Tokens for long-lived Instagram User Access Tokens 

○ Me: This is a special endpoint that examines the Instagram User Access Token 

included in the request, determines the ID of the Instagram user who granted the 

token, and uses the ID to query the User endpoint 

○ IG Media: Returns the Fields and Edges on an image, video, or album and has edges: 

■ Children: Returns the collection of image and video Media on an album 

Media 

○ Oauth Access Token: This endpoint allows you to exchange an Authorisation Code 

for a short-lived Instagram User Access Token 

○ Oauth Authorize: This endpoint returns the Authorisation Window, which app 

users can use to authenticate their identity and grant your app permissions and 

short-lived Instagram User Access Tokens 

○ Refresh Access Token: Refresh a long-lived Instagram User Access Token that is at 

least 24 hours old but has not expired; Refreshed tokens are valid for 60 days from 

the date at which they are refreshed 

○ User: Represents an Instagram user profile and has edges: 

■ User Media: Returns  a collection of Media on a User 

From the above-mentioned nodes and edges the Instagram crawler is using the IG Hashtag node 

and queries its edge recent_media (Table 7). The reason this endpoint was chosen is because it 

simulates Twitter’s live data stream endpoint as it brings the most recent Instagram posts for an 

Instagram hashtag. So instead of keywords/phrases to retrieve data from API, Instagram hashtags 

are used. Table 7 describes all IG Hashtag node edges, their fields and their limitations. 

Table 7: IG Hashtag node edges, fields and limitations 

IG 

Hashtag 

EDGES 

Description Fields Limitations 

Recent 

Media 

Returns a list of the 

most recently 

published photo and 

video IG Media 

objects published 

with a specific 

hashtag 

● Caption: Text of the of the IG 

post 

● Children: A list of media 

MEDIA IDs (only returned for 

Album IG Media) 

● Comments_count: The 

number of comments in the 

IG post 

● Id: unique identifier for the IG 

● Only returns public 

photos and videos. 

● Only returns media 

objects published 

within 24 hours of 

query execution. 

● Will not return 

promoted / boosted / 

ads media. 

https://developers.facebook.com/docs/instagram-basic-display-api/reference/access_token
https://developers.facebook.com/docs/instagram-basic-display-api/overview#short-lived-access-tokens
https://developers.facebook.com/docs/instagram-basic-display-api/overview#instagram-user-access-tokens
https://developers.facebook.com/docs/instagram-basic-display-api/overview#instagram-user-access-tokens
https://developers.facebook.com/docs/instagram-basic-display-api/overview#long-lived-access-tokens
https://developers.facebook.com/docs/instagram-basic-display-api/overview#instagram-user-access-tokens
https://developers.facebook.com/docs/instagram-basic-display-api/reference/user
https://developers.facebook.com/docs/instagram-api/reference/ig-media/children
https://developers.facebook.com/docs/instagram-basic-display-api/reference/media
https://developers.facebook.com/docs/instagram-basic-display-api/reference/media
https://developers.facebook.com/docs/instagram-basic-display-api/reference/oauth-access-token
https://developers.facebook.com/docs/instagram-basic-display-api/overview#authorization-codes
https://developers.facebook.com/docs/instagram-basic-display-api/overview#short-lived-access-tokens
https://developers.facebook.com/docs/instagram-basic-display-api/overview#instagram-user-access-tokens
https://developers.facebook.com/docs/instagram-basic-display-api/reference/oauth-authorize
https://developers.facebook.com/docs/instagram-basic-display-api/overview#authorization-window
https://developers.facebook.com/docs/instagram-basic-display-api/overview#permissions
https://developers.facebook.com/docs/instagram-basic-display-api/overview#instagram-user-access-tokens
https://developers.facebook.com/docs/instagram-basic-display-api/overview#instagram-user-access-tokens
https://developers.facebook.com/docs/instagram-basic-display-api/reference/refresh_access_token
https://developers.facebook.com/docs/instagram-basic-display-api/overview#long-lived-access-tokens
https://developers.facebook.com/docs/instagram-basic-display-api/overview#instagram-user-access-tokens
https://developers.facebook.com/docs/instagram-basic-display-api/reference/user
https://developers.facebook.com/docs/instagram-basic-display-api/reference/media
https://developers.facebook.com/docs/instagram-basic-display-api/reference/user
https://developers.facebook.com/docs/instagram-api/reference/ig-media
https://developers.facebook.com/docs/instagram-api/reference/ig-media
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post 

● like_count: (v10.0 and older 

calls: value will be 0 if the 

media owner has hidden like 

counts. v11.0+ calls: field will 

be omitted if the media 

owner has hidden like counts 

in it.) 

● Media_type: The type of the 

IG MEDIA optional values: 

“IMAGE”, “VIDEO”, 

“CAROUSEL_ALBUM” 

● Media_url: The link to an IG 

Media photo / video(not 

returned for Album IG Media) 

● Permalink: The permanent 

link to the IG post 

● Timestamp: The date and 

time where the IG POST was 

uploaded (only available on 

v7.0+) 

 

● Responses are 

paginated with a 

maximum limit of 50 

results per page. 

● Responses will not 

always be in 

chronological order. 

● You can query a 

maximum of 30 

unique hashtags 

within a 7 day period. 

● You cannot request 

the username field on 

returned media 

objects. 

● Responses will not 

include any personally 

identifiable 

information. 

Top 

Media 

Represents a 

collection of the most 

popular photo and 

video IG Media 

objects that have 

been tagged with a 

hashtag. 

● Caption: Text of the of the IG 

post 

● Children: A list of media 

MEDIA IDs (only returned for 

Album IG Media) 

● Comments_count: The 

number of comments in the 

IG post 

● Id:unique identifier for the IG 

post 

● like_count (v10.0 and older 

calls: value will be 0 if the 

media owner has hidden like 

counts. v11.0+ calls: field will 

be omitted if the media 

owner has hidden like counts 

in it.) 

● Media_type: The type of the 

IG MEDIA optional values: 

“IMAGE”, “VIDEO”, 

● This edge only returns 

public photos and 

videos. 

● Will not return 

promoted / boosted / 

ads media. 

● Responses are 

paginated with a 

maximum limit of 50 

results per page. 

● You can query a 

maximum of 30 

unique hashtags 

within a 7 day period. 

● You cannot request 

the username field on 

returned media 

objects. 

● Responses will not 

include any personally 

https://www.facebook.com/help/instagram/113355287252104
https://developers.facebook.com/docs/instagram-api/reference/ig-media
https://developers.facebook.com/docs/instagram-api/reference/ig-user/recently_searched_hashtags
https://developers.facebook.com/docs/instagram-api/reference/ig-media
https://developers.facebook.com/docs/instagram-api/reference/ig-media
https://www.facebook.com/help/instagram/113355287252104
https://developers.facebook.com/docs/instagram-api/reference/ig-user/recently_searched_hashtags
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“CAROUSEL_ALBUM” 

● Media_url: The link to an IG 

Media photo / video(not 

returned for Album IG Media) 

● Permalink: The permanent 

link to the IG post 

● Timestamp: The date and 

time where the IG POST was 

uploaded (only available on 

v7.0+) 

identifiable 

information. 

 

 

To gain access to Instagram API and retrieve data, a developer needs to have: 

● An Instagram Business Account or Instagram Creator Account. 

● A Facebook Page connected to that account. 

● A Facebook Developer account that can perform Tasks on that Page. 

● A registered Facebook App with Basic settings configured. 

Also, a User Access Token is needed in order to access the user’s data and have temporary secure 

access to Instagram APIs. A User Access Token is a string that identifies a user, app, or Page and can 

be used by the app to make graph API calls. In order to obtain the token, the user needs to connect 

to the Facebook App with Facebook/Instagram Login and approve the consent request about 

Instagram’s data privacy policy13 that gives permission to the app to access his data and generate a 

short-lived Access Token valid for an hour by using the Oauth Authorize endpoint. The short-lived 

Access Token can be exchanged for a long-lived Access Token valid for 60 days using the Access 

Token endpoint. Furthermore, Instagram requires to Review14 your app to make sure that you use 

their data in an approved manner. The process involves specifying the type of data your app will be 

requesting from users and describing how you will use the data. 

After the generation of the long-lived Access Token, the crawler can access the Instagram API and 

collect Instagram posts data in real time. However, Instagram API does not offer the live data 

streaming functionality of Twitter, so similar results are achieved by the crawler calling the 

Instagram API continuously in small periods of time. It is worth mentioning the limit rates15 that the 

API offered by Instagram are significantly lower than Twitter Limit Rates. 

Rate limiting defines limits on how many API calls can be made within a specified time period. Graph 

API requests made with an access token are counted against that app’s rate limit. An app’s call count 

is the number of calls it can make during a rolling one-hour window and is calculated as follows: 

Calls within one hour = 200 * Number of Users 

 
13 https://help.instagram.com/519522125107875 
14 https://developers.facebook.com/docs/apps/review 
15 https://developers.facebook.com/docs/graph-api/overview/rate-limiting 

https://developers.facebook.com/docs/instagram-api/reference/ig-media
https://developers.facebook.com/docs/instagram-basic-display-api/reference/oauth-authorize
https://developers.facebook.com/docs/facebook-login/access-tokens#apptokens
https://help.instagram.com/519522125107875
https://developers.facebook.com/docs/apps/review
https://developers.facebook.com/docs/graph-api/overview/rate-limiting
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The total number of calls your app can make per hour is 200 times the number of users. Please note 

this is not a per-user limit. Any individual user can make more than 200 calls per hour, as long as the 

total for all users does not exceed the app maximum. In this case the user of the app is only the 

Instagram crawler, so it's only 200 calls per hour. Furthermore, there are other two limits that are 

very important to track the Total CPU TIME which is the amount of CPU time the request takes to 

process and the Total Time that is the length of time the request takes to process. When total CPU 

time or total time reach 100, calls may be throttled. If these limits are reached, the crawler is blocked 

to make other calls to the API for one hour. 

Instagram crawler’s time frequency per call and number of posts are chosen after experimenting 

with the rate limits of Instagram API. Our trials showed that the IG Hashtag endpoint utilizes heavily 

the Total CPU TIME limit and it severely restricts the crawler’s calls to API before the crawler reaches 

the maximum calls to API. Also troubling was the fact that the Total CPU TIME is dynamically 

calculated on the server side after every call to the API and every Instagram post has a different 

impact on Total CPU TIME. Also, Instagram does not clarify how this limit is calculated. So, after trial 

and error, starting from less frequent calls with less posts to more frequent calls with more posts, 

we reached a point where the Total CPU TIME was maximized consistently having the most requests 

to the API. So, the Instagram Crawler queries the Instagram API every ten minutes. Every call fetches 

the 25 most recent Instagram posts in a batch from the IG Hashtag node using the edge 

recent_media (Table 7).  

As input the Instagram Python Client gets the access token and the filtering parameters (lists of 

search criteria, i.e. hashtags), while the output for each retrieved Instagram post from the 

recent_media edge of the IG HashTag node is a JSON string. The received posts are stored with JSON 

format in the same MongoDB16 as the Twitter Crawler. 

Similar to Twitter, the Instagram crawler applies a two-step processing to Instagram posts before 

they are stored in the database when they are retrieved after a call in the API. The first part involves 

the extraction of Instagram's original JSON attributes values to a new polished JSON string to include 

only attributes that are universal both on Twitter and Instagram APIs and are useful to the scope of 

our use cases (Table 5). Also, this JSON requires less storage needs and leads to faster queries to the 

database. 

The new JSON includes the same attributes as Twitter, except of the attributes is_retweet and 

is_quote, as there is no functionality of retweet and quote posts on Instagram. Furthermore, the 

Instagram API is giving far less information about the post than the Twitter API. No personal 

information about the user who uploaded the post or geolocation data can be found in the original 

JSON. So, the creation of the new universal JSON is more straightforward. The value of postid can 

be found in the Id field from Instagram’s original JSON. The information of the attributes timestamp, 

media_url, media_type, text, are found in Instagram's JSON attributes Timestamp, Media_Url, 

Media_Type, and Caption respectively. 

The second part of processing the original JSON deals with the addition of attribute-value pairs 

coming from various knowledge extraction analyses. An array attribute location contains the 

detected location found after the localisation analysis (section 3.4.3.1), in the attribute concepts are 

 
16 https://www.mongodb.com/ 

https://www.mongodb.com/
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stored the relevant labels of an image of an Instagram post after the visual concept extraction 

analysis (section 3.4.3.2) and lastly in the attribute sentiment is stored the sentiment extracted from 

the text with sentiment analysis (section 3.4.3.3) 

The additional information that needs to be stored in the database, the Instagram crawler handles 

it in the same way as the Twitter crawler. For example, the attribute platform is given the value 

“Instagram” for every Instagram post. The search criteria that got matched in the text are stored in 

the array attribute match and the number of the use case is always the UC5 of environmentally 

friendly tourism in Brazil as the Instagram data are used only for that use case. 

All the attributes of the new JSON string are displayed in Table 8 and the newly formed JSON is 

stored in the MongoDB database after the two-step pre-process ends. 

Table 8: Example of JSON stored for an Instagram post 

{ 

        "postid": "17981581765467583", 

        "media_type": "CAROUSEL_ALBUM", 

        "media_url": "https://www.instagram.com/p/CahhTAXLBFd/media?size=l", 

        "timestamp": "2022-02-28T14:07:36+0000", 

        "text": "My personal favorite spot in this region, more humble than Transcoso, less busy. Nice to sit in the shade 

of a tree to eat something, walk around and admire the view behind the church 🙏\n\n#gratitude #gratidão #happy 
#happymonday #felicidade #igreja #church #eglise #roadtrip #viagem #voyage #bonheur #bresil #brasil #brazil #bahia 
#travelphotography #travel #arraialdajuda #traveler #architecture", 

        "platform": "Instagram", 

        "use_case": 5, 

        "location": [ 

            { 

                "placename": "Brazil", 

                "long": -53.2, 

                "lat": -10.3333333 

            } 

        ], 

        "concepts": [ 

            "Building", 

            "Outdoor", 

            "Religious_Building", 

            "House_Of_Worship", 

            "Free_Standing_Structures", 

            "Tower", 

            "Urban_Scenes", 

            "Church", 

            "Synagogue", 

            "Windows" 

        ], 

        "sentiment": null, 

        "match": { 

            "keywords": [ 
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                "voyage" 

            ], 

            "places": [ 

                "brazil" 

            ] 

        } 

    } 

3.4.3. Visual and textual analysis 

Prior to storing the new social media posts from Twitter and Instagram to the respective collection 

in the database, a set of analysis techniques is performed in order to extract (a) the location of a 

new social media post, (b) the visual concepts of an image in the post, (c) the sentiment conveyed 

from the text of the post. The extracted knowledge derived from the analysis is stored as JSON pairs 

of attribute-value, enhancing the JSON string coming from the Twitter and Instagram crawler 

explained in section 3.4.1 and 3.4.2, respectively. 

3.4.3.1. Localisation 

Social media posts often lack geolocation information. Geolocation is critical information for T3.2, 

as the post needs to be geo-referenced to specific regions per use case (Africa, Brazil). Twitter API 

lacks geolocation; this is apparent from the already collected data described in section 3.5. Only very 

few tweets provide geolocation. Furthermore, Instagram API provides no geolocation information 

at all. To solve this problem, a localisation module which searches locations that are mentioned in 

the text of the social media posts and links them to coordinates in the World Geodetic System 

(WGS84) is used. This module was developed within the framework of the European project EOPEN 

and it is reused by INFALIA as a spin-off company of CERTH. 

The localisation module accepts as input Twitter text, pre-processes it and forwards it in a Long 

Short-Term Memory (LSTM) network. For each word or phrase that is detected as a location, a 

Named Entity Recognition label is assigned to it. Then, these labels are used to form queries to 

OpenStreetMap API17 which links them with geolocation data and fetches the precise coordinates 

for each label (location). 

Specifically, the module can be used as a standalone web service that accepts as input a string (the 

text of a social media post) and returns a JSON string with the precise coordinates and the complete 

name of the place after it queries the OpenStreetMap API. An example of the JSON structure that is 

added to the attribute of the social media posts after using this service is available in Table 9. 

Table 9: Example of JSON stored after calling the localisation service 

"location": [ 

            { 

                "placename": ‘The State of Tigray, Central Tigray, Ethiopia’, 

 
17 https://wiki.openstreetmap.org/wiki/API 

https://wiki.openstreetmap.org/wiki/API
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                "long": 38.83333, 

                "lat": 14.16667 

            } 

        ] 

3.4.3.2. Visual concept extraction 

The analysis and extraction of the visual concepts from social media is realized by a module that 

extracts high level information (concepts) from the images of the posts. The usage of these concepts 

is to examine if the posts have similar content and are relevant to the topic of interest (e.g. image 

of deserts or touristic landscapes). This module, like localization in section 3.4.3.1, was also 

developed within the framework of the European project EOPEN and it is reused by INFALIA as a 

spin-off company of CERTH. 

The visual concept extraction is used as a standalone web service where the input is defined as a 

URL of a social media image and returns a JSON string with the list of extracted concepts (top ten). 

The concepts that are extracted from the image of posts after the usage of this service can be seen 

in the following example (Table 10). 

Table 10: Example of JSON stored after calling the visual concept extraction service 

  "concepts": [ 

            "Text", 

            "Graphic", 

            "Computer_Or_Television_Screens", 

            "Scene_Text", 

            "Charts", 

            "Maps", 

            "Synthetic_Image", 

            "Network_Logo", 

            "Overlaid_Text", 

            "Text_On_Artificial_Background" 

        ] 

3.4.3.3. Sentiment analysis 

Sentiment Analysis is a Natural Language Processing (NLP) task that aims to extract sentiments and 

opinions from text. It is considered a text classification problem because the process includes several 

operations that result in classifying whether a given text expresses a positive, negative or neutral 

sentiment. Given the text and accompanying labels, a model can be trained to predict the correct 

sentiment. Sentiment analysis techniques can be categorized into machine learning approaches, 

lexicon-based approaches, and even hybrid methods. More recently, deep learning techniques, such 

as RoBERTa and T5, are used to train high-performing sentiment classifiers. To evaluate sentiment 

analysis systems, benchmark datasets like SST and IMDB movie reviews are used. 
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To this extent, there are other similar tasks such as emotion classification, which is the process of 

identifying and analysing the underlying emotions expressed in textual data, that classifies text on 

more categories such as fear, anger, happiness, sadness, love, inspiring, or neutral. There are some 

alternatives to this task that can be selected depending on the occasion. 

Sentiment analysis is a complicated task that requires many aspects to be considered in order to 

achieve good results. For this reason, it is necessary to tackle efficiently other NLP sub-tasks, for 

example negation handling, sarcasm detection, word sense disambiguation and opinion 

summarization. 

There are three main classification levels in sentiment analysis that are categorized based on text 

volume. It is on document-level, sentence-level, and aspect-level. Document-level approaches 

consider the whole document a basic information unit and it assumes that the writer is talking about 

one topic. Sentence-level approaches aim to classify the sentiment expressed in each sentence. 

Classifying text at the document level or at the sentence level does not provide the necessary detail 

needed to evaluate opinions on all aspects of an entity, which is needed in many applications. To 

obtain these details we need to go to the aspect level. Aspect-level aims to classify the sentiment 

with respect to the specific aspects of entities. The first step is to identify the entities and their 

aspects. This deliverable focuses on document and sentence level classification since social media 

posts are usually only a few sentences long. 

In the following sections some past approaches are presented along with the current state of the 

art models that have been used to tackle this task and the selected state of the art method that was 

implemented for DeepCube. 

3.4.3.3.1 Related work  

Past approaches 

The last few years numerous enhancements have been proposed and tested with regard to 

sentiment analysis algorithms and respective applications have been tried. The first step in all 

approaches is to extract and select the appropriate text features. The next step is to implement a 

classification technique based on these features. Sentiment Classification techniques can be roughly 

divided into machine learning approaches, lexicon-based approaches and hybrid approaches [14]. 

For the first step, many statistical methods for feature extraction were developed, but the 

pretrained word and sentence embeddings showed better performance for NLP tasks due to their 

ability to retain the semantics and the syntax of the words in the sentence. The most notable of 

them being Word2Vec [16], GloVe [17], and FastText [2]. 

The Lexicon-based approaches, which were the first to be applied in the Sentiment Analysis task, 

rely on a sentiment lexicon, which refers to a collection of known and pre-compiled sentiment 

terms. It depends on compiling the opinion lexicon which consists of polarising words, phrases and 

idioms to positive and negative. It is divided into a dictionary-based approach and a corpus-based 

approach which use statistical or semantic methods to find sentiment polarity. The dictionary-based 

method depends on finding opinion seed words, and then searches the dictionary of their synonyms 

and antonyms. The corpus-based method begins with a seed list of opinion words, and then finds 
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other opinion words in a large corpus to help in finding opinion words with context specific 

orientations. This could be done by using statistical or semantic-based methods. 

More recently Machine Learning (ML) approaches have found application in the specific task, 

leveraging linguistic features. The text classification methods using ML approach can be roughly 

divided into supervised and unsupervised learning methods. The supervised methods make use of 

a large number of labelled training documents. Some supervised learning methods that are worth 

mentioning are Decision Trees [9], Hidden Markov Model (HMM) [7], Support Vector Machine (SVM) 

[4] and Conditional Random Fields (CRFs) [8]. The unsupervised methods are used when it is difficult 

to find these labelled training documents. Some unsupervised methods for this task are Topic 

Sentiment mixture [15] and the Dependency Sentiment-LDA [10]. 

However, in the last decade, more innovative solutions were introduced such as the semi-supervised 

deep learning models based on biLSTM [3] (bidirectional Long Short-Term Memory) architectures, 

and most importantly, the Transformer-based [22] ones. LSTMs are designed to avoid the long-term 

dependency problem because they have the ability to remember information over multiple 

sentences. They can learn selectively how and when to forget and when not to use gates in their 

architecture (forget gates), they also work around the vanishing gradient problem, which is 

encountered in the case of XXX approaches. An important variant of LSTMs is the biLSTM 

(bidirectional Long Short-Term Memory). biLSTM is a sequence processing model that consists of 

two LSTMs, one taking the input in a forward direction, and the other in a backwards direction. 

BiLSTMs effectively increase the amount of information available to the network, improving the 

context available to the algorithm by knowing what words immediately follow and precede a word 

in a sentence. Moreover, the Transformer encoder adopts a fully-connected self-attention structure 

to model the long-range context. Transformer includes two separate mechanisms; an encoder that 

reads the text input and a decoder that produces a prediction for a selected task which in this 

domain is sentiment analysis. 

The Hybrid Approach combines both approaches and is very common with sentiment lexicons 

playing a key role in the majority of methods. 

Current state-of-the-art models 

Although pretrained embeddings have proven to be powerful, they lack context-based mutability. 

Word2Vec, GloVe, and FastText use fixed embeddings for each of the words, thus producing one-

to-one mapping, which in many cases is not appropriate and requires additional attention. Recent 

research studies have proposed methods that produce different embeddings for the same word, 

taking into consideration specific contexts [18]. In recent years a breakthrough in word 

representation was ELMo [18]. Based on the observation that words have different meanings based 

on context, ELMo models contextualized word-embeddings. This means that the method assigns an 

embedding based on the context it is used in to capture the word meaning in that specific context. 

Instead of using a fixed embedding for each word, ELMo looks at the entire sentence before 

assigning each word in it an embedding. It uses a biLSTM trained on a specific task to be able to 

create those embeddings. 

Nowadays, most of the state-of-the-art models are based on the BERT model (Bidirectional Encoder 

Representations from Transformers) [6]. BERT is based on ELMo [18], the Transformer [22] and 
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Semi-supervised Sequence Learning [5] among other concepts. Implementing the encoder 

functionality of the transformer, BERT takes a sequence of words as input which keep flowing up 

the stack. Each layer applies self-attention, and passes its results through a feed-forward network, 

and then hands it off to the next encoder. It also incorporates two training strategies. The first 

strategy is the Masked Language Modeling (Masked LM), which means that before feeding word 

sequences into BERT, some words in each sequence are replaced with a [MASK] token. The model 

then attempts to predict the original value of the masked words, based on the context provided by 

the other, non-masked, words in the sequence. The second strategy is that the model receives pairs 

of sentences as input and learns to predict if the second sentence in the pair is the subsequent 

sentence in the original document. The assumption is that the random sentence will be 

disconnected from the first sentence. When training the BERT model, Masked LM and Next Sentence 

Prediction are trained together, with the goal of minimizing the combined loss function of the two 

strategies. It achieved state of the art results at the time of publishing on eleven natural language 

processing tasks. 

Models worth mentioning that achieve good results on sentiment analysis that are influenced from 

BERT are XLNet [24], RoBERTa [11] and T5 [19]. 

XLNet [24] achieved a huge improvement for sentiment analysis compared to BERT. XLNet is a 

generalized autoregressive model where the next token is dependent on all previous tokens. XLNet 

is “generalized” because it captures bidirectional context by means of a mechanism called 

“permutation language modeling”. It integrates the idea of autoregressive models and bidirectional 

context modeling, yet overcoming the disadvantages of BERT. The main difference is that it uses 

word permutations instead of masking them and therefore corrupting the data. 

RoBERTa [11] is a model that achieved State of the Art results by carefully finetuning BERT’s 

hyperparameters. Also, it was trained on much larger datasets and the masking of the words was 

also optimised in a process that is described as dynamic masking. In addition to that, other 

optimizations involve alternatives to the next sentence prediction method and also larger batch 

sizes at the time of training. 

T5 (Text-to-Text Transfer Transformer) [19] achieved great results on eliminating the need of 

pretraining a Masked Language Model and implementing Next Sentence Prediction objective and 

then fine-tune it on downstream tasks (as seen on the methodology of BERT). Text-to-text 

framework on the contrary, suggests using the same model, same loss function and the same 

hyperparameters on all NLP tasks. In this approach, the inputs are modelled in such a way that the 

model shall recognize a task, and the output is simply the ”text” version of the expected outcome. 

Datasets 

Some established datasets that are being used as benchmarks for this task are Stanford Sentiment 

Treebank (SST) [20], TweetEval [1] and IMDb Movie Reviews [13] and they are briefly explained in 

the following: 

The Stanford Sentiment Treebank [20] is a corpus with fully labelled parse trees that allows for a 

complete analysis of the compositional effects of sentiments in a language. The corpus is based on 

the dataset introduced by Pang and Lee (2005) and consists of 11,855 single sentences extracted 
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from movie reviews. It was parsed with the Stanford parser and includes a total of 215,154 unique 

phrases from those parse trees, each annotated by 3 human judges. 

Each phrase is labelled as either negative, somewhat negative, neutral, somewhat positive or 

positive. There are two variations; the first is called SST-5 and it comprises all 5 labels and the second 

is a binary classification called SST-2 and the labels are negative or somewhat negative vs somewhat 

positive or positive with neutral sentences discarded. 

TweetEval [1] is a Twitter dataset for a unified benchmark for many NLP sub-tasks. These consist of 

Emotion Recognition with 4 labels (anger, joy, sadness, optimism), Emoji Prediction with 20 labels 

(20 different emojis), Irony Detection, Hate Speech Detection, Offensive Language Identification, 

Sentiment Analysis with 3 labels (positive, neutral, negative) and, finally, Stance Detection with 3 

labels: in favour, neutral or against. For training, depending on the sub-task, data sizes range from 

a few hundred instances (tweets) to over 40,000. 

The IMDb Movie Reviews dataset [13] is a binary sentiment analysis dataset consisting of 50,000 

reviews from the Internet Movie Database (IMDb) labelled as positive or negative. The dataset 

contains an even number of positive and negative reviews. Only highly polarizing reviews are 

considered. A negative review has a score smaller than 4 out of 10, and a positive review has a score 

bigger than 7 out of 10. No more than 30 reviews are included per movie. The dataset contains 

additional unlabelled data. 

3.4.3.3.1 DeepCube methodology  

Selected approach for the context of DeepCube 

Transformer-based models such as BERT [6] or XLNET [24] outperform previous linear models and 

neural network methods based on LSTMs or CNNs in many tasks, including sentence and text 

classification. For social media text, however, existing pretrained models, trained on standard 

corpora, are far from optimal. Thus, a RoBERTa model that was retrained on 58M tweets and 

finetuned for sentiment analysis, with the TweetEval as benchmark, was the best option for the 

requirements of DEEPCUBE. TweetEval [1] was selected because it is ideal for social media analysis, 

since it is comprised of social media posts. Additionally, the pretrained RoBERTa model was selected 

since it is one of the top performing systems in GLUE [23]. Finally, it does not employ the Next 

Sentence Prediction (NSP) loss, that is used on other BERT-like architectures, making the model 

more suitable for Twitter where most tweets are composed of a single sentence. 

Evaluation 

The evaluation process for this deliverable is twofold. First of all, the ranking of the selected RoBERTa 

model on three major benchmarks is presented. Secondly, an independent evaluation is performed 

on 50 random sentences extracted from twitter to preview the effectiveness of this model. 

On the SST-2 benchmark it achieved 96.7 accuracy that puts it behind the state-of-the-art model by 

just 0.8 points, which is very close considering that SST is a general corpus dataset. 

On SST-5 RoBERTa coupled with Self Explaining Structures [21] achieves the best accuracy score 

which is 59.1. This is considered a low score but it is to be expected on a classification of this nature 

since on many instance categories are up for different interpretations. For example, the sentence 
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“An engaging overview of Johnson’s eccentric career.” has a score of 0.77778. Scores in the range 

(0.6, 0.8] are labeled positive and in the range (0.8, 1.0] very positive, so the model could easily label 

the sentence as very positive. 

On TweetEval the RoBERTa base model retrained on Twitter data, ranks third with an accuracy score 

of 72.8 on sentiment analysis. A very recent study (submitted on February 2022) titled “TimeLMs: 

Diachronic Language Models from Twitter” [12] pushed the accuracy score almost one point further 

making it the best performing model of this benchmark. 

 

3.4.4. Compliance to platform policies 

This section regards the up-to-date social media platform policies of Twitter18 and Instagram19 20 

that are relevant to T3.2 and reports on how INFALIA’s DeepCube components are in line with them.  

The policies that are vital to the social media task are (i) the data storage policy which specifies how 

long the collected data can be stored in the database, (ii) the data usage policy which describes what 

types of pre-processes are eligible to be applied on the social data, and (iii) the data display policy 

that describes the nature of the data that are able to be posted in the Social Media Web Application. 

A quoted part of these policies from both platforms are shown in Table 11. 

Table 11: Basic points of the Instagram and Twitter policies that are relevant to T3.2 

Social Media Quoted Policies 

 
18 https://developer.twitter.com/en/developer-terms/agreement-and-policy 
19 https://developers.facebook.com/terms 
20 https://developers.facebook.com/devpolicy/ 

https://developer.twitter.com/en/developer-terms/agreement-and-policy
https://developers.facebook.com/terms
https://developers.facebook.com/devpolicy/
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Type of Policy 
Compliance 

Instagram Twitter 

Data storage policy “Delete all Platform Data as soon as 

reasonably possible in the following 

cases: 

I. When retaining the Platform 

Data is no longer necessary for 

a legitimate business purpose 

that is consistent with these 

Terms and all other applicable 

terms and policies.  

When you stop operating the 
product or service through 
which the Platform Data was 
acquired” 

● “If you store Twitter Content 
offline, you must keep it up to 
date with the current state of 
that content on Twitter. 
Specifically, you must delete 
or modify any content you 
have if it is deleted or 
modified on Twitter. This 
must be done as soon as 
reasonably possible, or 
within 24 hours after 
receiving a request to do so 
by Twitter or the applicable 
Twitter account owner, or as 
otherwise required by your 
agreement with Twitter or 
applicable law. This must be 
done unless otherwise 
prohibited by law, and only 
then with the express written 
permission of Twitter.” 

Data usage policy “You will not perform, or facilitate or 

support others in performing, any of 

the following prohibited practices 

(collectively, “Prohibited Practices”): 

• Processing Platform Data to 

discriminate or encourage 

discrimination against people 

based on personal attributes 

including race, ethnicity, color, 

national origin, religion, age, 

sex, sexual orientation, gender 

identity, family status, disability, 

medical or genetic condition, or 

any other categories prohibited 

by applicable law, regulation, or 

Meta policy. 

● Processing Platform Data to 
make eligibility determinations 
about people, including for 
housing, employment, 
insurance, education 

“Location Data. You will not (and 
you will not allow others to) 
aggregate, cache, or store location 
data and other geographic 
information contained in the 
Twitter Content, except in 
conjunction with the Twitter 
Content to which it is attached. 
You may only use such location 
data and geographic information 
to identify the location tagged by 
the Twitter Content. You may not 
use location data or geographic 
information on a standalone 
basis.” 
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opportunities, credit, 
government benefits, or 
immigration status. By 
eligibility determinations, we 
mean determining whether to 
provide, deny, or take away a 
particular benefit (for example, 
housing or scholarships) as well 
as determining the terms under 
which the benefit will be 
provided, denied, or taken 
away” 

Data privacy policy  “Comply with applicable law and 
regulations, including data security and 
privacy laws, rules, and regulation” 

● “You also must comply with all 
applicable laws and regulations 
(including the Children’s Online 
Privacy Protection Act (“COPPA”) 
and the Video Privacy Protection 
Act (“VPPA”))” 

“Data Protection Addendum. 
Twitter International Company 
(“TIC”), an Irish registered 
company, controls some of the 
Twitter Content, as set forth in the 
Twitter Privacy Policy, and has 
authorized Twitter to license such 
Twitter Content under this 
Agreement (such Twitter Content 
is “Twitter European Data”). To 
the extent that you receive Twitter 
European Data, you agree that in 
addition to this Agreement, the 
Twitter Controller-to-Controller 
Data Protection Addendum 
located at 
https://gdpr.twitter.com/en/contr
oller-to-controller-transfers.html 
shall apply to Twitter European 
Data and is hereby incorporated 
by reference.” 
“You may not publish or post other 
people's private information (such 
as home phone number and 
address) without their express 
authorization and permission. We 
also prohibit threatening to 
expose private information or 
incentivizing others to do so” 

 

According to the quotes from the Instagram policy about the content storage compliance, the data 

must be deleted at the end of the project. On the other hand, the Twitter policy has no limitations 

regarding the amount of time we are allowed to store and analyse tweets. Former policy (Article 

I.F.2.b.ii) limited companies to store the data for six months, but this no longer applies. 

https://gdpr.twitter.com/en/controller-to-controller-transfers.html
https://gdpr.twitter.com/en/controller-to-controller-transfers.html
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Regarding the data usage policy, Twitter approves only pre-processes derived from the content of 

the data (e.g. text, images). Instagram prohibits pre-processes that have some kind of hurtful impact 

on the user who views the analysed data. INFALIA does comply with the above, considering that the 

localisation service and sentiment analysis are performed on the text, visual concept extraction on 

the images, and none of these analyses generate potentially harmful knowledge. 

The policy regarding the privacy of data for Twitter is to comply with European GDPR21 rules and to 

not publish any private information from the Twitter users, e.g. addresses or personal data. The 

Instagram policy on this matter is to comply with the current regulation and laws for data usage in 

public, which is the European GDPR and COPPA and VPPA for the video media data. For the above 

reasons, INFALIA does not provide, visualize or store any kind of user information, such as address, 

usernames and any kind of personal data. Also, INFALIA does not store any video media for this task. 

Important note: The quoted policies appearing are only a part of the Twitter and Instagram platform 

policies. INFALIA has read all the terms and has developed the DeepCube components with respect 

to these rules. 

3.5. Collected data 

This section is dedicated to the collected social media data during the first year of the DeepCube 

project. The posts have been collected by the time the social media post crawling has started, i.e. 

25/06/2021, till 31/12/2021 for both aforementioned use cases. The current status of the collection 

can be seen in Table 12. 

It is apparent in the table that the topic of climate induced migration in Africa is by far more popular 

online than the topic of sustainable and environmentally friendly tourism in Brazil. Also, in the case 

of sustainable tourism in Brazil the social media posts from Instagram are twice as many as tweets. 

This indicates that the Instagram platform is much more popular for tourism topics. 

Only a very low number of tweets, about 0,2%-0,3%, contains geo-location information for each use 

case. This highlights the need for the localisation analysis (section 3.4.3.1). Here, it should be noted 

that the Instagram API does not provide any geo-location. However, after the localisation analysis 

the detected places in text reaches almost up to 85% from the use case of climate induced migration 

in Africa and to 99.9% in the use case of sustainable tourism in Brazil. These stats are elevated most 

likely due to the nature of our search criteria, since each social media post collected by the crawlers 

has to include words that refer to real geographical places (e.g. Africa, Ethiopia, Tigray, etc.). For this 

reason, the text is rich with words that refer to real locations and the localisation analysis is able to 

extract them almost from each post.  

In order to upload a post on Instagram, a media (video, image) needs to be included in contrast to 

the Twitter platform where no media is required to tweet a post, thus only 24% to 35% of the tweets 

contain an image, which is a low percentage, but still significant to extract the visual concepts 

(section 3.4.3.2).  

 
21 https://gdpr.eu/ 

https://gdpr.eu/
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Table 12: The statistics for the social media collected for the first year of the DeepCube project 

USE CASE PLATFORM Collected  
Post with 

Media 

Posts with geo-

location by 

Platform 

Post with 

location 

detected 

in Text 

Climate induced 

migration in 

Africa 

Twitter 2,710,434 
671,217 

(24.7%) 

6,979 

(0.2%) 

 

2,296,366  

(84.7%) 

Sustainable and 

environmentally 

friendly tourism 

in Brazil 

Twitter 7,307 
2,522 

(34.5%) 

25 

(0.3%) 

7,306 

(99.9%) 

Instagram 16,207 
16,207 

(100%) 

No geo-location 

available 

16,194 

(99.9%) 

 

Additionally, in Figure 2, Figure 3 and Figure 4 the keywords from the search criteria that led to the 

most posts for the first year are visible. The keywords “Aid”, “Humanitarian”, “Conflict”, “Famine”, 

and “Violence” brought the most tweets for UC2 in Twitter. Furthermore, for UC5 the keywords that 

retrieved the most tweets were “Trip” and “Hotel”. In this case, these two keywords brought 

significantly more tweets. Moreover, for UC5 and the Instagram crawler the hashtags that were 

more popular and fetched the most Instagram posts were “Travel”, “Tourism”, “Voyage”, “Hotel”, 

and “Travelgram”. Finally, the results mentioned above indicate that the UC5 Twitter crawler may 

need some search criteria refinement, as the vast majority of the tweets are collected based on only 

two keywords.  

 
Figure 2: Most popular search keywords in Twitter and UC2  
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Figure 3: Most popular search keywords in Instagram and UC5 

 
Figure 4: Most popular search keywords in Twitter and UC5 
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3.6. Past data 

For UC2 and climate induced migration in Africa there was an interest to explore past Twitter 

datasets referring to reasons of displacements (e.g., hunger, war, natural disasters, crisis) in the 

region of Africa from previous years. However, Twitter API offers tweets that are only two weeks 

old. After that time limit there is not a valid way to retrieve older data using the API. For this reason, 

INFALIA searched for Twitter datasets from previous years referring to disasters, wars, hunger and 

any other reason of displacement in the region of Africa, provided by the scientific community. Two 

published research papers were discovered that include datasets relevant to the topic and area of 

interest. 

The authors of the first paper (Shekhar et al. 2015) collected streaming tweets related to disasters 

and built a sentiment classifier in order to categorize the users’ emotions during disasters based on 

their various levels of distress. Furthermore, they analysed the geographical distribution and 

occurrence frequency of various disasters on different continents. The dataset described in this 

paper was collected with the Twitter API, referring to four categories of natural disasters all over 

the world: earthquakes, floods, droughts and forest fires. According to the authors, around 60,000 

tweets were collected, of which a significant number refer to disasters happening in Africa.  

The authors of the second paper (Koren et al. 2021) deployed a supervised machine learning 

approach to separately identify geolocated tweets concerning food and water insecurity, in both 

English and Swahili, across urban areas in Kenya. Then, the data were analysed to create daily 

measures of food and water insecurity in order to examine how perceived food insecurity 

moderates and/or reinforces perceived water insecurity’s impacts on social unrest, and vice versa. 

The collected dataset consists of English and Swahili tweets focused on water and food scarcity in 

the region of Kenya. Important here is to add that for the collection of the dataset from the Twitter 

API they used similar keywords (search criteria) to UC2’s (Table 4) such as ‘drought’, ‘water,’ ‘food,’ 

‘maize’. 

Then, INFALIA examined the above datasets in order to find the most suitable for UC2. The one 

introduced in (Koren et al. 2021) focuses on the region of Kenya, which is very relevant to UC2 in 

contrast to the dataset in (Shekhar et al. 2015) where only a part of the dataset refers to Africa. The 

first dataset also contains much more tweets than the latter, and it has been created with search 

criteria similar to UC2, thus the content of the tweets is expected to be more relevant. For the above 

reasons, the dataset of (Koren et al. 2021) was deemed the best choice and is explained below in 

further detail, while an initial analysis has been realised to identify what could be reused in UC2. 

The dataset consists of 316,610 tweet IDs collected for the Swahili language and 910,721 tweet IDs 

collected for the English language. Out of these, INFALIA downloaded only the English tweets from 

Twitter API using the tweet ID. The tweets that were found still online were 112,520, posted by 

users in Kenya from August 23, 2017 to March 10, 2019. Furthermore, out of the total downloaded 

English tweets, 17,014 contained relevant UC2 search criteria keywords (e.g. drought, maize, flood, 

etc.). Additionally, 3,013 tweets out of the total tweets mention an area of interest (e.g. Africa, 

Somalia, Ethiopia, Tigray etc.). Finally, 788 tweets mention both an area of interest and contain a 

relevant keyword in the text. 
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For the dataset analysis, INFALIA grouped all the tweets per day, counted the number of tweets 

appearing in each day, and visualized these data in a line chart, in order to observe if there are any 

spikes in the activity of tweets for certain time periods. The spikes in the activity most probably 

suggest that a real-life event may have happened on these particular dates. The data are visualized 

in a line chart in Figure 5. 

 

Figure 5: Number of tweets per day for the dataset of (Koren et al. 2021) 

To find the exact dates of the peaks, which are visible in Figure 5, the method STA/LTA (Allen, 1978) 

was applied, which comes from the field of Geophysics and most specifically has been used for the 

detection of earthquakes. The STA/LTA method aims to find and differentiate the visible peaks from 

the fluctuation with low background noise (number of tweets for days that are not events).  

By utilizing this method, the exact dates that have a high number of tweets (peaks) and the number 

of tweets of each date are extracted from the dataset. Then, the most frequent keywords in the text 

of the tweets for each day are calculated, in order to understand the content of the tweets for each 

date. Having the most common words and the dates as reference, a search has been conducted to 

discover news items that can correlate the peaks with real-life events. 

Table 13 shows the real-life events that were discovered through the analysis of the dataset. Four 

out of six of these events refer to a disaster, therefore a possible reason for displacement, which is 

relevant to UC2. In more detail, there were two events correlated with droughts, one with a fire in 

the region of Lang’ata in Kenya and one with a flood in Nairobi. The other two (irrelevant) events 

concerned a food-related scandal with a contaminated contraband of sugar with mercury and a 

boycott to the three biggest companies of Kenya.  
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To conclude, the examined dataset is suitable for further investigations for UC2, as the analysis has 

shown that the tweets of the dataset are collected for the region of Africa (Kenya), which is very 

close to the areas of interest (Ethiopia, Somalia) and also contain keywords relevant to displacement 

(e.g. famine, disasters, crisis etc.) and can be linked to valid real-life events. For these reasons, the 

dataset fits well with UC2 and should be further examined. 

Table 13: Real life events found on the dataset of (Koren et al. 2021) 

# Date Number 

of 

Tweets  

Top 10 common 

keywords  

Incident Link 

1 04/09/2017 123 (water, 64) 

 (milk, 15) 

 (sugar, 14)  

(maize, 13) 

(use, 8)  

(drought, 8)  

(kenya, 6)  

(like, 6)  

(amp, 6)  

(food, 5) 

 

 

Kenya drought https://www.president.go.

ke/2017/02/10/governmen

t-declares-drought-a-

national-disaster/ 

05/09/2017 151 (water, 80)  

(sugar, 28)  

(milk, 17)  

(maize, 11) 

 (zero, 9)  

(via, 9)  

(drink, 8) 

 (use, 8) 

 (like, 8) 

 (cocacola, 7) 

06/09/2017 136 (water, 71)  

(sugar, 17)  

(amp, 14) 

 (milk, 14)  

(maize, 12) 

 (ugali, 9)  

(drinking, 9)  

(kenya, 8) 

https://www.president.go.ke/2017/02/10/government-declares-drought-a-national-disaster/
https://www.president.go.ke/2017/02/10/government-declares-drought-a-national-disaster/
https://www.president.go.ke/2017/02/10/government-declares-drought-a-national-disaster/
https://www.president.go.ke/2017/02/10/government-declares-drought-a-national-disaster/
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(mikesonko, 7) 

(found, 7) 

 08/09/2017 150 (water, 75) 

 (sugar, 18) 

 (milk, 17) 

(maize, 12) 

(kenya, 9)  

(time, 9)  

(know, 9) 

(via, 8) 

(drought, 7) 

(dry, 6) 

2 03/11/2017 342 (milk, 175) 

 (water, 95) 

(brookside, 63) 

(resist, 50) 

 (boycott, 45)  

(sugar, 25)  

(dont, 23) 

 (products, 21)  

(buy, 19) 

 (amp, 18) 

Boycott the 

three big 

companies of 

kenya 

https://www.africanews.co

m/2017/11/04/kenya-

opposition-calls-for-

boycott-of-three-big-

companies/ 

3 29/01/2018 420 (water, 414)  

(fire, 154) 

(langatafire, 76) 

(engines, 52) 

(tomorrow, 37) 

(put, 35)  

(nasa, 35) 

 (langata, 32) 

(trucks, 31) 

 (kenya, 31) 

Lang’ata fires 

in kenya 

https://www.bbc.com/new

s/world-africa-42859032 

4 23/01/2018  307 (water, 184) 

(drought, 74) 

(droughtnireal, 

47) (kenya, 32)  

(food, 31)  

(sugar, 27) 

 (people, 20)  

(clean, 19) 

Kenya 

droughts 

https://www.thenewhuma

nitarian.org/feature/2018/

01/10/consecutive-

droughts-spell-disaster-

and-hunger-kenya-

2018#:~:text=Consecutive%

20droughts%20spell%20dis

aster%20and%20hunger%2

https://www.africanews.com/2017/11/04/kenya-opposition-calls-for-boycott-of-three-big-companies/
https://www.africanews.com/2017/11/04/kenya-opposition-calls-for-boycott-of-three-big-companies/
https://www.africanews.com/2017/11/04/kenya-opposition-calls-for-boycott-of-three-big-companies/
https://www.africanews.com/2017/11/04/kenya-opposition-calls-for-boycott-of-three-big-companies/
https://www.africanews.com/2017/11/04/kenya-opposition-calls-for-boycott-of-three-big-companies/
https://www.bbc.com/news/world-africa-42859032
https://www.bbc.com/news/world-africa-42859032
https://www.thenewhumanitarian.org/feature/2018/01/10/consecutive-droughts-spell-disaster-and-hunger-kenya-2018#:~:text=Consecutive%20droughts%20spell%20disaster%20and%20hunger%20for%20Kenya%20in%202018,-Millions%20are%20already&text=Two%20consecutive%20years%20of%20failed,requiring%20treatment%20for%20acute%20malnutrition
https://www.thenewhumanitarian.org/feature/2018/01/10/consecutive-droughts-spell-disaster-and-hunger-kenya-2018#:~:text=Consecutive%20droughts%20spell%20disaster%20and%20hunger%20for%20Kenya%20in%202018,-Millions%20are%20already&text=Two%20consecutive%20years%20of%20failed,requiring%20treatment%20for%20acute%20malnutrition
https://www.thenewhumanitarian.org/feature/2018/01/10/consecutive-droughts-spell-disaster-and-hunger-kenya-2018#:~:text=Consecutive%20droughts%20spell%20disaster%20and%20hunger%20for%20Kenya%20in%202018,-Millions%20are%20already&text=Two%20consecutive%20years%20of%20failed,requiring%20treatment%20for%20acute%20malnutrition
https://www.thenewhumanitarian.org/feature/2018/01/10/consecutive-droughts-spell-disaster-and-hunger-kenya-2018#:~:text=Consecutive%20droughts%20spell%20disaster%20and%20hunger%20for%20Kenya%20in%202018,-Millions%20are%20already&text=Two%20consecutive%20years%20of%20failed,requiring%20treatment%20for%20acute%20malnutrition
https://www.thenewhumanitarian.org/feature/2018/01/10/consecutive-droughts-spell-disaster-and-hunger-kenya-2018#:~:text=Consecutive%20droughts%20spell%20disaster%20and%20hunger%20for%20Kenya%20in%202018,-Millions%20are%20already&text=Two%20consecutive%20years%20of%20failed,requiring%20treatment%20for%20acute%20malnutrition
https://www.thenewhumanitarian.org/feature/2018/01/10/consecutive-droughts-spell-disaster-and-hunger-kenya-2018#:~:text=Consecutive%20droughts%20spell%20disaster%20and%20hunger%20for%20Kenya%20in%202018,-Millions%20are%20already&text=Two%20consecutive%20years%20of%20failed,requiring%20treatment%20for%20acute%20malnutrition
https://www.thenewhumanitarian.org/feature/2018/01/10/consecutive-droughts-spell-disaster-and-hunger-kenya-2018#:~:text=Consecutive%20droughts%20spell%20disaster%20and%20hunger%20for%20Kenya%20in%202018,-Millions%20are%20already&text=Two%20consecutive%20years%20of%20failed,requiring%20treatment%20for%20acute%20malnutrition
https://www.thenewhumanitarian.org/feature/2018/01/10/consecutive-droughts-spell-disaster-and-hunger-kenya-2018#:~:text=Consecutive%20droughts%20spell%20disaster%20and%20hunger%20for%20Kenya%20in%202018,-Millions%20are%20already&text=Two%20consecutive%20years%20of%20failed,requiring%20treatment%20for%20acute%20malnutrition
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 (milk, 19) 

 (kenyans, 18) 

0for%20Kenya%20in%2020

18,-

Millions%20are%20already

&text=Two%20consecutive

%20years%20of%20failed,r

equiring%20treatment%20f

or%20acute%20malnutritio

n 

26/01/2018 350 (water, 241) 

(drought, 73) 

(kenya, 34)  

(nairobi, 22) 

 (amp, 22)  

(need, 21)  

(like, 21)  

(maize, 20)  

(county, 19) 

 (get, 19) 

27/01/2018 369 (water, 241) 

(drought, 85) 

(kenya, 35)  

(us, 30)  

(trees, 23)  

(maize, 20)  

(people, 19) 

 (ugali, 19) 

 (towers, 18) 

(kenyachat, 18) 

5 15/03/2018  519 (water, 457)  

(rain, 60)  

(nairobi, 60) 

(nairobirains, 57) 

(kenya, 36) 

 (rains, 36) 

 (bottled, 33) 

(drought, 30) 

(drainage, 25) 

(floods, 25) 

Nairobi flood https://edition.cnn.com/20

18/05/03/africa/kenya-

somalia-flooding-massive-

displacement-

disease/index.html 

6 20/06/2018 677 (sugar, 633) 

(mercury, 157) 

(water, 106) 

(contraband, 86) 

(kenya, 64) 

 (cs, 47)  

(kenyans, 42) 

(poisonous, 40) 

 

Contaminated 

contraband of 

sugar with 

mercury 

scandal 

https://nation.africa/kenya

/news/contraband-sugar-

contains-mercury-says-

fred-matiang-i-

54224?view=htmlamp 

 

https://www.bbc.com/new

s/world-africa-44550813 

https://www.thenewhumanitarian.org/feature/2018/01/10/consecutive-droughts-spell-disaster-and-hunger-kenya-2018#:~:text=Consecutive%20droughts%20spell%20disaster%20and%20hunger%20for%20Kenya%20in%202018,-Millions%20are%20already&text=Two%20consecutive%20years%20of%20failed,requiring%20treatment%20for%20acute%20malnutrition
https://www.thenewhumanitarian.org/feature/2018/01/10/consecutive-droughts-spell-disaster-and-hunger-kenya-2018#:~:text=Consecutive%20droughts%20spell%20disaster%20and%20hunger%20for%20Kenya%20in%202018,-Millions%20are%20already&text=Two%20consecutive%20years%20of%20failed,requiring%20treatment%20for%20acute%20malnutrition
https://www.thenewhumanitarian.org/feature/2018/01/10/consecutive-droughts-spell-disaster-and-hunger-kenya-2018#:~:text=Consecutive%20droughts%20spell%20disaster%20and%20hunger%20for%20Kenya%20in%202018,-Millions%20are%20already&text=Two%20consecutive%20years%20of%20failed,requiring%20treatment%20for%20acute%20malnutrition
https://www.thenewhumanitarian.org/feature/2018/01/10/consecutive-droughts-spell-disaster-and-hunger-kenya-2018#:~:text=Consecutive%20droughts%20spell%20disaster%20and%20hunger%20for%20Kenya%20in%202018,-Millions%20are%20already&text=Two%20consecutive%20years%20of%20failed,requiring%20treatment%20for%20acute%20malnutrition
https://www.thenewhumanitarian.org/feature/2018/01/10/consecutive-droughts-spell-disaster-and-hunger-kenya-2018#:~:text=Consecutive%20droughts%20spell%20disaster%20and%20hunger%20for%20Kenya%20in%202018,-Millions%20are%20already&text=Two%20consecutive%20years%20of%20failed,requiring%20treatment%20for%20acute%20malnutrition
https://www.thenewhumanitarian.org/feature/2018/01/10/consecutive-droughts-spell-disaster-and-hunger-kenya-2018#:~:text=Consecutive%20droughts%20spell%20disaster%20and%20hunger%20for%20Kenya%20in%202018,-Millions%20are%20already&text=Two%20consecutive%20years%20of%20failed,requiring%20treatment%20for%20acute%20malnutrition
https://www.thenewhumanitarian.org/feature/2018/01/10/consecutive-droughts-spell-disaster-and-hunger-kenya-2018#:~:text=Consecutive%20droughts%20spell%20disaster%20and%20hunger%20for%20Kenya%20in%202018,-Millions%20are%20already&text=Two%20consecutive%20years%20of%20failed,requiring%20treatment%20for%20acute%20malnutrition
https://www.thenewhumanitarian.org/feature/2018/01/10/consecutive-droughts-spell-disaster-and-hunger-kenya-2018#:~:text=Consecutive%20droughts%20spell%20disaster%20and%20hunger%20for%20Kenya%20in%202018,-Millions%20are%20already&text=Two%20consecutive%20years%20of%20failed,requiring%20treatment%20for%20acute%20malnutrition
https://edition.cnn.com/2018/05/03/africa/kenya-somalia-flooding-massive-displacement-disease/index.html
https://edition.cnn.com/2018/05/03/africa/kenya-somalia-flooding-massive-displacement-disease/index.html
https://edition.cnn.com/2018/05/03/africa/kenya-somalia-flooding-massive-displacement-disease/index.html
https://edition.cnn.com/2018/05/03/africa/kenya-somalia-flooding-massive-displacement-disease/index.html
https://edition.cnn.com/2018/05/03/africa/kenya-somalia-flooding-massive-displacement-disease/index.html
https://nation.africa/kenya/news/contraband-sugar-contains-mercury-says-fred-matiang-i-54224?view=htmlamp
https://nation.africa/kenya/news/contraband-sugar-contains-mercury-says-fred-matiang-i-54224?view=htmlamp
https://nation.africa/kenya/news/contraband-sugar-contains-mercury-says-fred-matiang-i-54224?view=htmlamp
https://nation.africa/kenya/news/contraband-sugar-contains-mercury-says-fred-matiang-i-54224?view=htmlamp
https://nation.africa/kenya/news/contraband-sugar-contains-mercury-says-fred-matiang-i-54224?view=htmlamp
https://www.bbc.com/news/world-africa-44550813
https://www.bbc.com/news/world-africa-44550813
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(cartels, 39)  

(duale, 38) 

21/06/2018 899 (sugar, 874) 

(mercury, 309) 

(kebs, 111) 

(sugarylies, 110) 

(kenya, 100)  

(water, 99)  

(copper, 83) 

(contraband, 66) 

(amp, 60)  

(says, 56) 

22/06/2018  569 (sugar, 490) 

 (water, 110) 

 (kenya, 77) 

 (kebs, 76) 

 (mercury, 68) 

(contraband, 54) 

(arrested, 53) 

(ongwae, 51) 

(scandal, 47)  

(md, 39) 

3.7. Connection to other DeepCube components 

This section describes how the social media crawlers are connected with other DeepCube 

components. The social media posts that are collected with Twitter crawler (section 3.4.1) and 

Instagram crawler (section 3.4.2) are stored in a MongoDB database. Then, the Social Media API 

fetches the collected data from the database, when the Social Media Web Application requests 

them in order to visualize them in a user-friendly and intuitive way. 

The Social Media API is an interface for querying and retrieving collected and analysed social media 

data. It is utilized mainly by the Social Media Web Application, but the technical partners inside the 

DeepCube project can also use it, if they wish to incorporate social media data into their components 

and analyses. The Social Media API consists of four endpoints: The Response Fields endpoint, the 

Query Parameters endpoint, the Filter endpoint, and the Stats endpoint. Each endpoint is a query 

to the database where social media data are stored. To request a call to an endpoint of the API, an 

API key is needed and the response of an API call is returned in JSON format. An example of a 

response from the Social Media API is shown in Figure 6.  
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Figure 6: A JSON response from the Social Media API in the Mozilla Firefox Browser. 

The Social Media Web Application is an intuitive, user-friendly online application for both expert 

and non-expert users. It offers a web-based user interface for the filtering and the visualisation of 

the collected social media data and their analysis through various filtering options, an interactive 

map, a timeline and a collection of graphs. For the visualisation of the data the Social Media Web 

Application utilizes the Social Media API with HTTP GET/POST requests (access key is required). A 

visualisation of the Social Media Web Application is available in Figure 7. 

For more details on Social Media API and Social Media Web Application the reader can refer to “D2.2 

DeepCube Technical Components - v1”, submitted in October 2021 (M9).  
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Figure 7: The user interface of Social Media Web Application 

3.8. Summary 

The section started with the user requirements for T3.2 and the definition of the search criteria of 

the social media crawlers and the visualisation preferences of the social media data. The definition 

of the above has been accomplished through the collaboration of INFALIA and UC leaders. A 

questionnaire has been sent to the UC leaders with questions about search criteria for the crawlers 

and the visualisation needs for the social media data. After they responded, their preferences were 

collected and scrutinized by INFALIA who then sent suggestions for further refinements of the 

search criteria keywords in order to reduce the collection of irrelevant social media posts (noise). In 

the end, the final search criteria and visualisation requirements were defined through continuous 

communication between INFALIA and the UC leaders. 

Regarding the social media crawlers, an overview of the crawler component was introduced to the 

reader. The core component includes two crawlers, one that uses the Twitter Streaming API and 

another that uses the Instagram API Graph. The developed crawlers were presented in detail, 

including the usage of Instagram API, which seems to have a lot more restrictions in rate limits than 

Twitter API and does not provide geo-location information. Also, the necessary processing, after the 

posts are collected, and the techniques of knowledge extraction through the content of tweets, i.e. 

localisation, concept extraction and sentiment analysis, are described. Furthermore, the status of 

the collections for the first year of the DeepCube project is reported. A large number of tweets for 

UC2 has been collected, while for UC5 the tweets and Instagram posts collection is more limited but 

still sufficient. Moreover, the Instagram platform seems highly suitable for UC5, while the search 

criteria for Twitter in this use case may need to be refined.  

Furthermore, investigating the policies of Twitter and Instagram APIs proved that they are quite 

similar in data usage policy, data storage policy and data privacy policy. The major difference is that 

Twitter has no limitations regarding the amount of time it is allowed to store and analyse tweets in 

contrast to Instagram that will be till the end of the project. 
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Regarding the investigation of past Twitter data from previous years, two datasets were found. After 

examining these datasets, the one focused on water and food scarcity in the region of Kenya was 

deemed more suitable for UC2. A further analysis on this dataset included the visualisation of all 

tweets per day in a line chart in order to visually understand the activity peaks of the dataset, the 

extraction of data on the dates, when there was high activity in contrast with the previous dates, 

with the method STA/LTA and, finally, the correlation of the data in these dates with real life events. 

This analysis showed that the dataset for the region of Kenya is suitable for further investigation for 

UC2. 

This section reported the first version of the social media tools as implemented till M15. However, 

updates are expected to be performed and reported in the future. These updates will certainly 

involve the development and integration of the sentiment analysis module into the social media 

crawlers’ pre-processing pipeline. Furthermore, further investigation and extraction of knowledge 

from the collected social media data is planned. Therefore, it is important to ensure the continuous 

collection of social media data for the rest of the project. 
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4. Ingestion of non-EO data: linked data 

In this section we describe the RDF versions of datasets that could be used by our use cases along 

with the Semantic Data Cube. The datasets are acquired from Copernicus Land service, but we have 

also included other data sources that are available as open data and we show how they complement 

and increase the value of Copernicus data. These are publicly available datasets in the form of 

shapefiles. These are imported in the semantic data cube and then they are exposed as linked data. 

4.1. Corine Land Cover 2012 dataset 

The Corine Land Cover dataset of year 2012 (CLC2012) is provided by the European Environment 

Agency (EEA) and it can be accessed at the following link http://land.copernicus.eu/pan-

european/corine-land-cover/clc-2012. In the following we describe the RDF version that we created 

for this dataset. 

Ontology 

The figure, which is included in the following link http://pyravlos-

vm5.di.uoa.gr/corineLandCover.svg, shows the ontology constructed for the CLC dataset. The 

ontology is a specialisation of the general ontology that we constructed to model the respective 

Land Cover theme of INSPIRE so that we have the first INSPIRE-compliant ontology.   

The following RDF entities are being used, for the Corine Land Cover ontology: 

● CorineValue: This entity represents Corine nomenclature, as a codelist. It includes 

recommended values that may be used by data providers.  

● CorineArea: This entity is defined as a subclass of the LandCoverUnit entity, of the INSPIRE 

theme Land Cover. The LandCoverUnit represents a section of space which is classified, and 

corresponds to a Corine polygon. 

● objectId: The entity that indicates the unique id of a Corine Land Cover area. It is a literal of 

type xsd:ID. 

● codeLevel1, codeLevel2, codeLevel3: These three entities represent the Corine Land Cover 

code of this area for the three different levels respectively. It is a literal of type xsd:integer. 

● Geometry: The entity that represents the geometry of an area. It is a POLYGON geometry 

literal of type wktLiteral. 

RDF dataset 

Using the ontology that is described above, we created an RDF version of CLC 2012. A small extract 

of the produced RDF file is described below.  

clc:Area_361450 rdf:type clc:Area . 

clc:Area_361450 clc:codeLevel1 "3"^^xsd:integer . 

clc:Area_361450 clc:codeLevel2 "31"^^xsd:integer . 

clc:Area_361450 clc:codeLevel3 "312"^^xsd:integer . 

http://land.copernicus.eu/pan-european/corine-land-cover/clc-2012
http://land.copernicus.eu/pan-european/corine-land-cover/clc-2012
http://pyravlos-vm5.di.uoa.gr/corineLandCover.svg
http://pyravlos-vm5.di.uoa.gr/corineLandCover.svg
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clc:Area_361450 clc:hasLandUse "complexCultivation" . 

clc:Area_361450 geo:hasGeometry clc:Geometry_361450 . 

clc:Geometry_361450 geo:asWKT  "<http://www.opengis.net/def/crs/EPSG/0/4326>  
POLYGON((1.149187 48.456576, 1.148363 48.455932, 1.146745 48.455954, 1.145644 48.4557, 
1.145648 48.454781, 1.145444 48.454345, 1.143585 48.454364, 1.142694 48.453517,..., 
1.149187 48.456576))"^^<http://www.opengis.net/ont/geosparql#wktLiteral> 

 

The first triple denotes that area clc:Area_361450 is a Corine Land Cover area. The next three triples 

represent the Corine Land Cover code of this area for the three different levels respectively. It is 

noted that given the third level code, one can derive the codes for the other two levels, but we 

chose to state this explicitly in the dataset so that it is more user-friendly (less calculations need to 

be done by the users). After that, we include a triple that explicitly states the name of the land use 

class that the CLC code corresponds to. This again was not explicit in the original dataset but it would 

be helpful for someone that is not familiar with the CLC nomenclature so we decided to minimize as 

much as possible amount of background knowledge one may need to have in order to use the 

dataset. The last two triples express the geometry of the specific area. Please note that the 

predicates geo:hasGeometry and geo:asWKT are defined in GeoSPARQL (that is described earlier in 

this document) and they are used to associate a CLC area with its geometry and then this geometry 

to its WKT serialisation. This serialisation is represented by a literal with datatype geo:wktLiteral, 

following again the OGC GeoSPARQL standard. For the convenience of the reader and for clarity, we 

have not included all points that this specific geometry (polygon) consists of. 

4.2.  Global Administrative Areas dataset (GADM)  

The Global Administrative Areas dataset, which will be mentioned hereafter in its abbreviated form 

(GADM) contains information about the administrative boundaries of all areas in the world. These 

datasets are available as shapefiles or geodatabase files at the following link: http://www.gadm.org. 

Although this is not Copernicus data, it can be very useful when combined with Copernicus data, for 

example, one may ask for information contained in a Copernicus dataset, but only for a specific 

country, or an administrative division of these countries. This also enables users to express analytical 

queries for certain administrative divisions, as we will explain later in this section. 

Ontology 

The following RDF entities are being used, for the GADM ontology: 

● AdministrativeArea: This entity is defined as an equivalent class of the AdministrativeUnit 

entity, of the INSPIRE theme Administrative Units. The AdministrativeUnit entity represents 

a unit of administration, where a Member State has and/or exercises jurisdictional rights, 

for local, regional and national governance. 

● belongsToAdm0, belongsToAdm1, belongsToAdm2: These three entities represent the 

global administrative boundaries, for three levels: National (level 0), 

State/province/equivalent (level 1), and County/district/equivalent (level 2). 

http://www.gadm.org/
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● hasName: The entity that indicates the name of the Administrative Area. It is a literal of type 

xsd:string. 

 

Figure 8: GADM ontology 

RDF Dataset  

Using the ontology that is described above, we created an RDF version of GADM. A small extract of 

the produced RDF file is described below.  

PREFIX gadm: <http://geo.linkedopendata.gr/gadm/AdministrativeUnit/> 

PREFIX xsd: <http://www.w3.org/2001/XMLSchema#> 

gadm:adm3_1 rdf:type gadm:AdministrativeUnit . 

gadm:adm3_1 rdf:type gadm:Arrondissement . 

gadm:adm3_1 gadm:hasName "Haguenau"^^<http://www.w3.org/2001/XMLSchema#string> . 

gadm:adm3_1 gadm:hasAdminLevel "3"^^xsd: #integer> . 

gadm:adm3_1 gadm:belongsToAdm2 gadm:adm2_1 . 

gadm:adm3_1 gadm:hasName "Bas-Rhin" ^^<http://www.w3.org/2001/XMLSchema#string> . 

gadm:adm3_1 geo:hasGeometry gadm:Geometry_1 .  

gadm:Geometry_1 geo:sWKT "<http://www.opengis.net/def/crs/EPSG/0/4326>  POLYGON 
((7.70341968536371 48.9358291625977,...,,7.70341968536371 
48.9358291625977))"^^geo:wktLiteral . 

 

The RDF graph described above contains information about and administrative unit identified with 

the URI gadm:adm3_1, its name, its administrative levels, information about the administrative 

levels it belongs to, as well as the geometries of its boundaries in WKT format. 

http://geo.linkedopendata.gr/gadm/AdministrativeUnit/
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4.3. EU-Hydro dataset - River Network 

The EU-Hydro dataset22 is a photo-interpreted river network for the EEA39 countries derived from 

satellite imagery supplemented with ancillary data sources.  

The data model of the EU-Hydro River network consists of seven polygon feature classes, three 

polyline feature classes and two point feature classes. The point feature classes are the Culverts and 

the Nodes, the line feature classes are the Canals_l, the Ditches_l and the River_Net_l, and last but 

not least, the polygon feature classes are the Calals_p, the Ditches_p, the River_Net_p, the 

InlandWater, the Transit_p, the Coastal_p and the RiverBasins. All feature classes have attribute 

field names with the maximum of ten characters, according to the final Data Dictionary, approved 

by EEA.  

Ontology 

The figure, which is included in the following link http://pyravlos-vm5.di.uoa.gr/hydroEURiver.svg, 

shows the ontology constructed for the EU-hydro dataset. 

The following RDF entities are being used, for the EU-hydro ontology: 

● has_ELEV: The entity that represents the elevation above mean sea level. It is a literal of 

type xsd:double.  

● Geometry: The entity that represents the geometry of a spatial area.  

RDF Dataset  

A sample of the RDF dataset is the following:  

PREFIX geo: <http://www.opengis.net/ont/geosparql#>  

PREFIX rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#> 

PREFIX h:<http://land.copernicus.eu/pan-european/satellite-derived-products/eu-hydro#>  

PREFIX hydro: <http://land.copernicus.eu/pan-european/satellite-derived-products/eu-hydro/>  

 

?Seine rdf:type hydro:River . 

?Seine h:hasName "Seine"^^<http://www.w3.org/2001/XMLSchema#string>. 

 

?Seine h:hasRiver_Net_l h:RL25014368 . 

h:RL25014368 geo:hasGeometry h:Geometry_RL25006502 . 

h:Geometry_RL25006502 geo:asWKT "<http://www.opengis.net/def/crs/EPSG/0/4326> 
MULTILINESTRING ((1.92534933497903 
50.72960708...61.2794))"^^<http://www.opengis.net/ont/geosparql#wktLiteral> .  

 

?Seine h:hasCulvert h:CU25000001 . 

h:CU25000047 geo:hasGeometry h:Geometry_CU25000001 . 

 
22 http://land.copernicus.eu/pan-european/satellite-derived-products/eu-hydro  

http://pyravlos-vm5.di.uoa.gr/hydroEURiver.svg
http://land.copernicus.eu/pan-european/satellite-derived-products/eu-hydro


 

 

This project has received funding from the European Union's Horizon 2020 

research and innovation programme under grant agreement No 101004188 
Page 68 / 77 

 

h:Geometry_CU25000001  geo:asWKT "<http://www.opengis.net/def/crs/EPSG/0/4326> POINT 
(3.19241334694344 49.590167865723 43.1)" 
"^^<http://www.opengis.net/ont/geosparql#wktLiteral> . 

 

?Seine http://www.w3.org/2000/01/rdf-schema#label 
"Seine"^^<http://www.w3.org/2001/XMLSchema#string> . 

 

?Seine h:hasCoastal_p h:CO25000001 . 

h:CO25000001 geo:hasGeometry h:Geometry_CO25000001 . 

h:Geometry_CO25000001 geo:asWKT "<http://www.opengis.net/def/crs/EPSG/0/4326> 
MULTIPOLYGON (((3.34363737847462 
51.3906695862...0)))"^^<http://www.opengis.net/ont/geosparql#wktLiteral> 

 

?Seine h:hasInlandWater h:IW25000001 . 

h:IW25000001 geo:hasGeometry h:Geometry_IW25000001 . 

h:Geometry_IW25000001 geo:asWKT "<http://www.opengis.net/def/crs/EPSG/0/4326> 
MULTIPOLYGON (((-1.33687512657124 
48.711314859...12.8)))"^^<http://www.opengis.net/ont/geosparql#wktLiteral>  

 

?Seine h:hasNode h:NO25000001 . 

h:NO25000001 geo:hasGeometry h:Geometry_NO25000001 . 

h:Geometry_NO25000001 geo:asWKT "<http://www.opengis.net/def/crs/EPSG/0/4326> POINT 
(1.26686158718246 49.8143685204304 38.6) 
)"^^<http://www.opengis.net/ont/geosparql#wktLiteral>. 

 

?Seine h:hasDitche_l h:DL25000019 . 

h:DL25000019 geo:hasGeometry h:Geometry_DL25000019 . 

h:Geometry_DL25000019 geo:asWKT "<http://www.opengis.net/def/crs/EPSG/0/4326> 
MULTILINESTRING ((5.14616310081087 51.22326147... 
27.3678))"^^<http://www.opengis.net/ont/geosparql#wktLiteral> .  

4.4. OpenStreetMap (OSM) dataset  

OpenStreetMap is a gazetteer that contains information about a wide variety of points of interest. 

Due to the fact that it contains rich and up-to-date information about places and provides a detailed 

hierarchy which points geospatial features can be categorized into, it is a very useful tool for 

geospatial data practitioners. As we considered that it would be useful to correlate information 

coming from the OSM dataset together with the Copernicus datasets, we decided to make this 

dataset available as RDF as well.  

Ontology 

Our ontology can be accessed at the following link http://pyravlos-vm5.di.uoa.gr/osm.owl. A 

graphical representation of the ontology can be accessed at 

http://sites.pyravlos.di.uoa.gr/dragonOSM.svg. It follows closely the description of OSM data 

http://pyravlos-vm5.di.uoa.gr/osm.owl
http://sites.pyravlos.di.uoa.gr/dragonOSM.svg
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provided in the following document: http://download.geofabrik.de/osm-data-in-gis-formats-

free.pdf. So, this document provides also a detailed documentation of what this ontology contains, 

and particularly the class hierarchy that it follows. 

Example mappings 

We downloaded the OSM datasets in the form of shapefiles from http://download.geofabrik.de/ 

and imported each shapefile at a different table in a PostGIS database. For large countries, such as 

France, separate shapefiles are provided per area. We connected the system Ontop-spatial to this 

database and created mappings that map the relational data to RDF terms. Part of the mappings 

can be seen below.  

mappingId  lgd_buildings_info 

target     lgd:{gid} rdf:type lgdo:Building .  

           lgd:{gid}  lgdo:buildingCategory lgdo:{type} .  

           lgd:{gid}  lgdo:hasName {name} .   

           lgd:{gid}  lgdo:OSMCode {code} .  

           lgd:{gid} geo:asWKT {geom}^^geo:wktLiteral . 

source    select   type, code,  name, osm_id as gid   

          from "ile-de-france-buildings" 

mappingId  lgd_landuse_info 

target     lgd:{gid}  lgdo:hasLandUse lgd:{fclass} .  

           lgd:{gid}  lgdo:hasName {name} .   

           lgd:{gid}  lgdo:OSMCode {code} .  

           lgd:{gid} geo:asWKT {geom}^^geo:wktLiteral . 

source   select  fclass, code,  name, osm_id as gid   

         from "ile-de-france-landuse" 

mappingId  lgd_transport_info 

target     lgd:{gid}  rdf:type lgdo:TransportStation .  

           lgd:{gid}  lgdo:stationType lgdo:{fclass} .  

           lgd:{gid}  lgd:hasName {name} .   

           lgd:{gid}  lgd:OSMCode {code} . 

source   select  gid, fclass, code,  name  

         from "ile-de-france-transport" 

mappingId  lgd_roads_info 

target     lgd:{gid}  rdf:type lgdo:Road .  

           lgd:{gid}  lgdo:roadType lgdo:{fclass} .  

           lgd:{gid}  lgdo:hasName {name} .  

           lgd:{gid} geo:asWKT {geom}^^geo:wktLiteral . 

source   select   fclass ,geom, name, osm_id as gid  

         from "ile-de-france-roads" 

 

http://download.geofabrik.de/osm-data-in-gis-formats-free.pdf
http://download.geofabrik.de/osm-data-in-gis-formats-free.pdf
http://download.geofabrik.de/
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In the source part of each mapping we can see how each table/shapefile is accessed. In the target 

query, we can see the respective virtual RDF triples that are produced but not materialized. 

4.5. Fire Risk related data 

The task of Fire hazard short-term forecasting in the Mediterranean can be facilitated by exploiting 

a volume of available geo-related information, particularly regarding Greece. These datasets contain 

information related to critical infrastructure and resources. 

The Regions of Greece dataset contains the geographic boundaries of the 13 regions of Greece, 

based on their most recent revision (Kallikratis Programme - 2010). The Natura 2000 Network is a 

European Ecological Network of sites which host various significant natural habitat types and 

habitats of species at a European level. As of now, Greece has designated 202 Special Protection 

Areas (SPAs) and 241 Sites of Community Importance (SCI), two of which are still under 

consideration. 

The rest of the datasets come from GEOFABRIK’s publicly available data, which abides to the 

standard OSM format through the use of a comprehensive mapping of the GIS layers. For our 

points/areas of interest, we have imported shapefiles for Greece’s traffic related features, road 

system, railway system, bodies of water, waterways, and buildings. 

 
variable source spatial resolution  temporal resolution  

Regions of Greece GEODATA.gov.gr 
N/A (vector 

geometries) 
N/A 

Greek Natura 

Protected Areas 
GEODATA.gov.gr 

NA (vector 

geometries) 
N/A 

Greek Traffic Related 

Features 

GEOFABRIK - Greece 

(OSM) 

N/A (vector 

geometries) 
N/A 

Greek Road System 
GEOFABRIK - Greece 

(OSM) 

N/A (vector 

geometries) 
N/A 

Greek Railway System 
GEOFABRIK - Greece 

(OSM) 

N/A (vector 

geometries) 
N/A 

Greek Bodies of 

Water 

GEOFABRIK - Greece 

(OSM) 

N/A (vector 

geometries) 
N/A 

Greek Waterways 
GEOFABRIK - Greece 

(OSM) 

N/A (vector 

geometries) 
N/A 

Greek Buildings 
GEOFABRIK - Greece 

(OSM) 

N/A (vector 

geometries) 
N/A 

 

http://download.geofabrik.de/osm-data-in-gis-formats-free.pdf
https://geodata.gov.gr/en/dataset/periphereies-elladas/resource/7c80a2c1-93b7-4814-9fc4-245e775acaa6
https://geodata.gov.gr/el/dataset/to-diktuo-natura-2000-kai-prostateuomenes-periokhes
https://download.geofabrik.de/europe/greece.html
https://download.geofabrik.de/europe/greece.html
https://download.geofabrik.de/europe/greece.html
https://download.geofabrik.de/europe/greece.html
https://download.geofabrik.de/europe/greece.html
https://download.geofabrik.de/europe/greece.html
https://download.geofabrik.de/europe/greece.html
https://download.geofabrik.de/europe/greece.html
https://download.geofabrik.de/europe/greece.html
https://download.geofabrik.de/europe/greece.html
https://download.geofabrik.de/europe/greece.html
https://download.geofabrik.de/europe/greece.html
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5. Ingestion of non-EO data: socio-economic data 

As migration is a strategy for people to seek survival or a better life, the decision is made by 

considering the situation in different aspects. Indeed, socio-economic information is one of the main 

drivers. Hereby, in UC2, a vast number of inputs in different dimensions from various resources have 

been explored. The final data which is utilized in our first cycle for establishing our casual inference 

model is shown in the following. 

variable source spatial resolution  temporal resolution  

violent conflict ACLED geolocated events event-wise 

market price FEWS NET, FSNAU district monthly 

Internal Displacement 

Somalia 

UNHCR-PRMN 

 
district  weekly 

 
Apart from the variables listed in the previous table, we have explored other variables or variables 

from other sources as well, which are listed below. However, the following data is not been used as 

input in our casual inference model for UC2 in this stage because (1) historical data is not available 

(RWI and AWI); (2) dataset is not available in the geo-location in our UC (RWI); (3) the spatial 

resolution is not sufficient to server our model (Edu_Exp).  However, the following variables and 

data source might be utilized if the spatial resolution or time coverage of the corresponding 

variables upgraded in the course of DeepCube project implementation. 

variable source spatial resolution  temporal resolution  

violent conflict UPPSALA Conflict Data 
Program (UCDP) 

geolocated events event-wise 

market price 
VAM World Food 

Programme 
district monthly 

education 
expenditure in USD 

(Edu_Exp) 
UNSD   country - 

percentage of 
Agricultural Land 

(Agr_Land)  )  
UNSD   country - 

global human 

modification layer  

(gHM) 

NASA Socioeconomic 

Data and Applications 

Center (sedac) 

1 km - 

relative wealth index 
(RWI) 

Facebook Data4Good   geolocated - 

absolute wealth 
index (AWI) 

 

Facebook Data4Good   
 

geolocated - 

social connectedness Facebook Data4Good   geolocated - 
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6. Ingestion of non-EO data: industrial data 

6.1. UC4b 

In UC4b, the ground truth, which is used for the validation of the trend variation simulator, is 

represented by a dataset of displacement measurements obtained from geotechnical investigation 

with inclinometers over two critical AOIs (around 10 km2 each) that were executed by TECNE.  

Dataset Source Coverage Resolution 

Time Series of ground 

displacement 

Field campaign with 

Inclinometers by TECNE 
Local 

Not 

applicable 

 

The dataset contains around 100 measurement points, each exhibiting a discrete number of 

displacement samples over the period 2014-2021.  

6.2. UC5 

Dataset Source Coverage Resolution 

Presence of tourists Terra Nordeste database 
Brazil 

01/2013 to 09/2021 

City 

Daily data 

Air traffic TBD 
Saõ Luis 

TBD 

Airport 

Daily data 

Interest for region Infalia’s social media data 
Brazil 

01/2021 to now 

Country 

Daily data 
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7. Conclusions & future outlook 

During this first phase of the project, the consortium members have performed retrieval of various 

EO and non-EO datasets from multiple sources and have ingested them locally with their own 

ingestion scripts. Potential evolutions of these routines have been identified. 

For Task 3.2, special emphasis was given on the ingestion of social media data, the relation that UC2 

and UC5 have to social media and how the user requirements of each use case have been defined. 

We described the collection, the processing and the knowledge extraction of data coming from 

social media, i.e. Twitter and Instagram, in order to identify the relationships between measures of 

drought severity as well as other climate and socio-economic indicators with migration patterns in 

Africa for UC2 and to infer the popularity of touristic places in Brazil for UC5. Furthermore, a 

reference was made to policies of Twitter and Instagram APIs and a past dataset originating from 

Twitter was investigated in order to cover the needs of UC2. Finally, it was described how the social 

media crawlers are connected with other DeepCube components. 

Concerning Task 3.1, while the preliminary objective of Task 3.1 was to provide an abstract API on 

top of multiple sources to gather Copernicus datasets, the focus is now redirected to study another 

approach that would be more useful for the partners. The PANGEO Forge and its “Recipe” system 

would be interesting to define how to connect and get data from DIAS instances (e.g. ONDA and 

CreoDIAS). 

Another idea would be to study how some datacubes could be created or served to the users more 

“on-the-fly” from native datasets. This could help saving storage by duplicating less data. The 

performance of such solution compared to already prepared datacubes is also a key to be 

considered. 
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